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Abstract
This thesis develops a new way of understanding the language we use
when characterising (phenomenally) conscious states, which allows us
to get clearer about what these states are. Paradigm examples of conscious states are tasting garlic, feeling nauseous, and suffering toothache.
L-talk is the use of L-sentences: sentences which involve L-phrases such as
‘what is it like’ and ‘something it is like’. Phenomenal L-talk—the use of
L-sentences to talk about consciousness—is ubiquitous in philosophy of
mind. It is used to give the standard definition of conscious states: a state
is conscious if and only if there is something it is like for the subject of
the state to be in that state. L-talk is also used to state theses, give arguments, and, more generally, to talk about consciousness. These definitions, claims and arguments are of limited value if we do not understand
the language—the L-phrases—we use to express them. But it is not clear
how we should understand L-talk: there is disagreement about whether
such talk is meaningful, what (if it is meaningful) it means, and how it
has whatever meaning it has. Further, although it is often overlooked, we
also see non-phenomenal L-talk: the use of L-phrases to talk about things
other than consciousness. For example, ‘What was it like for the car to
be driven across the desert?’ does not ask about conscious states, but
about, say, damage done to the car. My thesis offers an account of L-talk
which tells us what L-talk means, how it works, and how there can be
both phenomenal and non-phenomenal L-talk.
I show that L-talk is meaningful, and that it is concerned with properties, not comparisons. I also argue that the difference between phenomenal and non-phenomenal L-talk is not that one involves technical terms,

xii
idioms, or metaphors while the other does not. Nor is that it is contextual
factors that differentiate the two types of L-talk. Instead I demonstrate
that much L-talk involves ellipsis: there is more to many L-sentences than
is articulated. Thus a question such as ‘What is it like to taste garlic?’ is
more clearly stated as ‘What is it like phor you for you to taste garlic?’ It
is the presence of the “phenomenal ‘for’” (which I spell ‘phor’ for clarity)
which ensures that this question is an instance of phenomenal L-talk: it
asks about your conscious states. I explain the meaning of ‘phor’ with
reference to that of non-epistemic uses of “appear” words, such as ‘appear’, ‘feel’, and ‘seem’.
Having explained and argued for my account of L-talk, I put the account to work. First, I clarify, improve and defend the standard definition
of conscious states given above. Then I consider a linguistic argument—
one which depends on a claim about the meaning of L-talk—for the conclusion that to be in a conscious state is to be aware of that state. I show
that the argument does not succeed.
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Part I
The Problem

C HAPTER ONE

The Puzzle
In this thesis I will develop and defend an account of ‘what it is like’
talk—‘L-talk’ for short. L-talk is the use of phrases such as ‘what is it
like’, ‘something it is like’, and ‘nothing it is like’. This talk is important because of it is widely used in the philosophy of mind to talk about
phenomenal consciousness.
The aim of this first chapter is to explain why we need an account of
L-talk. In §1.1 I will explain what L-talk is and why it is important that
we have an account of it. In §1.2 I will present some data: examples of
the different ways in which L-talk is used. In §1.3 I will use this data to
present a puzzle. If we had an adequate account of L-talk, the solution
to the puzzle would be obvious; that it is not shows that we lack such an
account and allows up to divide up the ways in which we might respond
to it. The aim of the second part of this thesis is to give us what we lack:
an account of L-talk that accords with the uses of it that we see. In the
third part, I put the resulting account to work. (I will outline the chapters
in the thesis in more detail in §1.4).

1.1

Consciousness and L-talk

L-talk is important because it is commonly used to define, introduce, and,
more generally, talk and argue about phenomenal consciousness. In this
section I will first clarify what I mean by ‘phenomenal consciousness’.
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I will then explain the connection between L-talk and phenomenal consciousness.

1.1.1

Phenomenal consciousness

Some mental states are phenomenally conscious states. These states have
a particular character that contributes to our inner lives. Paradigm phenomenally conscious states include perceptual states: there is a particular “internal” character that seeing a mauve mallow flower typically has,
and it is different to that of seeing a yellow daffodil. Similarly, the experiences of smelling garlic and smelling vanilla have their own particular
characters. Other paradigm phenomenally conscious states are bodily
sensations: feelings of nausea, tickles, pains, itches, and so on.
We also say that some entities are phenomenally conscious: they are
the kinds of things that have (or that can have) phenomenally conscious
states. Healthy human beings are paradigm examples of phenomenally
conscious creatures. When such an entity undergoes certain mental
states—that of seeing a mallow flower, perhaps—their experience has the
character referred to in the previous paragraph: there is something it is
like to be such an entity (at least when it is seeing a mallow flower). I
will call the sort of phenomenal consciousness that states have ‘state consciousness’, and the sort that entities have ‘creature consciousness’.1 In
this thesis I will focus almost exclusively on state consciousness.
Having distinguished state and creature consciousness, we can also
distinguish phenomenal consciousness from other sorts of consciousness.
For example, Block claims that a representation is access conscious if it
is “broadcast for free use in reasoning and for direct ‘rational’ control
of action (including reporting).” (Block 2002: 208) And a creature is selfconscious if it has the concept of a self, and can use this concept in thinking

1. ‘Creature consciousness’ is also used in other ways. In one sense it applies to entities
that are awake rather than asleep, or to entities that are conscious of something (see,
e.g., Rosenthal (1986) and Carruthers (2005)). I will only use the expression as described
above.
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about itself (Block 2002: 213). What different kinds of consciousness there
are, and how they are related is a matter of debate. I will not enter into
this debate here: I will only be concerned with phenomenal consciousness. For this reason I will often drop the ‘phenomenal’ qualifier. I will
also use the term ‘phenomenology’ to refer to aspects of the character of
the experiences of a subject at a time: a subject has some phenomenology
when they are in a conscious state.2
We are interested in phenomenal consciousness for a number of reasons. As is commonly noted, it plays a central, significant, and immediate role in our lives.3 It is a (perhaps the) significant mark of the mental.4
And it is often taken to be the main obstacle to attempts to naturalise—
or at least physicalise—the mind.5 Further, appeals to phenomenal consciousness are made in other areas of philosophy. It might be thought, for
example, that perceptual beliefs are justified because they are based on
phenomenally conscious perceptual experiences. Or it might be thought
that the good at which we should aim is pleasure, where pleasure is a
phenomenally conscious state with a particular character. It is desirable,
then—both in itself, and because of connections between consciousness
and other phenomena—that we have a good understanding of consciousness.

2. This perhaps sounds a little strange since one use of the word ‘phenomenology’ is as a
name for the study of experiences. But just as we talk about the geography of a country,
or the psychology of an individual, even though both ‘geography’ and ‘psychology’ can
be used to refer to areas of study, we can unproblematically use ‘phenomenology’ in this
way.
3. Chalmers says, “There is nothing that we know more intimately than conscious experience, but there is nothing that is harder to explain.” (1995: 200) Strawson describes
it as “the phenomenon whose existence is more certain than the existence of anything
else” (2006: 3). And Velmans and Schneider say that conscious experience is “at once
the most familiar and most mysterious aspect of our lives” (2007: 1).
4. Rosenthal, for example, says “Consciousness is so basic to the way we think about the
mind that it can be tempting to suppose that no mental states exist that are not conscious
states. Indeed, it may even seem mysterious what sort of thing a mental state might be
if it is not a conscious state.” (1986: 329)
5. See, e.g., Nagel (1974: 436): “Without consciousness the mind-body problem would
be much less interesting. With consciousness it seems hopeless.”
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L-talk and consciousness

In this thesis I will be concerned with phrases of the following sort:
‘what it is like,’ ‘what is it like,’ ‘something it is like,’ ‘nothing it is
like,’ and ‘anything it is like.’ I will call these phrases ‘L-phrases’, and
I will call sentences that have L-phrases as parts ‘L-sentences’. It is very
common within the philosophy of mind to use L-phrases to talk about
consciousness—or, as I will say, to engage in phenomenal L-talk. L-talk is
the use of L-phrases; phenomenal L-talk is the use of L-phrases to talk
about phenomenal consciousness.
On the face of things, it looks as though philosophers can use Lphrases to talk about phenomenal consciousness—can engage in phenomenal L-talk—because of the linguistic meanings of L-phrases. What we
communicate when we use language depends in part on which words we
use and in part on how we use them. The linguistic meaning of a word
is the fixed contribution made by the word itself, rather than the contribution made by how it is used. As a first approximation, the linguistic
meaning of a word is what we find in the dictionary entry (or sub-entry)
for that word. The linguistic meaning of a phrase is what we get when we
combine the linguistic meanings of the words that make up the phrase in
accordance with the syntactic structure of the phrase. It seems, then, that
L-phrases have what I will call ‘experiential linguistic meaning’: they are
concerned with consciousness. This is so in the same way that we might
say that ‘dog’ and ‘puppy’ have canine linguistic meaning: they are concerned in one way or another with dogs; and ‘two’, ‘double’ and ‘twin’
have duality linguistic meaning: they are concerned with duality or “twoness”. Examples of words and phrases that have experiential linguistic
meaning, then, include ‘joy’, ‘a stabbing pain’, ‘conscious experience of as
of a tomato’, ‘qualia’, ‘subjective character’, and ‘the feeling you get when
you’. (Henceforth I’ll mainly drop the ‘linguistic’ and just talk about experiential meaning. Unless otherwise noted, talk of meaning is talk of
linguistic meaning.)
Phenomenal L-talk is ubiquitous in philosophy of mind, but it is not
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clear how we should understand this talk. First, it is not obvious that
L-phrases do have experiential meaning: it might be that it is only in
special contexts that we can use them to talk about consciousness (Snowdon (2010) holds such a view, which I discuss in Chapter 5). Second, if
L-phrases do have experiential meaning, it is unclear how this is so: are
they special technical terms, for example, or idiomatic expressions, or ordinary chunks of language?6 I will argue for the ‘ordinary chunks of language’ view throughout this thesis (see Chapter 2 for more on the other
two approaches just mentioned). Third, some have argued that instances
of what looks like the use of L-phrases to talk about consciousness—i.e.,
of what looks like phenomenal L-talk—are in fact cases in which we fail
to talk about consciousness: they are not cases of phenomenal L-talk after
all. (Hacker (2002) argues for this. I discuss his views in §2.1.1.) If L-talk
was not widespread in philosophy of mind, then perhaps the obscurity
of its meaning would be of little concern. But philosophers often use Lphrases to define consciousness, to state theses about consciousness, and
to give arguments for and against these theses.
In the rest of this section, I will illustrate, by means of examples, the
variety of ways that philosophers use L-phrases to talk about phenomenal consciousness. This gives us good reason to think both that there
is phenomenal L-talk, and that L-phrases have experiential meaning. I
will then explain why we need an account of L-talk. In §1.2, I will give
examples of other uses that L-phrases are put to.
Definitions of consciousness
One way philosophers of mind use L-talk is to define phenomenal
consciousness—i.e., to give the necessary and sufficient conditions for
something’s being conscious. Here is Uriah Kriegel doing just this:
(P1) phenomenal consciousness is the property mental states,
6. Amongst others, Lewis (1995) adopts a technical view, Sprigge (1998) an idiom account, and Hellie (2004) (and perhaps Lycan (1995)) think L-phrases are part of everyday
language.
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events, and processes have when, and only when, there
is something it is like for their subject to undergo them,
or be in them. (Kriegel 2006: 58)
This comes from the beginning of a summary article on theories of consciousness. Kriegel uses L-phrases to give a definition of phenomenal
consciousness so that his readers are clear that the theories he discusses
are theories of phenomenal consciousness: they are not theories of access
consciousness, or self-consciousness, and they are not theories of some
other kind of mental state. This quotation is good evidence that there
is phenomenal L-talk—Kriegel is clearly using L-phrases to talk about
consciousness. It is also good evidence that L-phrases have experiential
meaning: in order for Kriegel to succeed in explaining what his subject
matter is it must be clear to his audience that he is talking about phenomenal consciousness, rather than anything else. Kriegel does succeed, and
does so by using an L-phrase. The obvious explanation of how this happens is that L-phrases have experiential meaning. So this is an example
of phenomenal L-talk, and it is evidence that L-phrases have experiential
meaning.
Michael Tye also defines consciousness by using L-phrases:
(P2) A mental state, then, may be said to be phenomenally
conscious just in case there is something it is like to undergo the state ... (Tye 1997: 290)
I will call the definition that Kriegel and Tye give the ‘standard definition of a conscious state’7 :
[D] A state is phenomenally conscious if and only if there is
something it is like for the subject of the state to be in that
state.8

7. I examine and defend this kind of definition in Chapter 7.
8. For ease of reference, it will be useful to distinguish the labels of examples of language
(which I will put inside parentheses, as in ‘(P2)’) from statements, theses, premises and
conclusions (which I will put inside square brackets, as in ‘[D]’).

§1.1

CONSCIOUSNESS AND L - TALK

9

Philosophers also often give definitions of creature consciousness by
using L-talk. For example, Martin Davies and Glyn Humphreys say that:
(P3) A system—whether a creature or artefact—is conscious
just in case there is something it is like to be that system.
(1993: 9)
And in ‘What is it like to be a bat?’—the paper which popularised the use
of L-talk in philosophy of mind—Thomas Nagel says:
(P4) fundamentally an organism has conscious mental states
if and only if there is something that it is like to be
that organism—something it is like for the organism.
(1974: 436)
This gives us the ‘standard definition of a conscious creature’:
A creature is conscious if and only if there is something it is
like to be that creature.
These definitions of state and creature consciousness are only useful
to the extent that we understand their right-hand sides, i.e., to the extent that we understand L-talk. If our grasp of the meaning of L-talk is
weak, then so too will be our understanding of what it is for something
to be conscious (at least insofar as we rely on these definitions for this
understanding). Whether these definitions are useful for deciding which
states, and which creatures, are conscious will depend on how well we
understand L-talk. And whether these definitions are reductive or not
(i.e., whether they shed light on the metaphysics of consciousness) will
also depend on the meaning of L-talk. L-talk is important, then, because
the standard definitions of consciousness are important.
Introducing consciousness
Even when philosophers don’t offer a definition of consciousness, they
often use L-talk to characterise consciousness in a less complete way. Often this is done by giving either sufficient or necessary conditions for
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something’s being conscious, but not both. Joseph Levine, for example,
gives us only the “left-to-right” conditional contained in the standard
definition of a conscious state:
(P5) One of the most distinctive features of conscious mental
states is that there is ‘something it is like’ to have them.
There is something it is like for me to smell a rose, daydream about my vacation, or stub my toe, but presumably for the rose there is nothing it is like to have an odor,
and for the table leg there is nothing it is like to be kicked
by my toe. (Levine 2001: 883)
This is how Levine begins the entry for ‘What-It’s-Like’ in The MIT Encyclopedia of the Cognitive Sciences. Levine introduces his topic—conscious
states—by using L-phrases. As with Kriegel’s use of L-talk in (P1), Levine
will only succeed in introducing the right topic if the language he uses
rules out that he is talking about things other than (phenomenal) consciousness. Since Levine does succeed, this is more evidence that Lphrases have experiential meaning.
George Graham acknowledges the “right-to-left” component of the
standard definition of creature consciousness (contraposed) when he
says:
(P6) it is not like anything not to be conscious. (1998: 200–1)
Many other examples can be found of philosophers using L-talk to give
either necessary or sufficient conditions for some state’s, or some creature’s, being conscious.
Talking about consciousness
As well as using L-talk to define conscious states and creatures, and to
give either the necessary or sufficient conditions for something’s being
conscious, philosophers also use L-talk when they give arguments, state
theses, ask questions, and simply talk about consciousness. To give just
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two examples, David Chalmers uses L-talk to say that zombies lack conscious states:
(P7) There is nothing it is like to be a zombie. (1996: 95)
And the title of David Pitt’s (2004)—which discusses whether cognitive
states are conscious—is:
(P8) ‘The phenomenology of cognition, or, what is it like to
think that P?’ (2004)

∗
We’ve just seen that philosophers use L-phrases to define and to discuss consciousness. Indeed, these phrases are found in almost all philosophical books and articles that are concerned with consciousness. The
obvious explanation for this is that by using L-phrases we can talk about
consciousness—i.e., there is phenomenal L-talk. Further, in some cases,
philosophers use L-talk to introduce consciousness as the subject of discussion. This gives us good reason to think that L-phrases have experiential meaning.

1.1.3

We need an account of L-talk

L-talk is important. We use it to pin down what it is that we study when
we are interested in consciousness. If the language is unclear, then it will
be unclear what the target of our investigations is. This is likely to have
negative consequences for these investigations. So we need an account of
L-talk: an explanation of what this talk means, and how it means what it
does. The aim of the second part of this thesis is to give such an account.
But someone might doubt that providing an account of L-talk is
worthwhile. First, they might think that it is obvious what the correct
account of L-talk is, so we don’t need to spell it out explicitly. Second,
they might think that our lack of an explicit account is not serious: it does
not warrant the time and effort involved in producing such an account.
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Third, they might doubt that our lack of an account is problematic. Such
a person would, I will argue, be mistaken on all three counts.
We might think that there are obvious plausible candidate accounts of
L-talk. The idea is that it is fairly obvious that, say, L-talk involves special
technical philosophical terms, and it is clear what these terms mean; or
perhaps it is apparent that L-phrases are ordinary chunks of language
whose meaning is composed from the meaning of their constituent parts,
and the meanings of these parts is plain to see. As I will show, however,
although many accounts of L-talk look plausible enough at first glance,
under more sustained scrutiny that they can be seen to be inadequate.
Thus we do face a problem: it is not obvious what the correct account of
L-talk is.
The second reason for thinking that we don’t need an account of Ltalk is that we might think the following. When philosophers engage
in L-talk they succeed in discussing and arguing about consciousness,
in offering definitions and theories of consciousness and, in general, in
talking about consciousness. And while we don’t have an account of Ltalk to hand, there must be some correct account of L-talk which allows
philosophers to use this language in this way. What exactly the solution
is need not concern us—we don’t need an account of L-talk (or, more
generally, of any talk) to fruitfully put that talk to use.
My response is that, while it is true in general that we don’t need an
explicit account of some linguistic behaviour in order to justify our engaging in it, when there are good reasons for thinking that the behaviour
is problematic, the need for an account able to respond to these reasons
becomes pressing. And we do have reasons for thinking the behaviour is
problematic. Some accounts of L-talk, if correct, will require philosophers
to abandon L-talk as they currently employ it. If Hacker’s no meaning account of L-talk (2002) is correct, for example, then the sort of L-talk that
philosophers engage in is nonsensical and so should be abandoned. If
Paul Snowdon (2010) is right, we should stop using L-talk for other reasons: much of what we say by engaging in L-talk is trivial, and the rest
is false. If either Hacker or Snowdon is correct, then the definitions of
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consciousness that we saw in §1.1.2 are useless or meaningless. And the
same is true of all discussions of consciousness that proceed by way of
L-talk: each of examples (P1)–(P8) either lacks meaning, is false, or is
trivial. If we wish to defend the use of L-talk by philosophers in the face
of objections such as these, we need to be able to explain how it is that
L-talk is meaningful and state what it means. Simply declaring that such
talk is meaningful, and has some meaning which suffices for our current
practices to be acceptable, amounts to little more than banging the table.
In other words, we cannot assume that the correct account of L-talk will
save current practice: we need a positive account of L-talk that explains
how it is that current practice is acceptable.9
The third reason for denying that we need an account of L-talk is that,
we have no use for such an account. But there are good reasons for wanting an account of L-talk. As just noted, some philosophers hold that Ltalk should be abandoned as meaningless or as making either false or
uninteresting claims. The best way to show that these philosophers are
mistaken is to provide an account of L-talk that shows where they go
wrong. But even amongst those who think that L-talk is meaningful,
there is disagreement as to what it means, as is highlighted by responses
to Frank Jackson’s knowledge argument (1982). The relevant question
here is: what is it that Mary knows when she comes to know what it
is like to, say, see red? According to Jackson, knowing what it is like is
knowing a fact: “what she did not know until her release is not a physical fact about their experiences. But it is a fact about them.”(1986: 293)
For Lewis, knowing what it is like is knowing how to do something: “We
say that learning what an experience is like means gaining certain abilities.” (2002: 294) And Churchland thinks that knowing what it is like is
knowing something different again: “What Mary is missing is some form
of ‘knowledge by acquaintance’, acquaintance with a sensory character,
prototype, or universal, perhaps.” (2004: 164)10 That there is disagree9. I respond to Hacker’s arguments in §2.2.3 and §2.1.1, and to Snowdon’s in §7.2. I
advocate an account of L-talk that saves current practice in Chapter 6.
10. It might be argued that this is a disagreement about the meaning of ‘knowing what it
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ment about the meaning of L-talk makes it harder to see how we should
respond to the knowledge argument. It would be nice if we could simplify things be removing such complications. This sort of disagreement
also raises the worry that philosophers who engage in phenomenal L-talk
may be talking past one another. By giving an account of L-talk, we can
make such miscommunication much less likely.
Not only is there disagreement about what L-talk means, there is no
consensus about how it means whatever it does mean. Sprigge, for example, holds that L-phrases are idioms: “But things do divide, in common
opinion, into those such that there is and those such that there is not something that it is like to be them (though this expression is only an idiomatic
pointer to something it requires a certain sophisticated obtuseness to be
unable to identify).” (1998) While Lewis thinks L-phrases are technical
terms: “‘What it’s like’ or ‘how it seems’ are ordinary enough [terms of
language]—but when used as terms for qualia, they are used in a special technical sense.” (Lewis 1995: 140) Tye, meanwhile, adopts a third
view: “For each [conscious] mental state, there is a subjective perspective
that goes along with it. This perspective is conferred upon the subject
simply by his or her undergoing the mental state. It is captured in everyday language by talk of ‘what it is like’.” (2007: 23) That there is such
disagreement is indicative of the lack of attention that philosophers have
paid to L-talk, despite the central and crucial role it plays in defining,
discussing, and arguing about consciousness.
Thus there is disagreement about whether L-talk is meaningful. If it is
meaningful, there is disagreement about what it means. And, whatever it
means, there is disagreement about how it means what it does. We are in
need of an account of L-talk. Indeed, as we will see in the next section, the
uses to which L-talk is put are wider than is often recognised: we need to
account for more than just the phenomenal L-talk of philosophers if we
is like’, not of ‘what it is like’. But the disagreement is about what sort of thing is known
when we know what it is like to see red. And what is known in such situations is what it
is like to see red, so this also looks like a disagreement about what is referred to by ‘what
it is like to see red’.
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are to explain how L-talk works.

1.2

More data

In this section I will show that L-phrases are used very widely. First,
L-talk occurs both inside and outside of philosophical contexts. Second, L-phrases are sometimes used to talk about things other than
consciousness—I will call this use of L-phrases ‘non-phenomenal L-talk’.
Further, it is not that philosophers use L-phrases to talk about consciousness while non-philosophers use it in some other way: in philosophical
contexts, these phrases are used both to talk about consciousness and
about other things, and the same is true outside of philosophy. We’ve
already seen lots of examples of phenomenal L-talk in philosophical contexts. The first set of examples that follow shows that the use of phenomenal L-talk is not restricted to philosophical, or, more generally, academic or specialist contexts. The second set of quotations are of nonphenomenal L-talk occurring in philosophical contexts. The third set are
of non-phenomenal L-talk occurring outside of philosophy.
All of the examples of uses of L-phrases that we’re about to see (and
all of those given above) were found “in the wild” in the sense that they
do not occur in contexts in which people are self-consciously discussing
L-phrases. Instead, these uses are all unreflective in that they are not used
to make some point about L-phrases or L-talk. Instead they are used in
the way that we standardly use expressions when our subject matter is
not our language itself. We are interested in “natural”, unreflective language use, i.e., in the way that we actually use language. Support for a
claim about language use that comes only from examples of “domesticated” language use—examples cooked up to make a point, rather than
found in the wild—are not without value: our intuitions about how we
could use or understand language are likely to be reliable. But examples
of language use in the wild should usually be preferred if they can be
found. The examples of L-talk that we’ve seen and will shortly see, then,
show not only that we can use L-phrases in a variety of contexts and for
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a variety of purposes, but that we do use them in these ways.

1.2.1

Non-philosophical phenomenal L-talk

The first group of examples are of non-philosophical phenomenal L-talk:
the use of L-phrases to talk about consciousness in a non-philosophical
context. As with the examples of philosophical phenomenal L-talk we
have seen, it is plausible that it is because L-phrases have an experiential
meaning that they can be used in the following examples to talk about
consciousness.
In the first example, the speaker quoted wonders what the sensation of
chasing a man would be, so it is clear they are interested in consciousness:
(P9) “Do you know, I wonder what it is like to chase a man?
I know what it is like to be chased, but that would be a
new sensation.” (Symons 1901)
The next example comes from a translation into English, published in
1912, of Anton Chekhov’s The Sea-gull:
(P10) Nina: And I should like to change places with you.
Trigorin: Why?
Nina: To find out how a famous genius feels. What
is it like to be famous? What sensations does it give you?
(Chekhov 1912)
Nina asks for the same information in three different ways, one of which
involves an L-phrase. The other two ways ask about Trigorin’s feelings
and sensations, so we know that Nina is interested in Trigorin’s conscious
states.
The third example comes from a magazine, The Eagle:
(P11) Neither does he know what it is like to be scorched by
lightning, but he has experienced the shrivelling effects
of unrequited longing. (Unknown 1891: 541)
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A comparison is made here between what it is like to be scorched by lightning and the experience of undergoing unrequited longing. The most
natural way to understand the latter is as concerned with the subject’s
phenomenology. So presumably that is also what is of interest in the
lightning case too. So we have another example of phenomenal, nonphilosophical L-talk.
The final example of non-philosophical phenomenal L-talk comes
from a blogpost written in the Gaza strip while it was the target of Israeli airstrikes.
(P12) When I think of the future, I feel fear. I feel fear and
I am a 34 year old man. What is it like for the children
who live here in Gaza? What is it like for their parents?
(Damo 2012)
The author says that he feels fear even though he is an adult, and then
wonders what is it like for the children in Gaza. It is clear that he is asking
about the conscious (emotional) states of these children. So this is another
example of non-phenomenal L-talk occurring in a non-philosophical context.
These four examples show that phenomenal L-talk is not only used in
philosophical contexts.11

1.2.2

Non-phenomenal L-talk

The second and third sets of examples are of non-phenomenal L-talk:
the use of L-phrases to talk about things other than consciousness. That
L-phrases can be used in this way suggests that they have what I’ll call
‘non-experiential meaning’: it is not the case that their linguistic meaning
is concerned with consciousness.

11. It is easy to find more examples of non-philosophical phenomenal L-talk by entering ‘what is it like’ into an internet search engine and weeding out the philosophical
examples. Pop songs—as Byrne (2004) and Hellie (2004) point out—are another source.
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Philosophical contexts
The first four examples occur in philosophical contexts.
(N1) And in a book about social science, is there no scope
for examples of what it is like for social science to contribute positively to knowledge and thereby to human
betterment...? (Attfield 1986: 545)
Attfield uses an L-phrase but is plainly not concerned with
consciousness—social science is not the sort of thing that can be
conscious. Nor is he asking for examples of the conscious states that
individuals undergo when social science contributes positively to
knowledge.
The next example comes from N. R. Hanson:
(N2) We do know what it is like for some propositions to be
justified without recourse to experience. (1962: 524)
Propositions are not the kinds of things that we take to be conscious, and
the claim is not about the phenomenology of the individual who has the
justification, so this is non-phenomenal L-talk.
Brian Davies uses L-phrases in the following passage:
(N3) We can know what it is like for something to be a good
human being or a good computer or a good meal. But
God, says Aquinas, is not a good such-and-such. He is
no kind of such-and-such. (2006: 131)
Davies says that we can know what it is like for something to be a good
computer, or a good meal, but he is not thereby claiming that we can
know about the phenomenology of a good computer or a good meal. Nor
is he saying that we can know about the phenomenology of a user of a
good computer, or of a person eating a good meal; he is not talking about
phenomenology at all. So again we have a philosophical use of nonphenomenal L-talk.
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Our fourth example comes from David Armstrong. He claims that we
can be mistaken about our current mental states, and then imagines the
following objection to his claim:
(N4) Somebody may say: ‘What would it be like to be mistaken about our current mental states? Only if you can
describe cases where we would be inclined to say that
introspective error had occurred will your position have
any plausibility.’ (1968: 109)
Armstrong’s imagined interlocutor isn’t asking what conscious states
would occur were we to be mistaken about our current mental states.
In other words, his opponent is not claiming that, if we were to be so
mistaken, this would show up in our phenomenology, and asking Armstrong to describe it. Instead, as the second sentence shows, they are
asking what sort of circumstances we would have to be in for us to be
mistaken in this way. So, despite the fact that Armstrong is doing philosophy of mind and is talking about mental states, he is clearly engaged in
non-phenomenal L-talk.
Non-philosophical contexts
The final four examples of non-phenomenal L-talk occur in nonphilosophical contexts. The first comes from the website of a chemical
company.
(N5) So, what is it like to have Chevron Phillips Chemical as
your neighbor?
The most immediate effect is that you or someone
you know might become one of 4,600 full-time employees or one of several thousand contract employees
hired to work at a Chevron Phillips Chemical facility
or office. ... Another impact of having a world-class
manufacturing plant in your community is an increase
in tax revenue. ... The company’s presence in your
community will affect your natural environment as well
as the local business environment. (Unknown a)

20

THE PUZZLE

§1.2

The answer given to the ‘what is it like’ question concerns people finding employment, increases in tax revenues, and improvements in the environment. None of these things is concerned with anyone’s conscious
states, which suggests that the question is not a request for information
about such states. It is no doubt true that someone’s finding employment
has consequences for their phenomenology. But the same is true of many
things. If I ask ‘What colour is your car?’, the answer you give has consequences for your phenomenology if you have normal colour vision.
Nevertheless, by asking about the colour of your car I am not thereby
asking about your conscious states. The same is true of asking about the
consequences for taxation if a chemical company moves into your neighbourhood. So (N5) is another example of non-phenomenal L-talk.
The next example comes from a review of a collection of essays about
teaching ESL (English as a second language). The reviewer notes that one
author,
(N6) reflects on the field of ESL composition, and on the part
played in the field by linguistics, by grammar, by textbooks, by cognitive theory, by institutional structures,
and by shifting methodologies. She writes about what it
is like for ESL composition to finally be a recognized discipline, and gives ‘four suggestions for keeping the momentum of discipline building going.’ (Vandrick 2003)
Disciplines are not the sorts of things that have conscious states, and the
author isn’t reporting on the conscious states of those involved in ESL
composition. Once more, this is non-phenomenal L-talk.
Our next example comes from an article titled ‘What is it like to be a
cabin crew member?’:
(N7) What is it like to be a cabin crew member?
They need to do a safety briefing and outline the
flight schedule and find out if any passengers have any
special requirements before and during the flight. ... This
role requires a specific type of person who is friendly,
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presentable and possesses a great personality. ... There
are also certain physical requirements for this role. ...
Aircraft personnel will spend most of their time away
from home, travelling all over the world. ... There is
the chance to explore different cultures and learn new
languages. ... (Unknown e)

The description given here is not of the phenomenology of cabin crew
members. Instead it is of the duties, desirable features, and opportunities open to cabin crew members. So this is another example of nonphilosophical non-phenomenal L-talk.
The final example involves exactly the same question as that asked in
(P10): what is it like to be famous? In this case, the person asking the
question notes that they know the superficial answer to this question—
what they want is more detailed information:
(N8) What is it like to be famous?
...
I know there would be no privacy anywhere you go,
but would it be different once you got inside your
house? Are there people waiting outside your house
when you’re extremely famous? ... (Unknown b)

This person is concerned with how much privacy the famous have. They
are not interested in the conscious states the famous undergo. This gives
us our eighth example of non-phenomenal L-talk.

∗

The last two groups of examples give us good evidence that there
is non-phenomenal L-talk—L-talk that is not concerned with consciousness. The most plausible explanation of how we can use L-phrases in this
way is that these phrases have non-experiential meaning.
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The puzzle

We have now seen the evidence which leads us to a puzzle. In a nutshell,
the puzzle is that we see L-sentences being used in ways which suggest
that they have one linguistic meaning—experiential meaning—and we
see the very same L-sentences being used in ways which suggest that
they have a different—non-experiential—meaning, inconsistent with the
first. The puzzle can be given in the form of an inconsistent tetrad—four
statements, each of which looks to be true, but which cannot all be true
together:
[T1] Phenomenal L-sentences have experiential meaning.
[T2] Non-phenomenal L-sentences have non-experiential
meaning.
[T3] The same L-sentences can be used in both phenomenal
and non-phenomenal L-talk.
[T4] No L-sentence can have both experiential and nonexperiential meaning.
It might not be obvious that each of the statements in the tetrad is
plausible, or that together they are inconsistent, or that the puzzle doesn’t
depend on equivocating over some key term. To show that we do have
a puzzle here, we need to be clear about how the words and expressions
involved in stating the puzzle are being used. In the next section, then, I
will introduce some terminology (that used in (Stanley and Szabó 2000)).
In §1.3.2 I will use this terminology to clarify the statements that make up
the inconsistent tetrad. I will then (in §1.3.3) describe accounts of L-talk
that we might adopt in the hope of solving the puzzle.

1.3.1

Terminology

There is a sense of ‘word’ in which ‘In the morning Hank fished from
the bank and in the afternoon he cashed a cheque at the bank,’ contains
two tokenings of the same word, ‘bank’. And there’s a sense of ‘word’ in
which the sentence involves tokenings of two different (homophonic and
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homographic) words: one meaning ‘edge of a river’ and the other meaning ‘financial institution’. The first notion of ‘word’ refers to certain articulations (or phonological expressions)—roughly, sequences of phonemes (or,
in the cases of writing or signing, graphemes or meaning-significant gestures). The second notion of ‘word’ refers to certain grammatical expressions—lexical items that have a linguistic meaning: they make a particular
and constant contribution to the overall meaning of the larger linguistic structures of which they are a part. We can say that an articulation
is what is articulated when we engage in linguistic behaviour, while an
grammatical expression is what is uttered. The phonological/grammatical
distinction can be applied to larger chunks of language than words. For
example, the same articulation is produced if we read aloud ‘four candles’ and ‘fork handles’ (at least they do in my accent), although what is
uttered (the grammatical expressions) differs.
This distinction allows us to make sense of ambiguities: by articulating /bank/ (I will put articulations between ‘/’s) we can utter either
‘bankfinancial ’ or ‘bankriver ’ (I will mark grammatical expressions with single quotation marks, and, when necessary, indicate their linguistic meaning by subscript). Here we have one articulation—recall that articulations are individuated by the phonemes they involve and the order in
which they appear—but two grammatical expressions.12 Similarly, we
can make sense of the structural ambiguity present in articulations like
/visiting relatives can be boring/ by noting that two different grammatical expressions can be made by this one articulation. One means that it
is the relatives that visit you that are boring, while the other means it is
your visiting (your relatives) that is boring.
Although, as I have noted, it is natural enough to use ‘word’—and
also ‘phrase’ and ‘sentence’—to refer to articulations, I will henceforth
use these terms to refer to grammatical expressions only. Indeed, I will
mainly drop talk of grammatical expressions in favour of talk words,

12. Following Sennet (2011) I will treat polysemy as a kind of ambiguity in which the
disambiguated words have similar meanings.
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phrases, and sentences. I will use ‘articulation’ to refer to what is articulated. Thus, as I will use ‘word’, there is no word ‘bank’—instead there is
an articulation /bank/ and there are words ‘bankfinancial ’ and ‘bankriver ’.
Similarly, there is no sentence ‘Visiting relatives can be boring’—instead
there is the articulation /visiting relatives can be boring/ and there are
two distinct sentences, one of which attributes being boring to the relatives, while the other attributes it to the visiting. To put the point another
way, as I’m using the terms ‘word’, ‘phrase’, and ‘sentence’, there are
no ambiguous words, phrases, or sentences. It is only articulations that
can be ambiguous, and we disambiguate by giving the words, phrases,
or sentences that might be what is uttered when the articulation is produced in different contexts.
It is features of context that determine what is uttered when /bank/ or
/visiting relatives can be boring/ is articulated.13 . Call the role that context plays here a grammatical role. Context plays a grammatical role when
it, together with what is articulated, determines what is uttered: which lexical items are employed and the syntactic structure in which they are arranged.
Context can also play other roles. It plays a semantic role when it—
along with the sentence uttered, the linguistic meanings of the words in
the sentence, and the syntax of the language—determines what is said.
This happens when the utterance involves a word, such as ‘I’, that is an
indexical.14 When Barack Obama and George Bush each utter the (same)
sentence, ‘I am a Republican,’ they say different things. When we are
concerned with statements (rather than questions, commands, etc.), what
is said is the proposition expressed by the speaker, where a proposition is a
truth-apt, non-linguistic item.15 Thus when Obama utters, ‘I am a Repub13. ‘Context’ is used here—and throughout the thesis—in a wide sense: to cover linguistic, conversational, cultural, or any other kind of context, or some combination of
these factors.
14. At least this is so on one popular account of indexicals; see (Kaplan 1989).
15. By calling what is expressed a ‘proposition’ I am not taking any particular stance
with regard to the many difficult questions concerning propositions: what is their metaphysical nature? What are the components of propositions? Are they the objects of
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lican,’ what is said is that Barack is a Republican and when Bush utters
that sentence what is said is that George is a Republican.
Context can also play a third, pragmatic, role. It plays this role when,
along with what is said, it determines what is communicated. When someone makes a request by asking a question (e.g., ‘Can I have a pot of tea?’),
or gets one message across (e.g., that a job applicant is not suitable) by expressing a different one (e.g. ‘He has very neat handwriting’) then what
is expressed differs from what is communicated.16 This also happens if
a sentence is used ironically. If I utter the sentence ‘Obama is the best
president ever,’ in a sarcastic tone of voice, what is said is that Obama is
the best president ever. What is communicated, however, is the opposite:
that Obama is not the best president ever—perhaps even that Obama is
one of the worst presidents ever.17
To further illustrate the distinctions we’ve made, it will be useful to
look at an example of linguistic communication. Consider the articulation
/my dog doesn’t smell/. What is uttered here depends on features of the
context: context plays a grammatical role. In some contexts, what is uttered
is ‘My dog doesn’t smelldetect odours ’ in others, ‘My dog doesn’t smellstink ’.
Assume that context determines that the latter is uttered. Thus far we
have ascertained both what is articulated and what is uttered. What is
said by the sentence ‘My dog doesn’t smellstink ’ will depend upon who is
speaking: context plays a semantic role to help determine the proposition
expressed. If Sally speaks, what is said is that Sally’s dog doesn’t stink;
if Harry speaks, what is said is that Harry’s dog doesn’t stink. Assume
beliefs and desires? Are propositions time and world indexed? And so on. All that matters for my purposes is that we can talk about entities that are truth-apt, non-linguistic,
and can otherwise play the role of what is said (or communicated, see below) when
statements are made. Whether or not these entities deserve to be called ‘propositions’,
that is what I will call them.
16. This is what happens when Gricean maxims are flouted. See (Grice 1989b).
17. Note that, as Stanley and Szabó (and I) use ‘communicate’, it is not the case that
what is communicated is what a hearer takes a speaker to mean in using a sentence. If
my hearer does not realise that I am being sarcastic when I utter, ‘Obama is the best
president ever,’ and so takes me to mean that Obama is the best president ever, what I
communicate is still that Obama is not the best president ever.
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that Sally speaks. Now we have ascertained what is articulated, what is
uttered, and what is said. Context—playing a pragmatic role this time—
determines, along with what is expressed, what is communicated. If Sally
speaks sincerely, she communicates that Sally’s dog does not have a nasty
odour. If she speaks ironically, what is communicated is that Sally’s dog
does have a nasty odour.

1.3.2

Clarifying the puzzle

Our statement of the puzzle is as follows:
[T1] Phenomenal L-sentences have experiential meaning.
[T2] Non-phenomenal L-sentences have non-experiential
meaning.
[T3] The same L-sentences can be used in both phenomenal
and non-phenomenal L-talk.
[T4] No L-sentence can have both experiential and nonexperiential meaning.
We can now be clear about how we should understand these claims
by using the terminology just introduced to say more precisely what is
meant by ‘L-sentence’, ‘phenomenal L-talk’, ‘non-phenomenal L-talk’,
‘experiential meaning’, ‘non-experiential meaning’, and to say what it
takes for sentence A and sentence B to be the same sentence.
First, I will explain what L-talk is, and what makes L-talk phenomenal
or non-phenomenal. Then I will clarify what L-phrases and L-sentences
are, what determines whether they have experiential meaning, what is
meant by ‘(non)-phenomenal L-sentence’, and what determines whether
a particular use of them is an instance of phenomenal or non-phenomenal
L-talk. This will allow us to clearly grasp [T1] and [T2]. Then I will
explain how sentences are individuated. Once this is clear, we can plainly
see the meaning of [T3] and [T4].
To engage in L-talk is to produce articulations such as /what is it like/,
/what it is like/, /something it is like/ and /anything it is like/ for the
purposes of communication. If what is communicated by an instance
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of L-talk is about consciousness, then it is phenomenal L-talk; if what is
communicated is not about consciousness, then it is non-phenomenal Ltalk. Note that this means that this thesis is not concerned with all L-talk.
For example, if we utter the sentences ‘What is it likely to cost?’ or ‘What
does “what is it like” mean?’ we produce the articulation—the string of
phonemes—/what is it like/. So to utter those sentences is to engage in
L-talk. But neither of these are the sorts of L-talk we are interested in.
The sort of L-talk we are interested in is that (or those) sort(s) that we see
in the quotations given earlier in this chapter. What unites the L-talk we
care about is something to be discovered; it is not something that we can
stipulate at the beginning of our investigation (I will explain what this
unifying factor is in §3.5).
What is uttered when we produce the articulations /what it is like/,
/something it is like/, etc., are L-phrases. And sentences that contain
L-phrases as parts are L-sentences. An L-sentence or L-phrase has experiential meaning if its linguistic meaning is concerned with consciousness. A sentence or phrase that does not have experiential meaning,
but which is meaningful, has non-experiential meaning.18 Thus what determines whether a sentence has experiential meaning is the linguistic
meaning of that sentence. What determines whether an instance of Ltalk in which that sentence is uttered is phenomenal or non-phenomenal Ltalk, however, is whether what is communicated concerns consciousness.
If an L-sentence is uttered in an instance of phenomenal L-talk, then I’ll
call that L-sentence a ‘phenomenal L-sentence’. And a non-phenomenal
L-sentence is a sentence that is used in non-phenomenal L-talk.
To summarise the points just made: whether an L-sentence has experiential (or non-experiential) meaning depends on the linguistic mean18. To have non-experiential meaning is not to have what we might call anti-experiential
meaning. A sentence has anti-experiential meaning if its use rules out that the subject
matter is consciousness insofar as what is uttered influences what is communicated. A
sentences has non-experiential meaning if it doesn’t “rule in” that the subject matter
is consciousness. ‘Nate is in a mental state’ has non-experiential meaning, not antiexperiential meaning, because, using it doesn’t rule in or out that one is talking about
consciousness.
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ing of that sentence, and all L-sentence tokens of the same type have the
same linguistic meaning. Whether a token L-sentence is a phenomenal (or
a non-phenomenal) L-sentence depends on what is communicated when
that token L-sentence is used (i.e., when it is what is uttered). Thus our
terminology allows that one token of a type might be phenomenal while
another token of the same type is non-phenomenal. And it allows that
there be (token) L-sentences with experiential meaning which are nonphenomenal L-sentences (this is because although the linguistic meaning
of the sentence is concerned with consciousness, what is communicated by
this particular tokening of it is not). In the same way, our terminology
allows that there be (token) L-sentences with non-experiential meaning
that are phenomenal L-sentences: they are uttered as part of phenomenal
L-talk. Whether there are cases like this remains to be seen. The point
here is that these possibilities are not ruled out by the meanings of the
terms we’re using.
We can now be clear about how to understand [T1] and [T2]. [T1]
says that the L-sentences that are used when we engage in phenomenal
L-talk—when we use L-talk to talk about consciousness—have experiential meaning. [T2] says that the L-sentences that are used when we engage in non-phenomenal L-talk—when we talk about things other than
consciousness—have non-experiential meaning. These two statements
are compatible, and each is plausible: examples (P1)–(P12) suggest that
[T1] is true; examples (N1)–(N8) suggest that [T2] is true.
[T3] and [T4] appeal to the individuation conditions of sentences. Sentences are words arranged in some (unambiguous) syntactic structure.
Thus sentence A and sentence B are the same sentence (or are sentences
of the same type) if and only if they are made up of the same lexical
items (words) having the same syntactic relations between them. Words,
phrases, and sentences (i.e., things at the level of what is uttered) cannot be be ambiguous (it is only articulations that can be ambiguous, see
§1.3.1). And, I will assume, the linguistic meaning of a multi-word phrase
is compositional: it is determined by the linguistic meanings of its constituents (the words that make it up) and the syntactic structure of the
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phrase. This means that if sentence A and sentence B have different linguistic meanings, they must be distinct sentences. (Having different linguistic meanings is not necessary for sentences to be distinct: ‘Kate hates
Nate’ and ‘Nate is hated by Kate’ are different sentences, but they plausibly have the same linguistic meaning.)
We can now be clear about [T3] and [T4]. [T3] says that the very same
sentences (tokens of the very same sentence type) can be used in phenomenal and in non-phenomenal L-talk. This looks to be true, as (N8) and
(P10)—which both involve the sentence ‘What is it like to be famous?’—
show. And it doesn’t seem that what determines whether a use of an
L-sentence is phenomenal or not is what follows the L-phrase in the sentence. For instance, it is not because (P9) is about chasing a man that it is
about consciousness. And it is not because (N7) is about being a cabin crew
member that it is not about consciousness. [T4] says that no L-sentence can
have two linguistic meanings. This is true, and follows from what it is to
be a sentence: a difference in meaning requires either a difference in syntax or in lexis (or in both), and such differences suffice for distinctness of
sentences.
If we understand the crucial terms in the way just described, then
there is no risk of equivocation occurring in our statement of the puzzle. And we can see that, so understood, the tetrad is logically inconsistent. We can hold any three of the statements and reject the fourth, but
we cannot consistently hold all four, as I’ll now show. Assume first that
[T1] and [T2] are true. This means that phenomenal L-talk involves sentences with experiential meaning, and non-phenomenal L-talk involves
sentences with non-experiential meaning. If we also assume that [T3] is
true, then some sentences are involved in both phenomenal and nonphenomenal L-talk. Thus some sentences have both experiential and
non-experiential meaning. So [T4] is false. If, on the other hand, we
assume that [T1], [T2] and [T4] are true, then (from [T4]) no sentence has
both experiential and non-experiential meaning. This means (from [T1]
and [T2]) that no sentence can be used in both phenomenal and in nonphenomenal L-talk. So [T3] must be false. On the assumption that [T1]
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and [T2] are true, then, at least one of [T3] and [T4] is false.
Now assume that [T3] and [T4] are true. This means that, although no sentence can have both experiential meaning and nonexperiential meaning, the same sentences are employed in phenomenal
and non-phenomenal L-talk. Since there is both phenomenal and nonphenomenal L-talk, it follows either that the sentences involved in the
former lack experiential meaning (so [T1] is false), or the sentences in the
latter lack non-experiential meaning (so [T2] is false). So, if we assume
that both [T3] and [T4] are true, at least one of [T1] and [T2] must be false.
At most, then, three of the statements that make up the tetrad are true:
all four cannot be true together.

1.3.3

Accounts of L-talk

To successfully respond to the puzzle, we need to explain which of [T1]–
[T4] we should reject. To give such an explanation is to go some way
towards giving an account of L-talk—to answering the question: how
does L-talk work? If an account does not solve the puzzle, then it is an
inadequate account of L-talk. The account of L-talk that we might unreflectively offer after seeing the uses of L-sentences in our examples is
encapsulated in statements [T1]–[T3]: phenomenal L-sentences have experiential meaning, non-phenomenal L-sentences have non-experiential
meaning, and phenomenal and non-phenomenal sentences are the same.
But, as we’ve seen, such an account is incompatible with [T4], and we
know that [T4] is true. The puzzle makes clear that we lack an adequate
account: if we had one, the solution would be obvious. But, as we’ll see
in Part II of this thesis the solution is not obvious.
In what follows I will divide up accounts of L-talk according to
which statement of the tetrad they reject. One type of account, however,
doesn’t easily fall into any of the categories below, so I will describe it
first. Metaphor accounts of L-talk say19 that at least some L-talk involves
19. For ease of expression, throughout this thesis I will “personify” accounts of L-talk,
by which I mean I will speak as though it is the accounts themselves that deny claims,
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metaphorical language (or the metaphorical use of language). Depending on the theory of metaphor that we favour, this will involve rejecting
different statements of the tetrad. In §2.3 I will show that, whichever
theory of metaphor we adopt, no metaphor account of L-talk will work.
We can solve the puzzle if we reject [T1]—if we deny that phenomenal
L-sentences have experiential meaning. One way to do this is to deny that
the sentences we see in phenomenal L-talk have any meaning at all. This
sort of no meaning account is suggested in Hacker (2002) (I explain why
this account fails in §2.1.1). Another way to reject [T1] is to hold a contextual account of L-talk. On such accounts, all L-sentences have the same,
non-experiential, meaning, and it is context, playing a semantic and/or
pragmatic role, that determines whether by using them we engage in
phenomenal or non-phenomenal L-talk. To be plausible, contextual accounts need to explain what the standard, non-experiential meaning of Lsentences is. One option is that L-sentences are concerned with comparisons, because they involve the word ‘likesimilar ’ which means, roughly,
‘is similar to’. I discuss and reject such an account in §3.1. More plausible are contextual accounts which hold that L-talk is concerned with
properties (Snowdon (2010) holds this sort of view). Although L-talk is
concerned with properties (I will argue for this in §3.2), I think that contextual accounts ultimately fail. I explain why in Chapter 5.
Another way to solve the puzzle is by rejecting [T2] (I discuss such
accounts in §2.1.2). To reject [T2] is to hold that non-phenomenal Lsentences do not have non-experiential meaning. There is a place in logical space for this sort of account of L-talk, but it’s hard to see how such
accounts could work. L-sentences don’t seem to contain any individual
words—such as ‘phenomenal’, ‘conscious’, ‘experience’, ‘subjective’ or
‘qualia’—that clearly have experiential meaning, so it’s hard to see why,
if we wish to reject one of [T1] or [T2], we should go for the latter. So
although [T2]-denying accounts are possible, they are not found in the
literature, and nor do they look like plausible responses to the puzzle.
say things, face objections, etc.
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Many accounts of L-talk attempt to solve the puzzle by denying
[T3]. What these accounts have in common is that they say that, despite
appearances—despite what is articulated being the same—we don’t see
the same L-sentences being uttered in phenomenal and non-phenomenal
L-talk. There are a number of reasons why what is articulated might
differ from what is uttered. Technical accounts say that the L-phrases
involved in phenomenal L-talk are technical terms—terms which look
and sound like ordinary terms, but which have a different meaning to
them. The idea is that, just as the word ‘workphysics ’ (which is concerned with energy transference) has a meaning distinct from the everyday term ‘workjob ’ (which means, roughly, ‘employment’), so there
are two types of L-phrase—the technical and the everyday—which have
different linguistic meanings. Although popular (proponents include
Braddon-Mitchell and Jackson (2007), Byrne (2004), Lewis (1995), and
Janzen (2011)), such an account should not be accepted, as I explain in
§2.2.1.
Idiom accounts also reject [T2]. They hold that the L-phrases involved
in phenomenal L-talk are idiomatic: their meaning is not composed out
of the meanings of their parts, i.e., the words they are made up of. The
L-phrases that we see in non-phenomenal L-talk, on the other hand, are
not idioms, and so the two sorts of L-phrase—while appearing the same
to the eye or the ear—are actually distinct. Sprigge (1994) holds such an
account, and others (such as Mellor (1992) and Rosenthal (1997)) seem at
least favourably disposed to it. I explain why such accounts are implausible in §2.2.2.
A third way to reject [T3] is to hold that phenomenal L-sentences give
us a special way of talking about our attitudes to experiences. Such a view
is suggested by some of what P. M. S. Hacker says (2002). In §2.2.3 I will
show that attitude accounts are not plausible.
The fourth way to reject [T3] that I will look at is to offer a syntactic account of L-talk. Syntactic accounts hold that phenomenal and nonphenomenal L-sentences differ in their syntactic structures, and so are
different sentences. In particular, phenomenal L-sentences contain two
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‘for ...’ elements, while non-phenomenal L-sentences contain only one.
That the sentences have these forms is not obvious because L-talk often
involves ellipsis: there is often more to what is uttered in L-talk than is
given in what is articulated. In Chapter 4 I will show that the syntactic account fails. Despite this, much of what the account says about the
structure of L-sentences is correct, and must be adopted by any successful
account of L-talk.
Lexical accounts also deny [T3]. On these accounts, the L-sentences involved in phenomenal and non-phenomenal L-talk are distinct because
the former involve a word—a lexical item—that the latter do not. What
gives phenomenal L-sentences their experiential meaning is that they involve a “phenomenal ‘for”’—which I will spell ‘phor’—which has experiential meaning. In Chapter 6 I suggest that we can give the meaning
of ‘phor’ by building on that of appear words (as Chisholm (1957) calls
them)—words such as ‘look’, ‘appear’, ‘seem’ and ‘feel’. I then examine
three lexical accounts, and argue that one of them—the conditional lexical
account—is the account of L-talk that we should adopt.
We might think that there is another way to solve the puzzle: by denying [T4]. But the truth of [T4] follows from how sentences (which, recall,
are grammatical, not phonological expressions) are individuated: no sentence can have more than one linguistic meaning. A fortiori, no sentence
can have both experiential and non-experiential meaning. Thus there is
not even a place in logical space for accounts that reject [T4].

1.4

Plan of the thesis

The rest of this thesis is in two parts. In Part II I consider various ways we
might try to respond to the puzzle, and to give an account of L-talk. The
conclusion of this part is that we should adopt the conditional lexical account of L-talk. In Part III, I apply this account of L-talk to two important
questions concerning consciousness. The first is: can we give a plausible
definition of conscious states by using L-talk? I show that we can. The
second is: is there a successful linguistic argument—an argument that
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rests on a claim about the meaning of L-talk—for the claim that to be in a
conscious state is to be aware of it? I argue that there is not.
Part II consists of five chapters. In Chapter 2 I examine accounts
of L-talk that are initially plausible. The accounts I will examine are:
no meaning accounts, which hold that what appear to be phenomenal L-sentences are in fact ungrammatical collections of words which
lack linguistic meaning; technical accounts, which say that at least some
L-sentences involve technical terms; idiomatic accounts, according to
which the L-phrases involved in phenomenal L-talk are idiomatic; the attitude account, which claims that phenomenal L-sentences are concerned
with the attitudes we take to having experiences, not with experiences
themselves; and metaphor accounts, which say that at least some L-talk
is metaphorical. I will show that all these accounts fail to solve the puzzle, and so fail as accounts of L-talk. In this chapter I will also explain
why we do not see accounts of L-talk that solve the puzzle by rejecting
[T2].
In Chapter 3 I will examine another account of L-talk that might be
thought initially plausible: the comparative account. This account holds
that some L-phrases involve the word ‘likesimilar ’ which means ‘similar
to’, and so have a comparative meaning. I will show that, although there
is a word ‘likesimilar ’ in English, it does not appear in the L-talk we are
concerned with: L-phrases do not have a comparative meaning—they
are not concerned with similarities. Thus we should reject comparative
accounts of L-talk. This leads naturally to the question: what does the
‘like’ in L-sentences mean? In §3.2 I will (by building on work by Benj
Hellie (2004) and (2007)) answer this question. L-phrases are concerned
with properties because they involve pro-adjectives—words which stand
to adjectives as pronouns stand to nouns. Thus, ‘what is it like?’ means
‘how is it?’, ‘something it is like’ means ‘some way it is’, and so on. Accepting this does not give us an account of L-talk that solves the puzzle,
but it does get us closer to providing such an account.
Chapter 4 examines syntactic accounts of L-talk. By showing that Ltalk often involves ellipsis—i.e., there is more to what is uttered than is
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articulated—we can see that all L-sentences involve a ‘for ...’ phrase, even
if it is not articulated. This phrase tells us who it is that is engaging in the
activity referred to in the L-sentence—who has the chemical company as
a neighbour, for example, or who is smelling a rose. We can also show
that phenomenal L-sentences involve a second ‘for ...’ phrase. This second
phrase plausibly tells us whose phenomenology we’re concerned with:
who is undergoing an experience when someone smells a rose. This suggests that phenomenal and non-phenomenal L-sentences have different
syntactic structures: the former are double-for sentences—they involve
two ‘for ...’ phrases—while the latter are single-for sentences—they involve only one such phrase. The syntactic account fails, however, because
there are—or at least there could be—non-phenomenal L-sentences that
have a double-for structure. For example, ‘There is something it is like
for Bob’s knee for Bob to play prop,’ is a double-for L-sentence, but it
is not a phenomenal sentence: what is communicated doesn’t concern
the conscious states of Bob or of his knee, or of anything else. Thus the
syntactic account fails. This leaves us with two types of accounts on the
table: contextual and lexical accounts.
In Chapter 5 I describe and assess contextual accounts of L-talk. These
accounts solve the puzzle by rejecting [T1]: the same L-sentences are uttered in both phenomenal and non-phenomenal L-talk, and these sentences lack experiential meaning, but we can engage in phenomenal Ltalk because context plays a semantic and/or pragmatic role in determining what is communicated when we use L-sentences. But solving
the puzzle is only a necessary, not a sufficient, condition of being a good
account of L-talk. A full account also needs to tell us what L-sentences
mean, how they have this meaning, and how we can use them to engage
in both phenomenal and non-phenomenal L-talk. Answering the first
two questions requires explaining both the role that the ‘it’ in L-phrases
plays, and explaining the meaning of the second ‘for ...’ phrase that some
L-sentences contain. I suggest that contextual accounts should answer
the third question by saying that we engage in phenomenal L-talk when
context serves to restrict the domain of the properties that this talk is
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concerned with to only the phenomenal. We can then see that contextual
accounts can account for most of the data—most of the uses of L-talk that
we see—that a successful account must explain. We should not, however,
adopt a contextual account of L-talk. This is because such accounts cannot explain all the data that they must: they cannot explain how it is that
we can successfully use L-talk to introduce consciousness as the subject of
discussion.
In Chapter 6—the final chapter of Part II—I describe three lexical accounts of L-talk: the event, object, and conditional accounts. Lexical accounts take on board many of the claims defended in earlier chapters:
L-phrases are concerned with properties, much L-talk involves ellipsis,
‘it’ plays the role described in Chapter 5, and phenomenal L-sentences
involve two ‘for ...’ elements. The extra claim that these accounts adopt
is that phenomenal L-sentences have experiential meaning because they
involve a “phenomenal ‘for”’—which I spell ‘phor’ for clarity—that nonphenomenal L-sentences do not involve. Thus we solve the puzzle by
rejecting [T3]: we do not see the same sentences in both phenomenal
and non-phenomenal L-talk. I give the meaning of ‘phor’ by building on
the meaning of appear words—words such as ‘look’, ‘appear’, ‘seem’ and
‘feel’. Once this is done, we can see that the event and object lexical accounts are inadequate. But the conditional lexical account is successful.
It explains all the data that the contextual account can also explain, and it
explains data that the latter cannot: the conditional account explains how
we can successfully use L-talk to introduce consciousness. The account
does all that we ask of it and so we should accept the conditional lexical
account of L-talk.
Having surveyed a variety of accounts of L-talk in Part II, and argued
that we should accept the conditional account, in Part III I put this account to work. In Chapter 7 I describe, clarify and defend the standard
definition of state consciousness, [D]:
[D] A state is phenomenally conscious if and only if there is
something it is like for the subject of the state to be in that
state.
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To do this, I first apply the conditional lexical account to clarify the meaning of the right-hand side of [D]. I then make clear which states the definition applies to, and which subjects it is concerned with. I then consider
a challenge to the definition of state consciousness offered by Snowdon
(2010) which, he alleges, follows from accepting his contextual account
of L-talk. I show that even if we were to accept his account, the challenge
fails, and so we have no reason to reject the L-talk definition of consciousness. I then consider alleged counterexamples to the definition. These are
of two kinds: the first kind aims to describe a situation in which the lefthand side of the biconditional, [D], is true but the right-hand side is false.
I show that what appear at first glance to be situations where this is the
case are either situations in which both sides are false, or both sides are
true. The second kind of counterexample involves situations in which
the right-hand side of [D] is true but the left-hand side is false. I show
that there are situations in which this is so, but that we can tighten up
the definition to avoid these counterexamples. The end-point we reach is
that there is a plausible definition of state consciousness that involves Ltalk on its right-hand side. Since we have an account of L-talk which tells
us what we mean when we engage in it, we understand the right-hand
side of the definition. Thus the definition is informative: it tells us about
what it is to be a conscious mental state.
The final chapter involves another application of the conditional account of L-talk. I consider a linguistic argument for what I will call
‘revelationism’—the view that whenever we are in a conscious state, we
are aware of that state. The argument—which can be found in varying
degrees of explicitness in, for example, Janzen (2011), Kriegel (2009), and
Rosenthal (2000)—can be simply stated:
[1] If a state is phenomenally conscious, then there is something it is like for the subject of the state to be in that
state.
[2] If there is something it is like for any subject of a state
to be in the state, then the subject is aware of that state
when in the state.
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Therefore,
[R] If a state is phenomenally conscious, then any subject of
the state is aware of that state when in the state.
As can be seen, the first premise is simply the L-talk definition of consciousness read from left-to-right. This premise is defended in Chapter 7.
It is the presence of [2] that makes this a linguistic argument: proponents
of the argument take [2] to follow from the meaning of L-talk. I consider
arguments for this claim that have been put forward in the literature and
show, with the help of the conditional account of L-talk, that they fail. I
then consider whether there are better arguments for [2] out there. I conclude that the conditional account shows that there are not, and that we
have no reasons for accepting [2] on the basis of the meaning of L-talk.
The linguistic argument for revelationism, then, fails. This does not show
that revelationism is false, but it does close down one way—the linguistic
way—in which the thesis can be argued for.

Part II
The Solution

C HAPTER TWO

Initially plausible accounts
In this chapter I examine accounts of L-talk that initially look plausible.
These accounts have all been offered or suggested in the literature.20 I
will show that none of these accounts can solve the puzzle. Accounts
that cannot solve the puzzle are thereby inadequate accounts of L-talk,
so we should reject each of the accounts I will examine in this chapter.
As we’ve seen, the puzzle can be stated as an inconsistent tetrad:
[T1] Phenomenal L-sentences have experiential meaning.
[T2] Non-phenomenal L-sentences have non-experiential
meaning.
[T3] The same L-sentences can be used in both phenomenal
and non-phenomenal L-talk.
[T4] No L-sentence can have both experiential and nonexperiential meaning.
Solving the puzzle requires showing that at least one of these statements
is false.
In §2.1 I will discuss accounts that reject [T1] or [T2], although most
of my discussion will be of the former type of account (I explain why
in §2.1.2). In particular, I will focus (in §2.1.1) on ‘no meaning’ accounts which deny that phenomenal L-sentences have any meaning at
20. Another account of this kind is the comparative account. I discuss this account
separately (in Chapter 3) because of the question it throws up once we see that it should
be rejected.
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all. In §2.2 I will look at accounts of L-talk that deny [T3]. Such accounts need to explain how it is that phenomenal and non-phenomenal
L-sentences differ, even though what is articulated is the same. I will consider three ways this might be so: because some L-sentences involve technical terms (phrases whose meaning differs from that of everyday soundalike phrases), because some L-sentences involve idioms (phrases whose
meaning is not composed out of that of their parts), and because some
L-sentences are concerned with the attitudes we take to experiences, not
to the experiences themselves. In §2.3 I will briefly consider metaphor accounts of L-talk: accounts which hold that some uses of L-sentences are
metaphorical. Each of the accounts I will examine in this chapter looks,
at first glance, as though it can solve the puzzle. On further inspection,
as I will show, we can see that this is not so.

2.1

Rejecting [T1] or [T2]

In this section I will examine accounts of L-talk that solve the puzzle by
rejecting either [T1] or [T2]. One way to deny [T1] is to say that phenomenal L-sentences have no meaning (they are not true sentences), and
so when we use them we fail to engage in linguistic communication, so
there is no phenomenal L-talk. This is to adopt a ‘no meaning’ account of
phenomenal L-talk. This account says that what appears to be phenomenal L-talk is in fact not phenomenal L-talk—it is not a use of L-phrases
to talk about consciousness. Hacker (2002)21 offers such an account. A
second way to reject [T1] is to allow that that there is phenomenal Ltalk—we use L-sentences to talk about consciousness—but deny that the
sentences involved have experiential meaning. I will call such accounts
‘contextual’ accounts: they say that phenomenal L-sentences have nonexperiential meaning, but when we use them we do sometimes talk about
consciousness—we engage in phenomenal L-talk. This happens because

21. Hacker also discusses L-talk in (Bennett and Hacker 2003) and in his (2012b) although nothing new is added in these later works.
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context plays either a semantic or a pragmatic role (or both) in determining what is communicated by producing these sentences.22 . Contextual
accounts are incompatible with [T1] because they deny that phenomenal
L-sentences have experiential meaning. Snowdon (2010) offers a contextual account. Since the most plausible contextual account adopts many
of the features of L-talk I discuss in Chapters 2–4, I will delay detailed
discussion of these accounts until Chapter 5.
We can reject [T2] in ways parallel to those by which we can reject
[T1]: we could adopt a no meaning account of non-phenomenal L-talk—
one that denies that there is such a thing as non-phenomenal L-talk because alleged instances of it don’t involve true sentences at all. Or we
could defend a contextual account according to which all L-sentences
have experiential meaning, but context plays a (non-grammatical) role
and so, in some situations, determines that we talk about things other
than consciousness when we use them. I don’t know of anyone who rejects [T2], indeed most philosophers who discuss L-talk do not even acknowledge the existence of non-phenomenal L-talk. Thus my discussion
of [T2]-denying accounts of L-talk in §2.1.2 will be brief.

2.1.1

The no meaning account

P. M. S. Hacker is sympathetic to both no meaning and attitude accounts
of L-talk. His view is best seen, I think, as a hybrid of these two sorts
of account: some apparent L-sentences lack meaning, while others concern the attitudes we take to experiences we undergo. In the current section I discuss Hacker’s arguments for holding that some phenomenal Lsentences have no meaning; I discuss his attitude account in §2.2.3.
No meaning accounts say that what seem to be phenomenal Lsentences are not truly sentences. According to Hacker’s no meaning
account, this is because phenomenal L-talk involves collections of words

22. Recall that I use ‘context’ in a general way throughout the thesis: contextual features
can be features of the linguistic context, the conversational context, of other kinds of
context, or of some combination of these.
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which are “malconstructed” (2002: 167). These collections lack meaning
in the same way that a “sentence” such as ‘Want on tiger the the of and
tiger,’ lacks meaning. It’s hard to see how one could hold a no meaning
view without making this sort of ungrammaticality claim, so I will take
Hacker’s account to stand for all no meaning accounts of phenomenal
L-talk.23
Hacker’s no meaning account
Hacker describes his no meaning account in the following passage:
We can ask a person A ‘What is it like (for you) to V?’ where
‘V’ is a verb that specifies an experience. Here ‘What is it like’
is not a request for a comparison but for a characterization (i.e.
we want to know not what Ving resembles, but what is its felt
character). If A answers ‘It is quite agreeable ... to V’, then we
can say (rather clumsily):
‘There is something which it is for A to V.’
... What we cannot say is:
(1) ‘There is something which it is like to V.’
let alone
(2) ‘There is something it is like for A to V.’
(Hacker 2002: 166)
We can’t say (1) or (2) because “(1) is apt only for cases of comparison.”
(2002: 166) while (2) “is malconstructed.” (2002: 167).24
23. An alternative kind of no meaning account says that L-sentences are meaningless
because they involve a meaningless word. I don’t know of any arguments for this kind
of view, but the arguments I employ against a Hackerian no meaning account below (in
§2.1.1) work just as well against this kind of “nonsense word” account.
24. Hacker also offers separate criticisms of L-sentences of the form ‘what is it like for an
X to be an X?’ Such sentences are concerned with creature, rather than state consciousness, so I will not consider these arguments.
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Let’s take it to be a fact—call it ‘FACT’—that A has some attitudinal
response to V-ing: they find it agreeable. Hacker then contrasts three
things we might articulate to express FACT:
(1) /there is something it is like to V/
(2) /there is something it is like for A to V/
(3) /there is something it is for A to V/25
Hacker aims to show two things: the (1)-claim—that we cannot express
FACT by articulating (1), and the (2)-claim—that we cannot express FACT
by articulating (2). He offers different arguments for these two claims.
Before looking at these arguments in detail, I will say something about
Hacker’s general approach, and the general flaw it suffers from.
A key feature of Hacker’s view is that he gives an attitude account
of ‘what’ L-sentences: ‘What is it like (for A) to V?’ means ‘What is
(A’s) attitudinal response towards V-ing?’ I discuss this aspect of his
account in §2.2.3. For the moment I will simply grant Hacker’s claim
about ‘What is it like for A to V?’ The basic thrust of Hacker’s arguments
seems to be that, because phenomenal ‘something’ L-sentences involve a
‘like’ (and yet are not concerned with comparison) they are ungrammatical and so lack meaning. The basic problem with these arguments is that,
since Hacker is happy to allow that phenomenal ‘what’ L-sentences make
sense even though they contain ‘like’ and are not concerned with comparison, it is mysterious why he holds a different opinion about ‘something’
L-sentences. To show that this is the basic flaw in Hacker’s arguments, I
will need to carefully set out each argument in turn. I will consider the

25. (1) and (2) are Hacker’s (1) and (2) from the passage just quoted, and (3) is what
Hacker says we can (rather clumsily) say in this passage. I have removed a ‘which’
from (1) and (3). /Which/ doesn’t appear in most L-articulations that people produce
(including the people who Hacker criticises for engaging in L-talk), and nor does Hacker
say anything about its role. It’s also unclear why Hacker includes a ‘which’ in (1) and (3)
but not in (2). I assume that whether or not we include a ‘which’ has no consequences
for the meaning of (1)–(3) and so have omitted it.

46

INITIALLY PLAUSIBLE ACCOUNTS

§2.1

arguments for the (2)-claim first, since this will also shed light on those
offered for the (1)-claim.
The (2)-claim
Hacker gives two arguments for the (2)-claim although they share a common assumption. Here is the first:
The existential generalization of a judgment of similarity (‘To
V is like to W’ or ‘Ving is like W[-]ing’) retains the expression
‘like’ (‘There is something it is like to V’). By contrast, the existential generalization of an answer to the question ‘What was
it like for you to V?’ does not (’There was something that it
was for me to V’). It is obvious why: the answer to that question is ‘For me to V was ...’ and not ‘For me to V was like...’.
(2002: 166, n23)
If we call the question ‘What is it like for A to V?’ ‘QUESTION’, the
argument appears to be:
[P1] We can express the existential generalisation of a positive
answer to QUESTION by articulating (3).
[P2] We can express the existential generalisation of a judgement of similarity by articulating (2).
[P3] The best explanation of [P1] and [P2] is that a positive
answer to QUESTION doesn’t involve /like/.
Therefore,
[C1] We cannot express the existential generalisation of a positive answer to QUESTION by articulating (2).
Hacker gives [P1] in the second sentence quoted26 , [P2] in the first, and
[P3] in the third sentence.
26. Actually, Hacker makes a stronger claim: that we can only express the generalisation
by articulating (3) (he talks about “the existential generalization of an answer...” (emphasis added)). But we’re given no reason to accept this stronger claim: it is not generally
true that there is only one way of producing an existential generalisation from a positive
statement. Consider the positive statement ‘The table is brown.’ This licenses many ex-
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As it stands, the argument is not valid. We can make it valid by
adding:
[P4] If a positive answer to QUESTION doesn’t involve /like/
then we cannot express the existential generalisation of a
positive answer to QUESTION by articulating (2).
But there’s no reason to think that either [P3] or [P4] is true. To take
the latter first, note that there is no general rule that if a word doesn’t
appear in a positive statement then it can’t appear in an existential generalisation licensed by the statement. ‘The table is brown,’ doesn’t contain
the word ‘colour’, but this statement licenses the generalisation ‘There is
some colour that the table has.’ Hacker gives us no reasons to think that
‘like’ is different to ‘colour’ here, so we’ve no reason to accept [P4]. It is
true that such a rule does hold for sentences involving ‘likesimilar ’. But, as
Hacker acknowledges (2002: 161), phenomenal ‘something’ L-sentences
don’t contain this word, so this doesn’t help his case. Hacker might be
assuming that whichever ‘like’ appears in L-talk, it works as ‘likesimilar ’
does, but he gives us no reason to think this true. So we should not accept
[P4].
[P3] also lacks support. That a positive answer to QUESTION doesn’t
involve /like/ is clearly irrelevant to the truth of [P2]. It also looks irrelevant to the truth of [P1]: that we can express the existential generalisation
of a positive answer to QUESTION by making an articulation that does not
involve /like/ doesn’t show that no such answer could involve /like/.
Again, there is no general rule to this effect—/there is some colour the
table has/ contains /colour/, but it is licensed by the positive statement
‘The table is brown’ which doesn’t contain ‘colour’—and Hacker doesn’t
tell us why the rule holds in the case of L-talk. As before, this rule does
hold for ‘likesimilar ’ but, as before, we know that this has no bearing on
L-talk. So we lack reasons for accepting [P3].
istential generalisations: there is a colour that the table has, there is an autumnal colour
that the table has, there is a property that the table has, there is a visible property that
the table has, etc. [P1] is plausible, but the stronger claim is not.
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Since it contains two false premises we should reject Hacker’s first
argument for the (2)-claim—the claim that we can’t express the fact that
A has some attitudinal response to V-ing (i.e., FACT) by articulating (2).

∗
Hacker’s second argument for the (2)-claim) goes as follows:
when A answers the question ‘What was it like for you to V?’
by saying ‘It was wonderful (awe-inspiring, exciting, fascinating)’ one cannot go on to say, ‘For A to V is like ...’, and then
specify the qualitative character or subjective hedonic tone of
A’s Ving, for that would (a) be ungrammatical gibberish and
(b) duly tidied up, would not specify that for A to V was like
something but rather that it was something (namely, wonderful, etc.). (2002: 166)
The argument seems to be:
[P5] There are two candidates for the answer to QUESTION
(i.e., ‘What was it like for A to V?’): (a) ‘For A to V is like
agreeable’, and (b) ‘For A to V is agreeable’.
[P6] If the answer were (a), the answer would be ungrammatical.
[P7] If the answer were (b), it would specify that for A to V is
something, not that for A to V is like something.
Therefore,
[C1] We cannot express the existential generalisation of a positive answer to QUESTION by articulating (2).
As stated, the argument is invalid. It’s not obvious which further
premises we are supposed to accept to secure validity. I won’t worry
about this: I will show that the argument fails by showing that [P7] is
false. First, note that the sense in which (b) “states that for A to V is something” is, according to Hacker, that (b) states that A has some attitudinal
response to V-ing. So we can rephrase [P7]:
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[P7’] If the answer is (b), it states that A has some attitudinal
response to V-ing, not that for A to V is like something.
Second, recall that the ‘like’ in [P7] and [P7’] is not ‘likesimilar ’. So either
‘like’ has a meaning distinct from ‘likesimilar ’, or ‘like’ is meaningless.
On the first option, ‘like’ has some meaning that is distinct from
‘likesimilar ’. We get a clue as to what Hacker thinks ‘like’ means (he
doesn’t discuss this explicitly) when he tells us that ‘What is it like for
A to V?’ means ‘What attitudinal response does A have to V-ing?’ Plausibly, then, ‘for A to V is like something’ means ‘A has some attitudinal
response to V-ing’. Thus we can better state [P7’] as:
[P7*] If the answer is (b), it states that A has some attitudinal response to V-ing, not that A has some attitudinal response to V-ing.
[P7*] is clearly false: it says that (b) states contradictory things when this
is not so. So this can’t be what Hacker means.
Taking the second option, ‘like’ is meaningless. But why think this,
given that the ‘like’ in ‘What is it like for A to V?’ is not meaningless (and
is not ‘likesimilar ’)? Hacker doesn’t explain why he refuses to countenance
the plausible view that the ‘like’ in phenomenal ‘something’ L-talk is the
same as that found in phenomenal ‘what’ L-talk. Indeed he doesn’t even
acknowledge that such a view is possible. Absent such an explanation,
we should not accept that ‘like’ in [P7] and [P7’] is meaningless. So we
have no reason to accept [P7] or any rephrasing of it. Since [P7] is false,
we should reject Hacker’s second argument for the (2)-claim.
The (1)-claim
The second claim Hacker argues for is the (1)-claim: we can’t express
FACT —the fact that A has some attitudinal response to V-ing: they find it
agreeable—by articulating (1):
(1) /there is something it is like to V/
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Hacker makes two remarks to support the (1)-claim. First, in the passage quoted above (from 166), he notes that (3)—/there is something it
is for A to V/—is an appropriate (if clumsy) way of expressing FACT. If
A has some (rather than no) attitudinal response to V-ing then (3) is true
since there is something it is for A to V: it is agreeable. Second, he says:
(1) is apt only for cases of comparison. If to V is, in certain
respects, like to W, then indeed there is something it is like to
V, namely to W. (2002: 166)
In other words, (1) is an appropriate way of expressing a different fact:
that there is something similar to V-ing (perhaps W-ing is similar, because
A also finds W-ing agreeable). I will call this different fact, ‘OTHERFACT’.
So the argument seems to go as follows:
[P8] We can express FACT by articulating (3).
[P9] We can express OTHERFACT by articulating (1).
Therefore,
[C2] We cannot express FACT by articulating (1).
This argument is invalid as it stands, but perhaps it is enthymematic.
We could make the argument valid by adding:
[P10] If we can express FACT by articulating (3), then we can’t
express FACT by articulating (1).
But [P10] is implausible. There is no general rule which says that if we
can express a fact by producing one articulation, we cannot express that
fact by producing a different articulation: that we can use /Hank is at the
edge of the river/ to express the fact that Hank is at the edge of the river
doesn’t mean that we can’t also express that fact by articulating /Hank
is at the bank/. Nor does it seem that any of the particular properties
of FACT, (1), or (3), make this instance of the general rule—[P10]—true.
Also, if we add [P10], we don’t need [P9], so it’s unclear why [P9] is stated
as part of the argument.
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Alternatively, we could make the argument valid by adding [P11] instead of [P10]:
[P11] If we can express OTHERFACT by articulating (1), then
we can’t express FACT by articulating (1).
But [P11] is also implausible. There is no general rule that if we can express some fact by producing some articulation, we cannot express some
different fact by producing the same articulation in some other context.
For example, that we can express the fact that Hank is at the financial
institution by articulating /Hank is at the bank/ doesn’t mean that the
same articulation cannot (in another context) express the fact that Hank
is at the edge of the river. Once again, nor is it that the particular properties of FACT, OTHERFACT, or (1), make [P11] true. Also, if we add [P11],
we don’t need [P8], so it’s unclear why it is stated.
A third way to make the argument valid is by adding [P12] instead of
either [P10] or [P11]:
[P12] If we can express FACT by articulating (3) and we can
express OTHERFACT by articulating (1), then we can’t express FACT by articulating (1).
But [P12] is no more plausible that [P10] or [P11], either as an instance
of a general rule—as consideration of /Hank is at the bank/ shows—or
as a specific claim that depends on the particular properties of FACT, the
OTHERFACT , (1) or (3).
There are no other obvious, plausible premises that could be added to
make the argument valid. It’s tempting to think that the assumption that
played a role in the previous two arguments (for the (2)-claim) also lies
behind this argument. This is the assumption that the ‘like’ in (1) is either
‘likesimilar ’ or else it is meaningless. But as we’ve already seen, this claim
is unmotivated and, when combined with Hacker’s claim that the ‘like’ in
‘What is it like for A to V?’ has a non-comparative meaning, mystifying. I
conclude, then, that Hacker’s argument for the (1)-claim—that we cannot
express FACT by articulating (1)—fails.
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∗
Hacker argues that we cannot express FACT—that A has some attitudinal response to V-ing—by either (1) or (2). Were he correct, this would
show that some phenomenal L-sentences do not have any meaning, and
so a fortiori do not have experiential meaning. Thus [T1] would be false.
But, as we’ve seen, his arguments are not convincing. So we have no reasons for thinking that phenomenal ‘something’ L-sentences lack meaning.
Other no meaning accounts fail
Hacker’s no meaning account of L-talk fails. The general problem with
Hacker’s arguments is that he accepts that there is some word that is
part of ‘What is it like for A to V?’ and which has a different meaning
to ‘likesimilar ’, and yet he refuses to countenance that this word is a part
of ‘There is something it is like for A to V.’ There seems to be no good
reason to hold that this word only appears in the question, and not in the
existential generalisation, and Hacker gives no reason why he thinks this
is so.
We can imagine other no meaning accounts that are not committed
to Hacker’s view about ‘What is it like for A to V?’ A more comprehensive no meaning account would hold that all L-phrases used in (apparent) phenomenal L-talk are ungrammatical. On this view, both the question ‘What is it like (for A) to V?’ and the statement ‘There is something
it is like (for A) to V,’ only make sense when understood as involving
‘likesimilar ’ and so as being concerned with comparisons. But such a view
is not plausible. In general, the burden of proof lies with someone who
claims that a widely used phrase is ungrammatical. To argue for a no
meaning account of L-talk, then, requires showing that no way of understanding phenomenal L-sentences as grammatical is successful: if there
is no good explanation of how phenomenal L-talk works, it is plausible that this is because the sentences involved are ungrammatical. This
will be hard to do given that, as we’ve seen, L-talk is found both inside

§2.1

REJECTING [ T 1] OR [ T 2]

53

and outside of the academy, and that it is used both to talk about consciousness and about other things. If such talk is nonsensical, then very
many people are talking nonsense. This is not a very plausible claim—we
should prefer almost any other account to one that entails that very many
people are talking nonsense. So no meaning accounts of L-talk don’t look
likely to succeed. In the rest of this thesis I will show that there is a good
explanation of L-talk, so there is no need to accept a no meaning account
of L-talk.

2.1.2

Rejecting [T2]

Instead of solving the puzzle by denying [T1], we could reject [T2]:
[T2] Non-phenomenal L-sentences have non-experiential
meaning.
We can reject [T2] in ways analogous to those in which the no meaning and contextual accounts reject [T1]. A no meaning account of this
kind says that what look like non-phenomenal L-sentences are in fact not
sentences at all: they have no meaning because they are just ungrammatical collections of words. And a contextual account that denies [T2] says
that non-phenomenal L-sentences have experiential meaning, but context
plays a semantic and/or pragmatic role such that, when we utter these
sentences, we talk about things other than consciousness, and so engage
in non-phenomenal L-talk.
I don’t know of anyone who adopts either of the accounts just described. Partly this is because discussions of L-talk tend to focus on phenomenal L-talk—many writers don’t even explicitly acknowledge that
it is possible to engage in non-phenomenal L-talk. Also it’s hard to see
how any of these accounts could work. Denying that non-phenomenal
L-sentences make sense requires serious support given that the evidence
for the existence of such sentences in (N1)–(N8) is as compelling as that
for the existence of phenomenal L-sentences. We should only claim that
many people are talking nonsense if we have very convincing arguments
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for this claim. We do not have such arguments, so we shouldn’t accept a
no meaning account of non-phenomenal L-sentences.
Contextual accounts fare better, although it seems more plausible that
all L-sentences have non-experiential meaning (falsifying [T1]) than that
they all have experiential meaning. This is simply because at present we
lack an explanation of how L-sentences have whatever meaning they do
have. And there are more ways in which a sentence can lack experiential meaning than there are ways it can have such meaning. I consider
contextual accounts in Chapter 5.
For the moment, then, I will take it that we cannot solve the puzzle by
rejecting [T2].

2.2

Rejecting [T3]

In this section I will consider three sorts of account of L-talk—technical,
idiom, and attitude accounts—that aim to solve the puzzle by rejecting
[T3]:
[T3] The same L-sentences can be used in both phenomenal
and non-phenomenal L-talk.
To deny [T3] while accepting [T1] and [T2] is to say that, even
though phenomenal and non-phenomenal L-talk involve the same articulations—phonological expressions—they involve different sentences—
grammatical expressions. This means arguing that at least some Larticulations are ambiguous. I will explain how an articulation can be
ambiguous and then describe how each of the accounts I will examine in
this section explains the (alleged) ambiguity of L-articulations.
An articulation is ambiguous if what is uttered when the articulation
is produced can differ in different circumstances. The most obvious way
this can happen is if the two sentences uttered involve different lexical
items, i.e., different words. For example, /Hank is at the bank/ is ambiguous because by articulating it we can utter either ‘Hank is at the
bankfinancial ’ or ‘Hank is at the bankriver ’. These two sentences differ in
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that one involves the word ‘bankfinancial ’ where the other has ‘bankriver ’.
If one of the disambiguations of an articulation is only, or primarily, used
in specialised contexts, then we can call this disambiguation a technical
term.

Two sentences can also differ because where one has a string of words,
the other has a single lexical item. For example, /will Rick kick the
bucket/ is ambiguous. By articulating it, we might utter, ‘Will Rick kickthe-bucket?’—which means ‘Will Rick die?’—or we might utter ‘Will Rick
kick the bucket?’—which means, roughly, ‘Will Rick hit the pail with
his foot?’ Where the second sentence has three lexical items—‘kick’,
‘the’, and ‘bucket’—the first has only one—the idiom ‘kick-the-bucket’
(I will use hyphens to distinguish idioms from non-idiomatic phrases).
Roughly, idioms are lexical items whose meaning is not derived from the
meaning and arrangement of their parts. More precisely, the meaning
of an idiom such as ‘kick-the-bucket’ is not derived from the meanings
and arrangement of what look like its parts: ‘kick’, ‘the’, and ‘bucket’. In
fact these words—these grammatical expressions—are not parts of ‘kickthe-bucket’; what is true is that the articulation /kick the bucket/ has as
parts the articulations /kick/, /the/, and /bucket/.

A third way in which an articulation can be ambiguous is if ellipsis
occurs: there is more to what is uttered than is apparent from what is articulated. A sentence involves ellipsis when it contains lexical items that
do not correspond to any part of the articulation. Consider the articulation, /but Helen isn’t/. If we imagine this as a response to ‘Julia is Australian,’ what is uttered is, ‘But Helen isn’t Australian.’ If, however, we
imagine it as a response to ‘Julia is tired,’ what is uttered is, ‘But Helen
isn’t tired.’ Here, both sentences have a part—‘Australian’ and ‘tired’,
respectively—that does not correspond to any part of the articulation.
Thus both sentences involve ellipsis. Since these parts have different linguistic meanings, the two uttered sentences also differ in their meanings,
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even though both can be uttered by producing the same articulation.27
Each of the accounts I will look at in this section claim that Larticulations are ambiguous in some way. Technical accounts hold that Lsentences display lexical ambiguity: phenomenal and non-phenomenal
L-sentences differ because where one involves an everyday word, the
other involves a word that has technical meaning. I will consider the
merits of technical accounts in §2.2.1. An attitude account of L-talk says
that talk of what it is like to undergo an experience is talk of “the subject’s affective attitude”(Hacker 2002: 164) to undergoing the experience.
In non-phenomenal L-talk, in contrast, to ask what something is like is to
ask what it is similar to. Most plausibly attitude accounts say that phenomenal and non-phenomenal L-sentences differ because they involve
different words whose meanings are such that the former sentences have
experiential meaning while the latter do not. Thus attitude accounts also
hold that L-articulations exhibit the first—lexical—sort of ambiguity. I
will discuss attitude accounts in §2.2.3.
As the name suggests, idiom accounts—which I will discuss in
§2.2.2—say that phenomenal and non-phenomenal L-sentences differ because one involves an idiom where the other involves a string of words.
Thus, on these accounts, L-articulations are ambiguous in the second way
described above. In Chapter 4 I will argue that all plausible accounts
of L-talk should accept that ellipsis sometimes occurs. The syntactic account says that L-articulations are ambiguous because of this. The lexical
accounts that I examine in Chapter 6 hold that phenomenal and nonphenomenal L-sentences differ because the former involve a word—a
lexical item—that the latter does not, although this word is not always articulated. These accounts say that L-articulations are ambiguous in both
27. Articulations can be ambiguous in a fourth way: the articulation is amphibolous—
i.e., it can correspond to two sentences that differ in their syntactic structure. For example, /everyone loves someone/ exhibits amphiboly. By making this articulation, we
can either utter something that means, ‘There is at least one person such that every person loves that one person.’ Or we can utter something that means, ‘For every person
there is at least one person that they love.’ No plausible accounts of L-talk hold that
phenomenal and non-phenomenal L-sentences differ only because of amphiboly.
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the first and third ways.
A positive feature of all accounts that deny [T3] is that there is a plausible explanation of why we thought [T3] was true in the first place. [T3]
looks to be true because it is easy to mistake it for similar statement which
is true: that the same L-articulations can be used in both phenomenal and
non-phenomenal L-talk. Many uses of language do not involve context
playing a grammatical role and so sameness of articulation goes along
with sameness of sentence uttered. So it is not odd that, on first inspection, we took [T3] to be true. But, according to the accounts we’re considering, context does play such a role, so what is uttered need not match
up with what is articulated. I will now consider these accounts in turn.

2.2.1

Technical accounts

Technical accounts of L-talk say that some L-talk involves technical
terms. Technical terms are words or phrases: they are part of what is
uttered. To be a technical term, a term must be only or primarily used in
some specialised context. The kind of technical terms we are interested
in have another feature: the articulation of the term is indistinguishable
from the articulation of some other word or phrase, i.e., the articulation
is ambiguous. (This explains how it is that, although false, [T3] looks
plausible.) Examples of this sort of technical term include ‘workphysics ’
in physics—whose meaning is concerned with energy transference—and
‘berrybotany ’ in botany—which means “A many-seeded inferior pulpy
fruit, the seeds of which are, when mature, scattered through the pulp”
(Oxford Engish Dictionary 2014a). These terms are technical because
each is only or primarily used in a specialised context (physics and
botany, respectively). And they have the second feature because by articulating /work/ we can utter (at least) ‘workphysics ’ and ‘workjob ’, the
latter meaning, roughly, ‘employment’; and by articulating /berry/ we
can utter (at least) ‘berrybotany ’ and ‘berryeveryday ’, where the latter means
something like ‘small stoneless fruit’.
The most plausible technical account of L-talk is one which says that
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phenomenal L-talk involves technical L-phrases—e.g., ‘liketechnical ’—
introduced by philosophers or scientists, while non-phenomenal L-talk
instead involves an everyday word or phrase (most plausibly a proadjective, see Chapter 3). In this section I will show that technical accounts are popular amongst philosophers and try to explain why this is
so. I will then show that these accounts are implausible.
A number of philosophers suggest that they hold technical accounts.
Braddon-Mitchell and Jackson, for example, say:
Recent interest in [the knowledge argument] arises particularly from Thomas Nagel, ‘What is It Like to be a Bat?’ (the
title tells you where the phrase comes from) (2007: 152)
Byrne also adopts this sort of account:
... it is doubtful that ‘There is something it’s like for so-and-so
to φ’ has some ‘special use to describe subjectivity’ (dialects of
analytic philosophy aside). (2004: 215)
And Lewis also thinks that phenomenal L-phrases are technical terms:
‘What it’s like’ or ‘how it seems’ are ordinary enough [terms of
language]—but when used as terms for qualia, they are used
in a special technical sense. (1995: 140)28
Because few authors explicitly offer an account of L-talk, it is often
unclear what supporters of technical accounts are committed to. For example, are Braddon-Mitchell and Jackson suggesting that all uses of Lphrases come from Nagel’s use, or just that phenomenal uses of these
phrases have this source, or just phenomenal uses of these phrases by
philosophers? And nor do proponents of technical accounts give us details of their accounts: we are generally not told which expressions are
technical (Lewis is an exception here), what these technical terms mean,
or what the non-technical meaning of L-phrases is (Janzen (2011) is an
28. Other proponents of technical accounts include (Janzen 2011: 279), (Roy et al.
1999: 9), and (Smith 1999: 100).
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exception here: he claims that non-technical L-phrases involve the word
‘likesimilar ’ and so are concerned with comparisons. As we will see in §3.1,
however, this is not true.).

Why a technical account?
Technical accounts are presumably popular because they can explain
how it is that both: combining the (everyday) words that appear to be
involved in phenomenal L-talk does not give us something with experiential meaning; and we can can guarantee that we’re talking about
consciousness by engaging in L-talk. Further, it seems that something
like the following story is widely accepted by philosophers. In his influential paper, ‘What is it like to be a bat?’ (1974), Nagel introduced
new vocabulary for talking about consciousness, vocabulary which was
swiftly adopted by other philosophers. Fish and Kim, for example, each
suggest that they accept this story: “Perceptual experiences are paradigmatically conscious experiences: they have a phenomenology or there is,
in Thomas Nagel’s influential terminology (1979), something it is like to
perceive.”(Fish 2010: 2) “The use of the expression ‘what it is like’ in connection with consciousness is due to Nagel.” (Kim 1998: 181) Even some
who reject technical accounts affirm the story. Hacker says the “phrase
‘there is something which it is like’, derive[s] from Thomas Nagel’s paper
‘What is it like to be a bat?’.” (2002: 160)
Technical terms are usually explicitly introduced as such. This is for
two reasons. First, the meaning of a technical term is distinct from that
of its everyday counterpart (were it not, it wouldn’t be a technical term),
so we need to know what the meaning of the technical term is if it is
to be useful. Second, the articulation of a technical term (of the kind
that technical accounts posit) sounds and looks just like the articulation
of its counterpart, so we need to know that what is being uttered is the
technical term, not its everyday counterpart. The story just told gives the
origin (or at least the early life) of the alleged technical term involved in
phenomenal L-talk. Without some story such as this, it is less plausible
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that we do have a technical term on our hands.
But the story is false. Nagel was not the first philosopher to engage
in phenomenal L-talk.29 In his (1971), T. L. S. Sprigge says, “One is wondering about the consciousness which an object possesses whenever one
wonders what it must be like being that object.”(167) B. A. Farrell engages in phenomenal L-talk even earlier: “When, for example, we look at
a red patch, we all just know what it is like to have the corresponding experience, and we all just know how it differs from the experience we have
when looking, at a green patch.” (Farrell 1950: 181) Sprigge and Farrell
are often cited as pre-Nagelian users of phenomenal L-talk.
Less commonly noted are yet earlier examples of this talk. Ludwig
Wittgenstein uses phenomenal L-talk in 1946–7: “... I know what it’s
like to see red, green, blue, yellow, I know what it’s like to feel sorrow,
hope, fear, joy, affection ...” (1980).30 Earlier still is the following, from
Bertrand Russell’s entry on ‘Philosophical Consequences of Relativity’ in
the Encyclopaedia Britannica in 1926:
Relativity physics is, of course, concerned only with the quantitative aspects of the world. The picture which it suggests
is somewhat as follows:—In the four-dimensional space-time
frame there are events everywhere, usually many events in
a single place in space-time. The abstract mathematical relations of these events proceed according to the laws of physics,
but the intrinsic nature of the events is wholly and inevitably
unknown except when they occur in a region where there is
the sort of structure we call a brain. Then they become the familiar sights and sounds and so on of our daily life. We know
what it is like to see a star, but we do not know the nature of
the events which constitute the ray of light that travels from
the star to our eye. (Russell 1926)

29. This is acknowledged both by Nagel (1986: n2, 15) and others, e.g., Kriegel (2009: n7,
8): “The locution, in its present usage, is due to B. A. Farrell (1950), but was brought
into wide usage through Nagel (1974).”
30. Nagasawa and Stoljar (2004: n5, 25) note that this work was written in 1946–7. They
also point out that although the quoted fragment is in English, the passage in which it
is embedded is in German.
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It is undeniable that Nagel’s paper is responsible for popularising the
use of phenomenal L-talk by philosophers, but it’s also undeniable that
Nagel was not the first philosopher to engage in this talk. That Nagel
popularised such talk is no reason for accepting a technical account. Thus
one reason we might have for thinking that a technical account is correct
is removed.
L-phrases aren’t technical
We might think that the fact that we lack a story about the origin of the
alleged technical term involved in phenomenal L-talk counts as a reason
against technical accounts. But if this is so, the reason is not a conclusive
one. However, there are stronger reasons for actively rejecting technical
accounts.31 Here are four.
First, none of the pre-Nagelian uses of L-phrases look like they are
introducing a technical term. As noted above, we standardly introduce
technical terms by explaining what they mean and how this differs from
the meaning of their everyday counterparts. At the very least we indicate
that we are using a term in a non-standard way and hope that our readers
get the gist of this new technical term. But neither Russell, Wittgenstein,
Farrell, Sprigge, nor Nagel do this. Instead of telling us what the alleged
technical term means—or even just informing or indicating to us that
they are using a technical term—they assume that we already understand
it and (in all but Russell’s case) use it to illuminate their subject matter:
phenomenal consciousness. This suggests that they are not—and do not
take themselves to be—using or introducing a technical term.
Second, nowhere is there a clear statement of the meaning of the alleged technical terms that L-talk involves. Not only do Nagel, Sprigge,
Farrell, Wittgenstein, and Russell fail to tell us the meaning of the alleged
31. Hellie (2004) also gives reasons for rejecting technical accounts of L-talk. He claims
that non-philosophers can understand phenomenal L-talk and have used L-sentences
since the mid-60’s. But this is compatible with a technical account according to which
technical terms were introduced some time before the mid-60’s and then spread outside
of philosophy. The four reasons I give, however, count against such a technical account.
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technical term, but no one else does this either. Technical terms are usually used for reasons of clarity, but if the meaning of a technical term is
never given it is hard to see how this can be achieved. Nor is it that the
meaning is not given explicitly because it is known to all: as noted in
Chapter 1 there is no general agreement as to the meaning of L-phrases
or of L-talk (this is why we face the puzzle). These first two reasons
against technical terms are certainly not decisive, but they should make
us skeptical of such accounts.
The third reason why we should not accept a technical account is more
damning. As we saw in Chapter 1, there are examples of phenomenal Ltalk—[P9]–[P11]—that precede even Russell’s use. So there’s no reason to
think that phenomenal L-talk originated within philosophy or any other
specialised domain. This suggests that, whatever terms are involved in
L-talk, they are not technical ones.
Fourth, as the examples of philosophical and non-philosophical phenomenal L-talk given in Chapter 1 show, there doesn’t seem to be any
difference in meaning—in precision, scope, or nuance—between phenomenal L-talk of the two kinds. But an alleged technical term that is
equivalent in meaning to its everyday counterpart is no technical term at
all.
None of these four reasons, or any combination of them, entails that
L-phrases are not technical terms. But considered together, they give us
good reasons to think that they are not. In summary, there are no positive
reasons for thinking that phenomenal L-phrases are technical terms, and
there is strong evidence against this claim. Thus we should not accept a
technical account of L-talk.

2.2.2

Idiom accounts

Idiom accounts of L-talk say that at least some L-talk involves idioms. Some L-sentences (most plausibly, phenomenal ones) involve
an idiom such as ‘what-is-it-like’ or ‘something-it-is-like’. Other (nonphenomenal) L-sentences do not involves this idiom but are made up
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of ordinary, non-idiomatic words. Thus we have an explanation of how
phenomenal and non-phenomenal L-sentences differ, and of how [T3] is
false.
A number of writers say things that suggest they endorse an idiom
account. Mellor, for example, talks about “the ‘what it’s like’ idiom”
(1992: 2) while Rosenthal says that “What it is like to be in pain, in the
relevant sense of that idiom, is simply what it is like to be conscious of
being in pain.” (Rosenthal 1997: 733). And Sprigge says:
But things do divide, in common opinion, into those such that
there is and those such that there is not something that it is
like to be them (though this expression is only an idiomatic
pointer to something it requires a certain sophisticated obtuseness to be unable to identify). (1998)32
Although these writers say that phenomenal L-talk involves idioms,
none expands on their remarks, and it is possible to interpret them all
(except, perhaps, Sprigge) as using the term ‘idiom’ loosely, to just mean
‘phrase’ or ‘locution’. Nor have I found any sources which state which
phrases involved in L-talk are idiomatic. Perhaps the obvious suggestion
(which is how I will interpret these accounts) is that it is the L-phrases
themselves: phenomenal L-sentences involve terms such as ‘what-it-islike’ and ‘something-it-is-like’. Neither does anyone tell us what these
idioms mean. So there are no (even partially) filled out idiom accounts
that we can examine. Nevertheless, invoking idioms gives us a plausible
way of rejecting [T3] and so it is one obvious way of attempting to solve
the puzzle. Thus these account are worth assessing.
Idiom accounts are attractive because, while we have lots of evidence
that there is phenomenal L-talk, it is unclear how this language works,
i.e., it is unclear how it is that, by uttering L-sentences, we thereby come
to talk about consciousness. We face this lack of clarity because combining the standard meanings of the words that make up L-sentences in
accordance with the apparent syntactic structure of these phrases pro32. See also (Sprigge 1994: 79).
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duces sentences about comparisons, not about consciousness. This suggests
that the meanings of phenomenal L-sentences are not determined by the
meanings of the words that they appear to be composed of. In other
words, it suggests that we ought to adopt an idiom account. I will argue,
however, that idiom accounts are implausible.

Against idiom accounts
We should not accept an idiom account of L-talk because there are three
features that L-sentences have that idiom accounts cannot explain. The
first is that we see systematic meaning connections between L-sentences
that differ only in whether they are of the ‘what’, ‘something’, or ‘nothing’ variety. The second is that L-sentences—which involve infinitive
verb phrases—are synonymous with corresponding sentences that involve gerund verb phrases. The third is that L-sentences which begin
‘there is’ are synonymous with corresponding sentences that begin ‘it’.
Each of these features is explicable if L-phrases have composite meaning,
each is mysterious if L-phrases are idioms.
The first feature is that there are systematic meaning connections between L-phrases (and sentences that involve them) that differ only in
whether they involve a /something/, a /what/, or a /nothing/. We
ask, ‘Is there anything it is like to see a mallow flower?’ when we
want to know whether there is any phenomenology associated with seeing a mallow flower. If there is no phenomenology, we can truthfully
say, ‘There is nothing it is like to see a mallow flower.’ In contrast, to
say that there is some phenomenology associated with seeing a mallow
flower —but without saying anything about the specific character of the
phenomenology—we can say, ‘There is something it is like to see a mallow flower.’ If we want to ask about the specific character of the phenomenology we can ask ‘What is it like to see a mallow flower?’ And
we can refer to the specific character of the phenomenology by using the
‘what’ phrase as when someone says ‘I do not know what it is like to see
a mallow flower.’
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The obvious explanation of the meaning connections just described is
that there are systematic meaning connections between the words ‘what’,
‘something’, and ‘nothing’, and so sentences that differ only in which of
these words they involve inherit these meaning connections.33 But If Lphrases are idioms, then their meaning does not result from the meanings
of their linguistic parts: they have no linguistic parts. This means that the
L-sentences in the previous paragraph do not involve the words ‘what’,
‘something’, and ‘nothing’. On the idiom account, then, we can only
say that it is a striking coincidence that ‘there is something it is like’ is
true just when ‘there is nothing it is like’ is false, and so on: there is no
explanation of these meaning connections.
The second feature of L-sentences is that often the meanings of sentences uttered by articulating /what is it like to V/ and /there is something it is like to V/ are the same as those uttered by articulating, respectively, /what is V-ing like/ and /there is something V-ing is like/.
Compare, for example, the following two exchanges:
What is it like to skydive?
... There are no words to describe the feeling of freefall. It’s
absolute freedom. There is no sensation of falling; it’s much
more like flying. (Unknown c)
What is skydiving like?
It’s such a rush. Scary at first but after a couple of seconds it’s
really relaxing and beautiful. (Unknown d)
It’s clear that the question asked in both cases is the same: the two sentences have the same meaning. The first question is an example of phenomenal L-talk, as is shown by the answer provided which talks of the
feelings and sensations that skydiving involves. And the second question has the same meaning as its answer shows—the answer talks about
33. As we’ll see in §3.3.1 this explanation is not quite right. Nevertheless, this feature is
still to be explained by the meaning connections that hold between parts of L-phrases—
an explanation that idiom accounts cannot appeal to.
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skydiving being “a rush”, and “scary” and “relaxing”—these are all ways
of talking about our conscious states.
Again, the obvious explanation here is that the meaning of both questions is built up out of the meaning of the parts of the sentences, and
the grammatical connections between these parts.34 But this explanation
is not available to those who accept an idiom account of L-talk. On the
idiom account, the synonymity of infinitive and gerund (’-ing’) partner
sentences is mysterious.
The third feature of L-sentences that idiom accounts cannot explain is
how it is that sentences of the form ‘there is something/nothing it is like
to V’ and ‘it is like something/nothing to V’ are synonymous. Sentences
of the former kind are more common, but we do also see sentences of the
latter form:
For us, it is like something to be in pain. It hurts. For zombies
in zombie-pain, it is not like anything. (Perry 2001: 10)
It is certainly like something to be me ... (Dennett 1981: 9)
It’s clear that Perry is claiming nothing more or less than that there is
something it is like for us to be pain, but that there is nothing it is like for
zombies to be in zombie-pain. And it’s clear that Dennett is just saying
that there is something it is like to be him.
As with the other features of L-sentences we’ve been considering, it
is easy to explain how there is synonymity of these ‘there is’ and ‘it’ sentences: it is because they share common parts and, although the parts are
combined in different ways, the combination that results—the meaning
of both sentences—is the same. And, as before, the idiom account cannot
make use of this explanation because it holds that L-phrase do not have
composite meanings—they have no parts. The idiom account can only
say that it is yet one more remarkable coincidence that these two sorts of
sentences are synonymous.
34. We’ll see exactly how this works in §5.1.
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The general problem, then, with idiom accounts, is that they say that
L-phrases are idioms. Idioms tend to be fixed phrases that resist rearrangement. Replacing a word they (seem to) contain with a synonym,
for example, doesn’t give us a new phrase synonymous with the original
idiom: we can’t utter something that means ‘die’ by articulating either
/strike the bucket with one’s foot/ or /kick the pail/. To give another
example of the rigidity of idioms, we often can’t add a modifier to an idiomatic phrase—we can’t say that Rick died slowly by articulating /he
slowly kicked the bucket/ (at least, if we do this, we do it by knowingly
misusing language, usually with humorous intent). Idioms resist rearrangement because they are not composed out of smaller linguistic items
that can be rearranged—their meaning is holistic, not composite. But the
obvious explanation of the three features of L-sentences we’ve just seen
is that L-phrases are composite.
It is true that idioms are not totally fixed in form. We can indicate
tense by inflection, for example: if Rick’s death occurred in the past,
we can express this by articulating /Rick kicked the bucket/. But the
features we’ve seen involve changes much more radical than merely inflecting a verb. Perhaps there can be idioms which are as grammatically
fluid as L-phrases would have to be were an idiom account correct. Or
perhaps the meaning connections we’ve seen exhibited are just coincidences. I haven’t shown that these claims cannot be true. Nevertheless
it is far more plausible that L-sentences have the three features because
they have compositional meaning than that either of these claims is true.
Thus we should not accept an idiom account of L-talk.

2.2.3

Attitude accounts

The third account of L-talk that denies [T3] is the attitude account. On
this account, L-articulations are ambiguous because phenomenal and
non-phenomenal L-sentences involve distinct, but sound-alike words.
These words have different meanings, so uttering one produces phenomenal L-talk while uttering the other gives non-phenomenal L-talk.
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Hacker suggests that he holds a (partial) attitude account of L-talk when
he says that phenomenal ‘what’ L-sentences—in contrast to ‘something’
L-sentences (see §2.1.1)—are “perfectly licit” (2002: 167). He explains
their meaning as follows:
The subjective or qualitative feel of a conscious experience is
... characterized in terms of there being something it is like
for an organism to have the experience. What it is like is the
subjective character of the experience. (2002: 160)
Experiences, we may say, are possible subjects of attitudinal
predicates, that is, they may be agreeable or disagreeable, interesting or boring, wonderful or dreadful. It is such attributes
that might be termed ‘the qualitative characters of experiences’, not the experiences themselves. (2002: 164)
So Hacker claims that phenomenal L-talk questions ask about our “emotional or attitudinal reaction” (2002: 162) to conscious experiences.35 We
answer such questions by saying things like (“where ‘V’ specifies some
appropriate experience” (2002: 164)):
‘It is quite agreeable (disagreeable, pleasant, unpleasant,
charming, repulsive, delightful, disgusting, fascinating, boring) to V’ (2002: 166)
35. Elsewhere, Hacker characterises the predicates we use to describe these responses
as “hedonic (or anti-hedonic)” (2012a: 69). Beisecker (2005: 138) seems to have a similar
view: “When the vulgar (or those not trafficking in the consciousness industry) ask one
another to describe ‘what it’s like’ to have a certain experience, they’re generally interested in the experience’s effect upon the subject’s psychological and emotional makeups. ... However, the experiences that form the stock and trade of philosophical discussions of phenomenal consciousness (e.g., seeing red, smelling creosote, or hearing
a buzzing sound) are often too thin to elicit distinctive reactive attitudes.” Beisecker
doesn’t offer any support for his claim that there is a difference between the meaning of
the phenomenal L-talk of philosophers and non-philosophers. Nor does he explain how
there is such a difference—the obvious suggestion is that he takes philosophical L-talk
to involve a technical term that its non-philosophical counterpart does not. In §2.2.1 I
noted that the examples of phenomenal L-talk we saw in Chapter 1 suggest that there
is no such difference. In the same place I explained why we should reject a technical
account of L-talk. Since Beisecker does not argue for his view, in what follows I focus
on what Hacker has to say about the attitude account.
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To talk about our attitude to conscious experiences is to talk—albeit
indirectly—about consciousness. So it looks as though Hacker takes at
least some L-sentences to have experiential meaning. If we can understand ‘what’ L-sentences in this way, there seems no reason why we
shouldn’t also understand other L-sentences in the same way. (As we
saw above (in §2.1.1) Hacker does not do this, although he doesn’t explain why not.) This gives us the attitude account of phenomenal L-talk:
phenomenal L-sentences are concerned with our attitudinal responses to
our conscious experiences, and so have experiential meaning.
But attitude accounts should be rejected. First, if such an account is
true, we are left in the dark about how it is true. Is it because ‘What is it
like for A to V?’ involves some word—‘likeattitude ’—such that the meaning of this word, along with the meanings of the other words involved
and the syntax of the sentence, determine that the sentence as a whole
asks about A’s attitudinal responses to V-ing? Or is it because the question involves an idiom? (Which part is idiomatic? What does the idiom
mean?) Hacker doesn’t consider any of these questions. So even if the
attitude account were true, it would be mysterious how it is true.
Second, and more importantly, the attitude account just gets things
wrong. When we engage in phenomenal L-talk, we are not talking about
our attitude towards conscious experiences that we undergo, but about
the experiences themselves. One way to see this is to note that—as Hacker
points out (2002: 163–64)—we lack attitudinal responses to many of the
conscious states we are in. Seeing a lamp post (to use one of Hacker’s examples), or experiencing the pressure of the chair one is sitting in against
one’s back, are neither interesting nor boring, neither agreeable nor not.
On an attitude account, then, there is nothing it is like to see a lamp post.
And yet it is generally accepted that there is something it is like to see a
lamp post, just as much as there is something it is like to see something
more impressive than a lamp post, such as the Eiffel Tower. (It is true that
we don’t talk much about what it is like to see a lamp post, but presumably this is because lamp posts are familiar objects. I suspect that tourists
talk more about what it is like to see the Eiffel Tower than do Parisians.)
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There are two ways we could go here: claim that this shows that people are mistaken when they say that there is something it is like to see
a lamp post, or claim that this shows that the attitude account is wrong.
Hacker opts for the first way. I think we should go the second. It is far
more plausible that Hacker is mistaken about the meaning of phenomenal ‘what’ L-sentences than that very many people (both philosophers
and non-philosophers) are mistaken about what they talk about when
they utter these sentences.
Another way to see that the attitude account gets things wrong is to
consider cases—such as riding a rollercoaster—in which the account correctly allows that there is something it is like. According to the attitude
account, there is something it is like to ride a rollercoaster because we have
attitudinal responses to riding a rollercoaster. But while it’s true that we
have these responses, that we have them is not what makes it true that
there is something it is like to ride a rollercoaster. What makes this claim
true is a fact about events such as my riding a rollercoaster, not facts about
my responses to events such as my riding a rollercoaster.36
If attitude accounts work, it’s mysterious how they are correct. Further, to adopt an attitude account is to implausibly claim that very many
people—not just philosophers, but very many “ordinary” people too—
are confused about what they mean when the engage in L-talk. And it is
to mis-describe how phenomenal L-talk is used: to talk about our experiences, not about our attitudinal responses to our experiences. Thus we
should not adopt an attitude account of L-talk.

2.3

Metaphor accounts

The final sort of accounts of L-talk I will consider in this chapter are
metaphor accounts. These accounts say that phenomenal L-talk is in
some way metaphorical. I don’t know of anyone who explicitly endorses

36. Snowdon makes a similar point when he denies that L-talk is concerned with the
“tone” of experiences (2010: 16).
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a metaphor account, but appealing to metaphors is one obvious way to
explain how the same articulation can at different times communicate
different things, or get one’s audience to consider different thoughts, so
these accounts are worthy of investigation.
When we say, for example, ‘Time is money,’ we are not (usually) asserting that time and money are identical; we are doing something else.
What exactly we are doing is a matter of debate (see (Hills 2012)) and
which statement of the tetrad is rejected by proponents of a metaphor account will depend on how they understand metaphors to work. For example, we might think that what is said by a metaphorical use of an articulation is the same as that expressed by a literal use of it. But since context
plays a pragmatic role, what is communicated in the two cases differs.
(Grice gives such a theory in his (1989b).) On such a view of metaphors,
a metaphor account of L-talk is incompatible with either [T1] or [T2] (depending on whether the literal meaning of L-talk is non-experiential or
experiential). Alternatively, we might think that metaphors are abbreviated similes (as Aristotle apparently did (Martinich 1998)). One way to
understand such a view is as saying that ellipsis occurs: elements of what
is uttered have no corresponding part in what is articulated. With such
a theory of metaphors, a metaphor account of L-talk will deny [T2]: the
metaphorical use of L-talk (presumably, phenomenal L-talk) involves different sentences to the literal (presumably, non-phenomenal) use. Other
theories of metaphor will involve rejecting other statements in tetrad.
I could, then, have discussed different metaphor accounts in different earlier sections of this chapter, depending on which statement of the
tetrad the particular metaphor account is incompatible with. But the reason for rejecting metaphor accounts is common to all of them, regardless
of one’s theory of metaphors. There are general features that metaphors
(or the metaphorical use of language) have which any theory of metaphor
must account for, and it is these general features that make metaphor accounts of L-talk implausible. Thus, we don’t need to consider the details
of different theories of metaphor in order to see that metaphor accounts
of L-talk should be rejected.
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It is generally agreed that metaphors involve both a primary subject (in
our example: time) and a secondary subject (money) (see (Hills 2012))).
As Davidson puts it, “Metaphor makes us see one thing as another
...”(1978: 47). By associating the primary subject with the secondary, we
somehow say, or communicate, or otherwise encourage our audience to
consider, something informative about the former (perhaps, for example,
that time is a valuable and limited resource). Note that the claim here is
that the metaphorical use of language involves two subjects. The claim is
not that metaphorical and non-metaphorical uses of language can communicate different things (although this may be true).
But if L-talk is metaphorical, it is obscure what is supposed to be serving as a metaphor for what. In other words, it is unclear both what the
primary subject of the metaphor is (what it is that the metaphor is supposed to be informing us about) and what the secondary subject of the
metaphor is (what it is that reference to somehow sheds light on the primary subject). In the case of ‘time is money’, we know both what the
primary and secondary subjects are: time and money, respectively. If we
consider sentences such as ‘What is it like to see mauve?’ and ‘There is
something it is like to ride a rollercoaster’, however, things are not so
clear. Might it be that seeing mauve and riding a rollercoaster are the primary subjects of these alleged metaphors? On the one hand, this isn’t
obviously correct, but on the other they do seem to be the best (perhaps
the only) candidates for playing this role. But if these are the primary
subjects, it is utterly mysterious what the secondary subject is in either
case. Since we can’t even confidently identify the primary and secondary
subjects of L-talk, it is unclear how we can make sense of the idea that
L-talk involves the metaphorical use of language. Thus we have good
reasons to think that metaphor accounts of L-talk are false. Again, and
just to be clear: the problem is not that, on the metaphor account, there
are metaphorical and non-metaphorical uses of L-phrases, and we don’t
know what one of them means. The problem is that, if L-talk sometimes
involves the metaphorical use of language, we can’t even make sense of
what the two subjects might be when this happens.
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Conclusion

In this chapter I have examined accounts of L-talk that are found, or at
least are suggested, in the literature. I have argued that none of these
accounts solves the puzzle, so none is an acceptable account of L-talk.
We should reject Hacker’s no meaning account of L-talk because his
arguments for it are unconvincing. We should reject no meaning accounts
in general because almost any account is preferable to one (such as a no
meaning account) which holds that very many people are unknowingly
talking nonsense when they engage in L-talk.
Technical accounts, although popular, should also be rejected. There
is no evidence for the claim that phenomenal L-talk involves technical
terms. There is no evidence of the technical term being introduced, no
explanation of its meaning, and, when we look at how it is used, no reason to think its meaning is distinct from that of its alleged non-technical
counterpart. Further, the use of phenomenal L-talk—the kind that most
plausibly involves a technical term—outside of philosophy looks to predate its use use within philosophy.
We should not accept an idiom account of L-talk because it is unclear
which phrases are claimed to be idiomatic, and what these alleged idioms
mean. Further, there are systematic meaning connections both between
different kinds of L-sentences, and between L-sentences and other, similar, sentences. These connections are most plausibly explained in terms
of the internal structure of L-phrases. According to idiom accounts, Lphrases lack such an internal structure, thus they cannot explain these
meaning connections.
Attitude accounts should be rejected because they require us to say
that very many people are mistaken about what is meant when they and
others engage in L-talk. Further, it is just not true that, when we use
L-talk we are always talking about our attitudinal responses to our experiences: we use L-talk to talk about experiences themselves.
Finally, we should not adopt a metaphor account of L-talk. Metaphorical uses of language involve two subjects that are somehow compared or
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contrasted. But L-talk doesn’t involve two subjects in this way, so it cannot be that it is sometimes metaphorical.

∗
In the next chapter, I describe and criticise another kind of account of
L-talk that looks plausible, at least at first glance: comparative accounts.
These accounts hold that L-sentences involve the word ’likesimilar ’ which
means, roughly, ’similar to’. I will first show that we shouldn’t accept a
comparative account of L-talk. I will then answer the question that rejecting these accounts raises, a question that has already come up during the
current chapter: how should we understand the ’like’ that L-sentences
involve? The answer is that L-sentences involve pro-adjectives—terms
that stand to adjectives as pronouns do to nouns—and so are concerned
with properties, not comparisons.

C HAPTER THREE

’Like’
Perhaps the most obvious way of understanding the ‘like’ in L-sentences
is as ‘likesimilar ’ which means ‘similar to’. Accepting this leads naturally
to a comparative account of L-talk. Such accounts hold that L-sentences
have non-experiential meaning: they are concerned with comparisons,
not with consciousness. The first task of this chapter is to describe such
accounts, and to show that they are implausible. The second task is to
answer the question that arises once we reject comparative views: what
is the meaning of ‘like’ in L-talk? I will argue (following and building on
(Hellie 2004) and (2007)) that L-phrases involve pro-adjectives: terms that
stand to adjectives as pronouns stand to nouns. The terms in question:
‘what ... like’, ‘something ... like’, ‘nothing ... like’, etc. Thus L-talk is
concerned with properties, not with comparisons. I will undertake these
two tasks in turn.

3.1

Comparative accounts

Comparative accounts are committed to the comparative thesis, which says
that L-talk is concerned with making comparisons. It’s easy to see why
we might affirm this thesis: L-talk does involve a /like/, and one disambiguation of this is ‘likesimilar ’, which means ‘similar to’. On this view,
‘There is something it is like to ride a roller coaster’ means ‘There is something riding a roller coaster is similar to’ and ‘What is it like to have
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Chevron Phillips Chemical as a neighbour?’ means ‘What is similar to
having Chevron Phillips Chemical as a neighbour?’
The simplest and most appealing comparative account takes the comparative thesis to hold for all L-sentences (both phenomenal and nonphenomenal). This means that all L-sentences have non-experiential
meaning, and so [T1] is false:
[T1] Phenomenal L-sentences have experiential meaning.
Thus this sort of comparative account offer a solution to the puzzle. Such
an account is also committed to a second thesis: the contextual thesis. This
is the claim that context plays a (semantic or pragmatic) role in determining whether the use of L-sentences results in phenomenal or nonphenomenal L-talk. It is because of its acceptance of this thesis that the
comparative account can explain how, even though all L-sentences have
non-experiential meaning, sometimes we can use these sentences to engage in phenomenal L-talk.
This sort of comparative account is simple because it holds the comparative thesis with regard to all L-sentences. It is appealing because it
is clear that context already plays a role in determining what is communicated by sentences that involve ‘likesimilar .’ To say that tea is likesimilar
coffee is not (usually) to merely say that there is some property that they
have in common—this is trivially true. Instead it is to say that there is
some contextually salient property that they share. Given that context already plays a role in determining which properties are salient, it is plausible to hold that it is by restricting attention to only some properties that
context determines whether comparative L-sentences are concerned with
consciousness or are not.
Other varieties of comparative account hold that only some Lsentences involve ‘likesimilar ’ and so have comparative meaning. These
accounts need not be committed to the contextual thesis. There are two
obvious alternatives here. Either only non-phenomenal L-sentences are
taken to have a comparative meaning, and a different account is given
of the meaning of phenomenal L-sentences (e.g, they involve idioms,
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technical terms, or metaphors (see Chapter 2)). Or the account takes
the reverse to be true: only phenomenal L-sentences have comparative
meaning and non-phenomenal L-sentences have some other meaning.
Depending on which alternative is chosen, and the details of the account,
different statements from the tetrad will be denied.
I will argue that no comparative account is acceptable because the
claim that they have in common—the comparative thesis—is false. Thus
we don’t need to focus on the features that set different varieties of comparative account apart from each other in order to assess their viability.
Although I can’t find anyone who explicitly endorses a comparative
view of phenomenal L-talk, some authors have claimed that it is a popular view. Paul Snowdon, for example, says that, “it is quite often assumed
that ‘like’ does introduce a similarity claim” (2010: 17). It is certainly true
that some writers say things which suggest they have something like a
comparative account in mind. Snowdon discusses Alex Byrne and Frank
Jackson, and there is also some evidence that Nicholas Humphrey holds
a comparative account. I will discuss each of these writers now.

3.1.1

Byrne

The passage from Byrne that Snowdon quotes is as follows:
What is sufficient for one to know what one’s experience is
like, in the sense relevant to phenomenal consciousness? Suppose that one knows—via “introspection”, whatever that is
exactly—that one’s present experience has property P, and
one knows that certain past experiences had property P. Suppose that one knows that yet other past experiences had other
properties, Q, R, ... Further suppose that experiences possessing these properties thereby saliently resemble each other, and
that one knows these facts about similarity. So, for example,
one may know that one’s (present) experience is more similar (in this salient respect) to a Q-experience than to an Rexperience, and so on. This appears to be sufficient for one to
know what one’s (present) experience is like. (Byrne 2004: 15)
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Byrne says that knowing via introspection that one experience is more
like a second than it is like a third suffices for knowing what it’s like to
have the first experience. If knowing the first thing (the similarity fact)
was necessary for knowing the second (the what it’s like fact), then this
would give us some reason to think that Byrne holds a comparative account of phenomenal L-talk. But Byrne only makes a sufficiency claim.
Snowdon acknowledges this, but takes Byrne to be also making the necessity claim because “unless he is assuming the latter [necessity] claim,
one has to wonder why he should focus on the cluster of resemblance
claims at all.” (2010: 18) So Snowdon concludes that Byrne holds a comparative account.
But Byrne makes the sufficiency claim in order to describe a counterexample to higher-order representational theories of consciousness.
Such theories allow that the similarity fact can hold without the what
it’s like fact holding. This contradicts the sufficiency claim. If, as Byrne
suggests, the sufficiency claim is true, then this is a point against higherorder theories. Byrne only needs the sufficiency claim to make his
argument—he does not need the necessity claim. So we don’t have to
read Byrne as making the necessity claim. This means there is no reason
to attribute a comparative account of phenomenal L-talk to Byrne.

3.1.2

Jackson

The passage Snowdon quotes from Jackson is:
We can distinguish the phenomenal states from the nonphenomenal ones. Phenomenal mental states have positions
in similarity spaces: perceived colors are more or less alike;
mild pain can shade into discomfort; an increase in felt heat
slips over into pain; and so on. Thus the intuitive appeal of
talking of phenomenal mental states as ones for which there
is something it is like to be in them, in the famous phrase
(see Nagel (1974)). They have a phenomenology. (Jackson
2007: 312–13)
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Jackson notes that phenomenal states occupy a similarity space. This
alone doesn’t give us any reason to think that he holds a comparative
account of L-talk. But Jackson says more than this: that the “intuitive
appeal” of using L-talk to pick out conscious states is grounded by the
fact that these states can be situated within a similarity space. Presumably this is because L-talk involves /like/, and one disambiguation of
this articulation is ‘likesimilar ’. But this doesn’t show that Jackson thinks
that L-talk involves ‘likesimilar ’. He might just be noting that what we
articulate when we engage in L-talk involves /like/, and that when we
articulate /like/ we often utter ‘likesimilar ’. That there is intuitive appeal
in using L-talk to talk about consciousness does not require that this appeal is well-grounded.37

3.1.3

Humphrey

The third candidate proponent of a comparative account is Humphrey.
He says:
the real danger remains that in looking for the kind of thing
the experience is like, we shall succeed in finding something
that is like it in all but the one crucial respect the subject cannot
describe. (Humphrey 2006: 80)
The second /like/ here is clearly ‘likesimilar ’, and so it is natural to read
the first in the same way. This gives us some reason to think that
Humphrey holds a comparative account.

∗
Neither Byrne, Jackson nor Humphrey argue for any particular account of L-talk, or say explicitly how they understand L-talk. So we cannot be sure that anyone endorses a comparative account of L-talk. Nevertheless understanding the /like/ in L-talk as ‘likesimilar ’ is an obvious
37. Also, as we saw in §2.2.1, there is some evidence that Jackson holds a technical
account of L-talk.
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way to try to make sense of this talk, so comparative accounts are worth
examining. It merits noting, however, that many philosophers explicitly reject comparative accounts of phenomenal L-talk: “the analogical
form of the English expression ‘what it is like’ is misleading. It does not
mean ‘what (in our experience) it resembles,”’ (Nagel 1974: n6 440); “Pace
the literalist, ‘know what it’s like’ does not mean ‘know what it resembles.”’(Lewis 2002: 282); “‘What is it like’ is not a request for a comparison but for a characterization ...” (Hacker 2002: 166); and, “I am going
to argue that it is a mistake to treat the word ‘like’ in this context as introducing a resemblance or similarity claim.” (Snowdon 2010: 17). Both
Lormand (2004: 318–22) and Hellie (2004: 352–56) go further than asserting that the comparative account is false: they each discuss and reject the
idea that L-talk involves ‘likesimilar ’.

3.1.4

Assessing comparative accounts

The comparative account is true of some L-talk, but not of the kind we’re
interested in, i.e., the kind we saw in examples (P1)–(P12) and (N1)–(N8)
in Chapter 1. The account is true of some L-talk because one disambiguation of /like/ is ‘likesimilar ’. We see this in the following exchange:
/you said that climbing Mont Blanc was like running a
marathon, what was it like to climb Mt Everest/
/it was like running three marathons a day, every day,
for a week/
The question uttered is ‘What was it likesimilar to climb Mt Everest?’
which means ‘What was climbing Mt Everest similar to?’ And the answer
uttered is ‘It was likesimilar running three marathons a day, every day, for
a week’ which means ‘It was similar to running three marathons a day,
every day, for a week’. In the same way, by articulating: /my mistress’
eyes are nothing like the sun/, we utter, ‘My mistress’ eyes are nothing
likesimilar the sun’ which means: my mistress’ eyes are not similar in any
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way to the sun.38
But while the ‘Mt Everest’ and ‘eyes’ examples are L-talk—they involve L-articulations such as /what is it like/ and /nothing like/—they
are not of the same kind as the examples we saw in Chapter 1. We can
see this if we consider whether the comparative account is correct for our
examples. By saying “There is nothing it is like to be a zombie,” (1996: 95)
in (P7), Chalmers clearly isn’t saying that zombies are not similar to anything. Indeed, the whole point of zombies is that they are very similar
to us indeed: in all ways but one—the phenomenal—they are just as we
are. In (P10) Nina says she would like to change places with Trigorin,
“To find out how a famous genius feels. What is it like to be famous?
What sensations does it give you?” (Chekhov 1912) As the first and third
sentences show, she is interested in the sensations the famous have, and
how it feels to be famous, not what being famous is similar to. When she
engages in L-talk in the second sentence she is asking for the same sort of
information. So it is clear that phenomenal L-talk is not concerned with
making or asking about comparisons.
The same is true when we look at our examples of non-phenomenal
L-talk. When, in (N2), Hanson says, “We do know what it is like for some
propositions to be justified without recourse to experience,” (1962: 524)
he is not saying that we know which things are similar to a proposition’s
being justified without recourse to experience. And the Chevron Phillips
Chemical website doesn’t answer their own question in (N5)—“What is
it like to have Chevron Phillips Chemical as your neighbor?” (Unknown
a)—by comparing having the company as a neighbour with other things
(having Ford as a neighbour, say, or having Sony as an employer). Again,
the question is not asking for a comparison to be made. A comparative
account of the non-phenomenal L-talk we are interested in is not plausi38. As noted above, what is being communicated here is that there nothing that is similar
in any contextually salient way to my mistress’ eyes. Perhaps this restriction shows up in
what is uttered (see, e.g., Stanley and Szabó (2000)) so the utterances I have given are
incorrect. This is a matter of debate, but it needn’t distract us here. Whether or not the
restriction shows up in what is uttered or only in what is said or communicated, it is
clear that what is uttered by /like/ in all these cases is ‘likesimilar ’.
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ble.
Note that it is true that we can go some way towards answering Lquestions by making comparisons. Perhaps Trigorin can give Nina some
sense of what it is like to be famous by comparing it with what it is like to
be at your own birthday party. Likewise, perhaps we can learn something
of what it’s like to have Chevron Phillips Chemical as a neighbour by
being told it is similar to having BP as a neighbour. But none of this
shows that the questions are asking for a comparison to be made. You
can go a long way towards answering my question, ‘What colour is your
new food mixer?’ by saying ‘It is similar to the colour of Sue’s shoes.’ But
this doesn’t mean that this question asks for a comparison to be made.
The same is true when it comes to L-talk.
If we look at other places in which we find L-talk of the sort we’re
interested in, we see again that it is implausible that it is used to make
or ask about comparisons. The thought experiment involving Mary—
the super-scientist who lives in a black and white room—introduced in
Jackson (1982) doesn’t hinge on Mary’s discovering what seeing red is
similar to when she leaves her room. Indeed those who use the example of Mary to oppose physicalism can explicitly allow that before she
leaves her room, Mary knows which experiences are similar to which.39
After all, Mary knows all the physical facts, which include facts such as:
healthy humans say that seeing red is more like seeing orange than it is
like seeing green. Thus the sense in which Mary learns what it is like
to see red can’t be that she learns what seeing red is similar to. This is
further evidence that a comparative account of L-talk should be rejected.
Comparative accounts have some prima facie plausibility. If we take
the /like/ in L-talk to be ‘likesimilar ’ we at least have a clear sense of what
L-sentences say: they assert, deny or ask about comparisons. Further,
it is clear that sometimes L-talk does involve this word. But it is just as
clear that this is not what is going on in the L-talk that we are interested
in—L-talk of the sort we saw in Chapter 1. Thus we should reject the
39. This is more evidence that Jackson does not hold a comparative account of L-talk.
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comparative thesis, and with it all comparative accounts of L-talk.

3.2

The pro-adjective thesis

If L-phrases do not contain ‘likesimilar ’, what word do they contain? In
the rest of this chapter, I will show that the L-phrases involved in the sort
of L-talk we are concerned with contain a pro-adjective. Pro-adjectives are
lexical items that stand to regular adjectives as pronouns—words like
‘that,’ ‘what,’ ‘nothing’, ‘who’, ‘her,’ and ‘someone’—stand to regular
nouns. The lexical items in question are ‘what ... like’, ‘something ... like’
and ‘nothing ... like’.40 It follows that L-talk is concerned with properties:
to say, ‘There is something it is like to have Chevron Phillips Chemical as
a neighbour,’ is to say that some property is instantiated when someone
has Chevron Phillips Chemical as a neighbour. And to say, ‘What is it
like to ride a rollercoaster?’ is to ask what property is instantiated when
someone rides a rollercoaster. I will call the thesis that L-talk involves
pro-adjectives the ‘pro-adjective thesis’.
Accepting the pro-adjective thesis doesn’t solve the puzzle (just as accepting the comparative thesis alone doesn’t solve the puzzle). But an acceptable account of L-talk must tell us what the meanings of L-sentences
are, and establishing the meaning of L-phrases gets us closer to this goal.
I will first explain more fully what the pro-adjective thesis is, before explaining why we should accept it.

3.2.1

Pro-adjectives

Pro-adjectives are one kind of pro-form. Pro-forms are words or expressions that require context to determine their semantic value: the contribution they make to what is said when they are uttered. Pronouns are

40. The account of these items that I give here is based on that given by Benj Hellie
in his (2004) and (2007). We differ in that Hellie puts more emphasis on how ‘what
... like’, etc., function logically—hence his description of these items as pro-predicates,
rather than pro-adjectives.
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probably the most familiar pro-forms: we use pronouns such as ‘it’, ‘that’,
and ‘those’ to refer to things. But which things a given occurrence of one
of these words stands for will depend on the context in which it is used.
In ‘The cat caught a mouse and then ate it,’ ‘it’ refers to the mouse. In ‘If
the cat caught anything she will have hidden it under the mat,’ ‘it’ refers
to whatever it was that the cat caught, if it caught anything. We could express the same propositions by saying ‘The cat caught a mouse and then
ate the mouse,’ and ‘If the cat caught anything she will have hidden the
thing she caught under the mat.’
As well as pronouns such as ‘it’ and ‘that’, we see other kinds of pronouns. The interrogative pronoun ‘what’ can be used to ask about a thing:
‘What did the cat catch?’ asks which thing the cat caught, ‘What is the
cat sitting on?’ asks which thing the cat is sitting on. ‘Something’ can
function as an existential quantifier pronoun, as in ‘Did the cat catch something?’ ‘Everything’ is a universal quantifier pronoun in ‘The cat ate everything.’
As pronouns are concerned with things, pro-adjectives are concerned
with properties. The word ‘so’ can be used as a pro-adjective in English.
When Hamlet says, “... there is nothing either good or bad, but thinking makes it so.” (Shakespeare 1603 [2002]: 2.2), he uses ‘so’ to refer to
the properties of goodness and badness. Hamlet could have expressed
the same proposition by uttering, ‘There is nothing either good or bad,
but thinking makes it good or bad.’ Just as ‘what’ can function as a interrogative pronoun, ‘how’ can be used as an interrogative pro-adjective,
as when we ask ‘How are you?’ or ‘How was your holiday?’41 English
doesn’t seem to have any individual words that serve as either existential or universal quantifier pro-adjectives—‘someway’ and ‘everyway’
are words but they are both pro-adverbs, not pro-adjectives. But there
is a (rare) negatory quantifier pro-adjective—‘nohow’—which has means
“Having no distinctive character,” Oxford Engish Dictionary (2013d).

41. ‘How’ can also function as a pro-adverb, but in the two cases just given it is clearly
a pro-adjective—answers will be given by way of adjectives, not adverbs.
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The pro-adjective thesis is that, as well as the pro-adjectives just listed,
English also has the multi-word pro-adjectives ‘what ... like’, ‘something
... like’, and ‘nothing ... like’.42 ‘What ... like’ means the same as ‘how’
(when it is used as a pro-adjective): roughly, ‘what way’. ‘Something ...
like’ means ‘some way’. And ‘nothing ... like’ means ‘no way’. In each
case, we must understand ‘way’ as referring to a way of being, rather than
a way of doing (otherwise we will interpret these phrases as pro-adverbs,
not pro-adjectives). Multi-word expressions are unusual in English, but
they are not absent from the language: ‘either ... or’ and ‘if ... then’ are
both familiar examples, as are ‘no one’ (a negatory quantifier pronoun)
and ‘what ... for’ (an interrogative pro-form meaning ‘why’).
This means that when we say, “We can know what it is like for something to be a good human being,” (as Davies (2006: 131) does in (N3)) we
are saying that we know what sort of properties something must have in
order for it to be a good human being. And “What is it like to be a cabin
crew member?” (as in (N7), (Unknown e)) asks about the properties that
those who are cabin crew members have. Similarly, (P7) “There is nothing it is like to be a zombie,” (Chalmers 1996: 95) means that zombies lack
(phenomenal) properties. And when Nina asks Trigorin, “What is it like
to be famous?” (in (P10) (Chekhov 1912)) she asks about the (phenomenal) properties that the famous undergo. As yet we have not explained
how, in phenomenal L-talk, it is phenomenal properties, rather than any
old properties, that we are concerned with. I consider three ways of answering this question in Chapters 4, 5 and 6. The pro-adjective thesis is
simply that both phenomenal and non-phenomenal L-sentences are concerned with properties because they involve pro-adjectives.
I think it is plausible that L-talk is concerned with properties: the explanations of the meanings of the examples just given strike me as cor-

42. In this paragraph—and only in this paragraph, unless otherwise noted—I am using
‘word’ to refer to phonological expressions, not grammatical expressions. ‘What ... like’,
etc. are multi-word phrases when we use ‘word’ in the phonological way. They are not
multi-word phrases when we use ‘word’ in the grammatical way (which is the way I
use it elsewhere in this thesis). See §1.3.1.
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rect. But, as I will now show, there are further reasons why we should
accept the pro-adjective thesis. The thesis explains a number of features
that L-talk exhibits. First, there are systematic meaning connections between utterances that differ only in the L-phrase they involve. If there is
something it is like to see mauve, for example, then it is not the case that
there is nothing it is like to see mauve. The same meaning connections
exist between other families of sentences in English and the explanation
there is that the sentences all involve pro-forms of a related kind. The proadjective thesis says that the same explanation applies to L-sentences.
Second, there are locutions very similar to L-phrases of the ‘what’ variety, namely those of the form /what is ... like/ In many cases, these locutions are clearly concerned with properties, and the pro-adjective thesis
explains why this is so, and why it is so plausible that L-sentences are
also concerned with properties. In the next section I will give this positive case for the pro-adjective thesis. I will then consider some challenges
to it (in §3.4). I will show that these challenges give us no reason to reject
the thesis, and that consideration of them in fact leads to more evidence
in favour of it.

3.3

Why accept the pro-adjective thesis?

I will now give two arguments that together show that L-sentences involve pro-adjectives. The first shows why we should accept the ‘pro’
part of the pro-adjective thesis, i.e., it shows that L-sentences involve
pro-forms. The second shows that ‘what ... like’, etc., are concerned with
properties, i.e., it shows why we should should accept the ‘adjective’ part
of the pro-adjective thesis.43

43. Hellie (2004) also argues for the pro-adjective thesis (although he says that Lsentences involve pro-predicates). The arguments he concentrates on show that there are
many uses of /what ... like/ etc., that do not plausibly involve the interrogative ‘what’
and the term ‘likesimilar ’ and so plausibly involve pro-adjectives. In his (2007: 445–48))—
where he draws attention to the logical structure of L-sentences—Hellie notes some of
the features of L-sentences I attend to in §3.3.1.
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Pro-forms

In this section I will first remind us of the feature of L-sentences that we
appealed to in §2.2.2 to show that idiom accounts of L-talk fail. This is
that there are systematic meaning connections between L-sentences that
differ only whether they are of the ‘what’, ‘something’, or ‘nothing’ kind.
I will then explain how the pro-adjective thesis explains these connections. Then I will show that we see parallel connections in other families
of sentences. I will argue that the obvious explanation in the latter case
is that the sentences involve pro-forms of a related kind. This suggests
that the meaning connections between L-sentences not only accord with
the pro-adjective thesis, but that the thesis plausibly explains them. Thus
the argument in this section shows why we should accept that ‘what ...
like’, etc. are pro-forms.
If we want to ask whether any conscious experience is undergone
when someone sees a mallow flower we can do this by saying, ‘Is there
anything it is like to see a mallow flower?’ If there is no conscious experience ins such a situation, we can express this by saying, ‘There is nothing
it is like to see a mallow flower.’ If there is some phenomenology, then
we can express this fact—without saying anything in particular about the
specific character of the experience—by uttering, ‘There is something it is
like to see a mallow flower.’ If we want to ask about the specific character of the experience we can ask, ‘What is it like to see a mallow flower?’
And we can talk about the specific character of the experience by using a
‘what’ L-phrase as when we say, ‘I know what it is like to see a mallow
flower.’
These meaning connections are easily explained on the pro-adjective
thesis. Consider again the connection between: ‘There is something it
is like to see a mallow flower,’ and, ‘There is nothing it is like to see a
mallow flower.’ The former is true if and only if the latter is false. The
pro-adjective thesis tells us that the former means ‘There is some [phenomenal] way it is to see a mallow flower,’ and the latter means ‘There is
no [phenomenal] way it is to see a mallow flower.’ The two differ only
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in that, where the former involves an existential generalisation (‘there
is some’) the latter involves the denial of an existential generalisation
(‘there is no’). This explains why one is true if and only if the other is
false. Similar explanations can be given for the other meaning connections described above.
We might admit that the pro-adjective thesis, if true, explains the
meaning connections we’ve seen. But no doubt we could concoct other
accounts of the meanings of L-phrases that would also explain this data.
Why think that the pro-adjective thesis is the correct explanation of the
connections? Because, as I will show, we see the same pattern of meaning connections between other families of sentences in English. These
sentences clearly involve pro-forms, and the connections between them
are clearly due to the different pro-forms they contain.
We ask, ‘Is there anything Rashid needs?’ when we want to know
whether there is anything that Rashid must have. If there isn’t anything
he needs, we can say, ‘There is nothing Rashid needs.’ To say that Rashid
needs something, but without saying anything more than that (without
saying anything about the specific thing that he needs) we can say, ‘There
is something Rashid needs.’ We can ask which thing Rashid needs by
asking, ‘What does Rashid need?’ And if we want to refer to the specific
thing that he needs—for example, to say that we know what that thing
is—we can say ‘I know what Rashid needs.’
These sentences each involve a different pro-form: ‘anything’, ‘nothing’, ‘something’ and ‘what’. And the meaning connections between
the sentences are clearly due to the sentences differing only in which
pro-form they contain (and in grammatical features that must be altered
to accommodate the differences in pro-form). Two features of the proforms explain the meaning connections. First, the pro-forms are of different kinds—‘what’ is an interrogative pro-form, ‘something’ is an existential quantifier pro-form, ‘nothing’ is a negatory quantifier pro-form,
and so on. Second, the pro-forms all share the same domain—they are all
concerned with things (understood broadly). The ‘something’ statement
about Rashid is true if and only if the ‘nothing’ statement is false be-

§3.3

WHY ACCEPT THE PRO - ADJECTIVE THESIS ?

89

cause (a) ‘something’ is an existential quantifier pro-form and ‘nothing’
is a negatory quantifier pro-form, and (b) both pro-forms have the same
domain. We don’t get the negation of the ‘something’ statement if, for
example, we change ‘nothing’ to ‘nowhere’ because, although ‘nowhere’
is a negatory quantifier pro-form, its domain is locations, not things.
The meaning connections we see between L-sentences are analogous
to those between the Rashid sentences, so we should expect them to be
similarly explained. In other words, we should expect L-sentences to involve pro-forms which have the same domain. (In the next section we’ll
see why we should take that domain to be properties.) And we should
think that the the pro-forms are ‘what ... like’, ‘something ... like’, and
‘nothing ... like’ rather than simply ‘what’, ‘something’ and ‘nothing’
(which seems to be the only other plausible option). This is because, first,
if the pro-form were ‘what’, then this raises the question of how to understand the /like/ in L-articulations. It seems we would have to take it
to correspond to ‘likesimilar ’. But we’ve seen that L-talk does not involve
this term. And, second, if the pro-form in ‘What is it like to see a mallow
flower?’ were ‘what’, then we’d expect answers to contain a /like/. (As
we saw in §2.1.1, Hacker (2002) notes this feature of L-talk and thinks it
leads to problems for L-talk. The pro-adjective thesis helps explain why
there is no problem here.) But the answer is (if conditions are good) more
plausibly something along the lines of ‘Seeing a mallow flower is mauve’,
rather than, ‘Seeing mallow flower is like mauve for Mo’.
The explanation, then, of the systematic meaning connections that Lsentences exhibit is that these sentences involve the pro-forms ‘what ...
like’, ‘something ... like’, and ‘nothing ... like’, all of which have the same
domain. In the next section we’ll see why we should take these pro-forms
to be pro-adjectives: why the domain they share is that of properties.

3.3.2

Property talk

We’ve already seen (in §3.2.1) that the idea that L-talk is concerned with
properties is a natural and appealing one. In this section I will show
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why we should accept the pro-adjective thesis as the best explanation
of this. My strategy is similar to that used in the previous section. I
will first show that some non-L-sentences—those of the form ‘What is o
like?’, where o is a term that refers to an object—ask about properties.
I will argue that the obvious explanation for this is that these sentences
involve an interrogative pro-adjective ‘what ... like’.44 This suggests that
the same explanation should apply to L-talk.
Consider the following articulations:
/what was your holiday like/
/what is climbing a mountain like/
/what is your new boss like/
By making these articulations, we ask questions, but the articulations are ambiguous: there are two questions we might be asking by making each of them. We might take the questions uttered
to involve the word ‘likesimilar ’, in which case they ask for comparisons to be made. Or the questions might be asking about the
features of your holiday, etc., rather than about what your holiday
was similar to. On this second reading, natural responses to the
first articulation are, ‘It was calming/cheap/colourful/frigid.’ We
might respond to the second articulation by saying, ‘It is exhausting/exhilarating/exasperating/costly.’ And we can reply to the third by
saying, ‘She is frivolous/fantastic/fastidious/sociable.’ These responses
are not appropriate if the question asks for a comparison to be made.
But they are appropriate responses to a request for information about the
properties of the relevant thing. The second way we can understand the
questions asked by the three articulations, then, is as asking about properties. That we can understand these questions as asking about properties is recognised by the Oxford Engish Dictionary (2013c): “The question
What is he (or it) like? means ‘What sort of a man is he?’, ‘What sort of
44. Hellie (2004) also makes this point.
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a thing is it?’, the expected answer being a description, and not at all the
mention of a resembling person or thing.”45
Thus, by articulating things of the form /what is o like/ we can ask
about the properties of o: what we ask means, ‘What way is o?’ (where
this asks about o’s way of being). The obvious explanation of this is that
what is uttered involves a pro-adjective. The only plausible candidate
is ‘what ... like’ (as we’ve just seen, it isn’t plausible that the pro-form
here is ‘what’ alone). So there is evidence—independent of that provided
by looking at L-talk—for thinking we use the pro-form ‘what ... like’ in
English to ask about properties—i.e., that ‘what ... like’ is a pro-adjective.
As we saw in the Rashid examples, pro-forms come in families which
share the same domain: the interrogative ‘what’ is associated with the existentially generalising ‘something’, the existentially negating ‘nothing’,
and so on. This means that the independent evidence we have for thinking that there is an interrogative pro-adjective ‘what ... like’ suggests that
there are also existential and negatory quantifier pro-forms that we might
expect to look like /something ... like/ and /nothing ... like/. According
to the pro-adjective thesis, this is exactly what we see.
There are further reasons to think that L-sentences work the same way
as ‘What is o like?’ sentences: as noted above (§2.2.2) anything that we
can say with an articulation of the form /what is it like to V/ can also
be said by an articulation of the form /what is V-ing like/. Consider the
following examples:
Physically omniscient Mary understands ‘red’ as well as anyone, and knows she will see a red object when she is released
from her cell. The only thing she doesn’t know is what seeing
red is like. (Byrne 2002: 130)
What is skydiving like?
It’s such a rush. Scary at first but after a couple of seconds it’s
really relaxing and beautiful. (Unknown d)
45. There is also has an entry for ‘what-like, adj. (and n.)’ which, although only used archaically or in dialect, means ‘Of what appearance or aspect; of what kind or character.’
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We could replace each of the gerund (’-ing’) form L-sentences just quoted
with their infinitive-form analogues: ‘The only thing she doesn’t know is
what it is like to see red,’ and, ‘What is it like to skydive?’—note that the
answer actually given to ‘What is skydiving like?’ is just as appropriate
as a response to the infinitive form question.46 Further, anything of the
form /what is V-ing like/ is of the more general form /what is o like/.
The sameness of meaning of gerund- and infinitive-form L-sentences
looks to be an instance of a more general phenomenon as the following
pairs of sentences show:
There is somewhere it is illegal to drive.
There is somewhere driving is illegal.
There is something it costs to gain unlimited knowledge.
There is something gaining unlimited knowledge costs.
The sentences in each pair are equivalent in meaning.47
So we can ask the same question (or make the same statement) by producing either a /what is it like to V/ or a /what is V-ing like/ articulation. This is because what is uttered in both cases has the same linguistic
meaning, even though they are distinct sentences.48 We can translate any
sentence of the ‘what is it like to V’ form into one of the ‘what is V-ing
like’ form by taking the ‘to V’ element, transforming it into the relevant
gerund phrase (’V-ing’), and then moving the resultant gerund phrase
to the location in the sentence previously occupied by ‘it’. As a concrete
example, consider ‘What is it like to skydive?’ To translate this into its
‘what is V-ing like’ partner, we transform ‘to skydive’ to ‘skydiving’ and
46. Compare the question and answer we saw in §2.2.2:
What is it like to skydive?
... There are no words to describe the feeling of freefall. It’s absolute freedom. There is no sensation of falling; it’s much more like flying. (Unknown c)
47. We’ll see why this is so in §5.1.
48. Recall that while a difference in meaning entails a difference in sentence, the converse is not so. See §1.3.2.
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then replace the ‘it’ in the original sentence with the transformed verb
phrase. This gives us ‘What is skydiving like?’49
We saw in the previous section that the meaning connections between
L-sentences are explained if they contain pro-forms. When we combine
this insight with the fact that we can use articulations of the form of
/what is o like/ to ask about the properties that o has, this suggests that
the domain of these pro-forms is that of properties. In other words, it
suggests that ‘what ... like’, ‘something ... like’, etc., are pro-forms whose
domain is properties: they are pro-adjectives. Thus we should accept the
pro-adjective thesis.

3.4

Objections to the pro-adjective thesis

One general strategy someone might use to argue against the proadjective thesis goes as follows. The pro-adjective thesis accounts for the
data we have—it explains how L-talk is about properties, the meaning
connections that exist between L-sentences, and the analogy with /what
is o like/ articulations—but it also predicts data that we don’t see, and
this gives us reason to doubt its truth. Since this happens in three ways,
we get three objections to the thesis. First, the thesis predicts that English
has a demonstrative pro-adjective ‘like ... that’. Second, it predicts that
we will see ‘something ... like’ (and ‘nothing ... like’, and ‘anything ...
like’) being used in non-philosophical contexts to talk about consciousness. Third, it predicts that we’ll see these phrases being used in nonphenomenal L-talk. In all three cases the objection is that we don’t see
these things. Thus we should reject the pro-adjective thesis.

49. The claim here is not that any question we can ask by articulating /what is o like/
can also be asked by articulating something of the form /what is it like to .../, or that any
sentence of the form ‘What is o like?’ can be transformed without change of meaning
into one of the form ‘What is it like to V?’ Neither of these claims is correct. The question
asked by /what is your new boss like/ cannot be asked by articulating something of the
form /what is it like to .../. For example, /what is it like to have a new boss/ doesn’t
ask about the boss, but about having a new boss. Nor is there any sentence of the form
‘What is it like to V?’ that has the same meaning as ‘What is your new boss like?’
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I will respond to these three objections in turn. First I will show that
we do see the pro-adjective ‘like that’ in English. Then I will explain
why we can’t use ‘something ... like’, etc., in non-philosophical, phenomenal L-talk. Third, I will explain why, although we can use these proadjectives in non-phenomenal L-talk (in any context), it’s not surprising
that we rarely do.

3.4.1

’Like that’

We’ve seen that pro-forms that share a domain can differ as to whether
they are interrogatives—e.g., ‘what’, ‘what ... like’, ‘where’—or existential quantifiers—e.g., ‘something’, ‘something ... like’, ‘somewhere’—or
of other kinds. One of the other kinds is demonstrative pro-forms such
as ‘that’ and ‘there’. The first objection to the pro-adjective thesis is that
we we should also see a demonstrative pro-adjective with the form ‘like
that’, but we do not.
The objection fails because there is such a pro-adjective and we do see
it being used. The Oxford Engish Dictionary (2013c) recognises that there
is a such a pro-adjective: the phrase ‘like that,’ can be “used predicatively
(perh. a Gallicism = F. comme cela): of the nature, character, or habit indicated; ...”. We also see ‘like that’ being used as a pro-adjective in every
day speech:
Total Film: So Ricky [Gervais], where did you hear about the
diva-rumours that you then exaggerated for Ben [Stiller]’s
character in Extras?
Ricky: I totally made it up!
that! (Gervais)

I never dreamt he was like

Gervais is not comparing Stiller with the character that Stiller plays in Extras (or with some specific or non-specific diva). Had this been his intention, he would have said something like ‘I never dreamt he was like him,’
or ‘I never dreamt he was like a diva.’ So he doesn’t utter the interrogative
pronoun ‘what’ and the word ‘likesimilar ’. Instead, Gervais is saying that
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he did not think that Stiller had those properties characteristic of divas:
he utters the demonstrative pro-adjective ‘like that’.
In the following quotation, which occurs in a philosophical context,
‘like this’ is again used as a demonstrative pro-adjective:
What is phenomenal consciousness and how did it evolve?
Or, as we can now reframe this: What is creating a sensation,
what makes it like this to be the subject of it, and why does it
matter? (Humphrey 2006: 38)
According to the pro-adjective thesis, the differences between ‘like this’
and ‘like that’ will mirror those between ‘this’ and ‘that’—in many cases,
either can be used, but if we wish to distinguish between two indicated
properties, ‘like this’ is used to refer to the property that is (in some sense)
closer than the other. Thus Humphrey engages in phenomenal L-talk of
the ‘that’ (rather than the more familiar, ‘what’ or ‘something’) kind.
These examples show that we do see ‘like that’ (or ‘like this’) employed as a demonstrative pro-adjective. So we should not reject the
pro-adjective thesis because it predicts the use of a term that we do not
see.50

3.4.2

Phrases not seen in phenomenal L-talk

The second objection to the pro-adjective thesis is that it predicts that
we’ll see phenomenal L-sentences of the ‘something’, ‘nothing’, and ‘anything’ varieties used in non-philosophical contexts, but we don’t see this.
This complaint is well-founded. But this doesn’t give us a reason to think
that the pro-adjective thesis is false. This is because there are good reasons why we don’t see these L-sentences used in this way.
We don’t find natural examples of phenomenal L-talk outside of philosophy that involve ‘nothing’, ‘something’, or ‘anything’ L-phrases. This
is because to use these phrases is to be concerned with whether there is
50. Hellie argues that English contains the pro-predicate, ‘like that’, in his (2004) and
(2007).
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any phenomenology in the relevant situation. In other words, using these
sorts of L-phrases to talk about phenomenology requires being interested
in questions about the existence or otherwise of phenomenal properties.
But to be interested in such questions is thereby to be within a philosophical context: to be concerned with philosophical issues. This is so just
in the same way that to be concerned with the sort of scenarios that the
global sceptic asks us to consider, or with which general moral principles
ought to guide our behaviour, is to thereby be in a philosophical context.51 Thus it is not surprising that we don’t see non-’what’ L-sentences
in non-philosophical contexts being used to engage in phenomenal Ltalk: to use such sentences is to be engaged in a philosophical discussion,
i.e., to be in a philosophical context.
It might be objected that that my notion of what it is to be in a philosophical context is too generous. Perhaps a context must be the right kind
of academic, or scholarly, or educational context to count as a philosophical context: not all contexts in which philosophical issues are discussed
are philosophical contexts. This might be right. If so, it will be possible to
discuss whether, say, bats have conscious experiences, or whether beliefs
are phenomenally conscious states, in a non-philosophical context. If so,
then it is not true that we don’t find phenomenal ‘something’ L-sentences
used in such contexts: many discussions of these issues can be found on
the internet. (E.g., “Is there anything it is like to ‘be’ a tree? I think not.”
(Berkovits 2009), and “In fact we only experience life as we do because
there is nothing it is like to be dead!” (Neotenic 2009).)
Thus the second objection to the pro-adjective thesis fails. There are
two possibilities. The first is that what is communicated by phenomenal
uses of ‘something’, etc., L-sentences is such that: to talk in this way is
thereby to be in a philosophical context. If so, then the thesis does not
predict that we’ll see this kind of L-talk in non-philosophical contexts.
The second possibility is that we adopt a looser notion of a philosophical

51. This is not to say that non-philosophers cannot talk about these things. It is just to
say that when they do they are in a philosophical context.
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context, in which case we do see the phenomena that the objection claims
we do not. Either way, the objection is not successful.

3.4.3

Phrases not seen in non-phenomenal L-talk

The third objection to the pro-adjective thesis is that we don’t see nonphenomenal L-sentences of the ‘something’, ‘nothing’, and ‘anything’ varieties; the thesis predicts that we should see such sentences. It is true that
we don’t see these sentences being used in this way. But this shouldn’t
lead us to abandon the pro-adjective thesis. This is because, although
there are good reasons why we don’t use these sentences in this way, we
can so use them if we wish to. To keep things brief, I will only consider
the objection as related to ‘something ... like’; what I say can be straightforwardly translated to apply to ‘nothing ... like’ and ‘anything ... like’. I
will first explain why we don’t see ‘something ... like’ in non-phenomenal
L-talk. Then I will show how, despite this, we could use it this way.
We do not find examples of non-phenomenal, ‘something’ L-talk in the
wild, either in philosophical or in non-philosophical contexts. This is
because to ask or talk about there being something it is like in some situation is to ask or talk about whether there are any (contextually salient)
properties instantiated in that situation. We can use ‘something it is like’
to ask if there are any such properties instantiated and to say that there
are some salient properties instantiated. But if we use this L-phrase, we
do not say anything specific about which properties are present. To say
that there is something it is like to have Chevron Phillips Chemical as a
neighbour is to say only that, when one has Chevron Phillips Chemical
as a neighbour, some (salient) property is instantiated: it is to say nothing
about which particular property that is.
But it is very rare that we care whether properties are instantiated without caring which properties are instantiated. Imagine that we are interested in which properties related to local employment rates will be instantiated if Chevron Phillips Chemicals move into the neighbourhood.
It would be next to useless for someone to tell us merely that some em-
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ployment rate-relevant properties will be instantiated if they move in:
this is true, but trivially so. Further, it is rare that we know that some
salient property is instantiated in a situation, although we don’t know
anything more specific about which property is so instantiated, and yet
what we know is interesting enough to be communicated to others. Anyone who knows something worth transmitting to others that concerns
how Chevron Phillips Chemicals’ moving into the neighbourhood will
have consequences for local employment will usually have some idea as
to what those consequences will be: they won’t merely know that there
will be some consequences of this kind. So although we can use ‘something’ L-phrases to talk about topics other than phenomenology, we very
rarely have reason to do so.

When it comes to phenomenology, however, we often are interested
in whether there are phenomenal properties instantiated without worrying too much as to which phenomenal properties are instantiated. For
example, even if we agree that in Jackson’s famous thought experiment
(1982) Mary learns what it is like to see red on first seeing a red object, as
the voluminous literature responding to this thought experiment shows,
it is not at all clear which particular properties—or even which kind of
properties—are instantiated when she does. This explains why uses of
‘something’ L-phrases are common when the subject matter is consciousness, but are not at all common when the subject matter is something
else.

It is true then, that we rarely see ‘something ... like’ used in nonphenomenal L-talk. But we can explain why this is so: it is rare that
we can say something informative by using this pro-adjective, and yet
cannot say something more informative by giving more detailed information.
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We can use these phrases
Although we usually don’t, we can use the pro-adjective ‘something ...
like’ in non-phenomenal, non-philosophical L-talk.52 If we want to ask
whether an apple on the moon has any weight, whether Kate has any
unusual personality traits, or whether grouse have any method of mate
selection, we can say:
Is there something this apple is like [in some context in which
it is clear that we are concerned with the property kind:
having some weight while on the moon]?
Is there something Kate is like with regard to unusual
personality traits?
Is there something grouse are like vis-a-vis their method
of mate selection?
But it is clearer and less long-winded to say:
Does this apple have any weight when it’s on the moon?
Does Kate have any unusual personality traits?
Do grouse have some method of mate selection?53
We might think that the reasons just given show too much: they apply just as well to philosophical, phenomenal L-talk. So why do we see
‘something ... like’ in phenomenal philosophical L-talk? It is certainly
true that we can say that there is something it is like for something to be
the case without using L-talk at all: ‘Bats have phenomenal properties,’

52. The following examples are self-conscious, “domesticated”, uses of the language
which are produced to make a point about the language. They do not show false the
claim discussed above: that we don’t find natural examples of this pro-adjective used in
these ways.
53. The same point could be made by considering statements. For example, ‘Kate has
some unusual personality traits,’ is clearer and less long-winded than ‘There is something Kate is like with regard to unusual personality traits.’
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‘The experience of nausea has a subjective character,’ ‘The state of seeing
a mallow flower has associated raw feels,’ and so on. But these ways of
talking all make use of technical terms such as ‘phenomenal property’,
‘subjective character’, and ‘raw feel’. Sometimes, even in philosophical
contexts, we want to talk about phenomenology in everyday language, to
emphasise that what we are talking about is related to our intuitive, pretheoretical notion of consciousness. ‘Something ... like’ is a non-technical
term, just as ‘what ... like’ is. Thus, we use this term to say that something has some phenomenal properties because it is one of the few ways
that we can do so without involving technical terminology.54 So, we can
use ‘something ... like’ in non-phenomenal L-talk. It’s just that, in almost
all situations, we can be clearer and/or briefer by using other locutions.
The fact that we don’t see ‘something ... like’, ‘nothing ... like’, and
‘anything ... like’ being used in non-phenomenal talk, then, is a consequence of the meaning of such talk: we rarely wish to make utterances
with such meanings. Nevertheless, if we want to use these expressions
as pro-adjectives, we can do this (and when we talk about consciousness,
we often do).

∗
The three objections we’ve looked at each claim that the pro-adjective
thesis predicts the existence and use of terms that we do not see. None of
the objections succeeds. We do see the demonstrative pro-adjective ‘like
that’ that the thesis predicts. The pro-adjective thesis explains why we
don’t see phenomenal ‘something’, ‘nothing’, and ‘anything’ L-sentences
in non-philosophical contexts (or, if we employ a looser notion of such a
context, we do see these sentences in these contexts). And we should not
be surprised that, although we can use non-’what’ L-phrases outside of
philosophy or in non-phenomenal L-talk, we rarely do.
54. We haven’t explained yet how we can use pro-adjectives to talk about phenomenal
properties in particular (I consider this issue in Chapters 4, 5, and 6). My claim at the
moment is orthogonal to that issue: it is just that we sometimes want to talk about
consciousness using non-technical terms, and we can do this by engaging in L-talk.

§3.5

3.5

SUMMARY

101

Summary

The pro-adjective thesis is that L-talk is concerned with properties because L-phrases involve pro-adjectives—‘what ... like’, ‘something ...
like’, ‘nothing ... like’, etc.. The thesis best explains two features of
English: that certain systematic meaning connections exist between Lsentences that differ only in the L-phrase they involve; and that by asking ‘What is o like?’ we can ask about o’s properties. It is also compatible
with the use of ‘like that’ as a demonstrative pro-adjective, and the uses
of ‘something’ and ‘nothing’ L-talk that we see and don’t see. I conclude
that we should accept the pro-adjective thesis.
Accepting the pro-adjective thesis also allows us to explain exactly
which sorts of L-talk we are interested in. So far we’ve picked out our
topic by gesturing at that/those type(s) that we see in examples (N1)–
(N8) and (P1)–(P12). Now we can be more precise: the sort of L-talk we
are interested in is that which involves utterances of the pro-adjectives
‘what ... like’, ‘something ... like’, ‘nothing ... like’, and so on.
This chapter had two goals: to show why the comparative thesis is
false (and so why comparative accounts of L-talk are mistaken); and to
show why we should adopt the pro-adjective thesis in its place. I will
henceforth assume that all plausible accounts of L-talk will accept the
pro-adjective thesis. But, as I noted in Chapter 3, accepting the proadjective thesis doesn’t give us a solution to the puzzle. In Chapter 4
I will examine a syntactic account of L-talk. This account accepts the
pro-adjective thesis and claims that phenomenal and non-phenomenal
L-sentences have different structures.

C HAPTER FOUR

Syntactic accounts
In this chapter I will examine a syntactic account of L-talk. Syntactic accounts hold that phenomenal and non-phenomenal L-sentences differ in
their syntax. We get a plausible syntactic account if we accept three theses: the ellipsis thesis, the non-phenomenal single-for thesis, and the phenomenal double-for thesis.
The ellipsis thesis is that elements of what is uttered when we use
L-talk are often not articulated: many instances of L-talk involve ellipsis.
Ellipsis is a familiar phenomenon: imagine that Mark tells Carol that he’s
going out. Carol asks a question by articulating /where/. Mark replies
with the articulation /to the park/. What Carol utters is something like,
‘Where are you going?’, and what Mark utters in response is something
like, ‘I’m going to the park.’ In both cases, much of what is uttered has
no counterpart—does not show up—in what is articulated. The ellipsis
thesis says that we see the same phenomenon in much L-talk. Accepting
the ellipsis thesis explains how it is that the structure of phenomenal and
non-phenomenal L-sentences can differ, even though what is articulated
in phenomenal and non-phenomenal L-talk can be the same.
The non-phenomenal single-for thesis concerns the structure of nonphenomenal L-sentences: these sentences, it holds, involve only a single ‘for ...’ element. The idea is that non-phenomenal L-sentences involve a ‘for y’ element (which, the ellipsis thesis tells us, is sometimes
unarticulated). For example, in (N2) in Chapter 1, Hanson engages in
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non-phenomenal L-talk by articulating /what it is like for some propositions to be justified without recourse to experience/. The ‘for y’ element
that is uttered here corresponds to the /for some propositions/ that is
articulated. In contrast, the questioner in example (N8) engages in nonphenomenal L-talk by articulating /what is it like to be famous/. On the
syntactic account, what they utter is:
What is it like for someone to be famous?
The ‘for y’ element—here ‘for someone’—of the sentence is not articulated.
The phenomenal double-for thesis concerns the structure of phenomenal L-sentences: all such sentences involve two ‘for ...’ elements. Or,
to put it another way, all phenomenal L-sentences are double-for sentences. What is uttered in phenomenal L-talk involves the ‘for y’ element that we’ve just mentioned (as in non-phenomenal L-talk, it is sometimes unarticulated). But phenomenal L-sentences involve a further ‘for
x’ element (which is also sometimes unarticulated) that is absent in nonphenomenal L-sentences. When Nina engages in phenomenal L-talk in
(P10), for example, what she articulates is the same as what is articulated
by the speaker in (N8): /what is it like to be famous/. If the phenomenal
double-for thesis is correct, however, what Nina utters is:
What is it like for you for you to be famous?
In this case, both of the ‘for you’ elements lack a counterpart in what is
articulated.
As we’ve just seen, the sentences uttered in the two cases (N8) and
(P10) have different forms, and so are distinct. If we accept both the nonphenomenal single-for and the phenomenal double-for theses, the same
is true of all non-phenomenal and phenomenal L-sentences. Thus the
account solves the puzzle by denying [T3]:
[T3] The same L-sentences can be used in both phenomenal
and non-phenomenal L-talk.
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Phenomenal and non-phenomenal L-sentences differ in their syntactic
structure: phenomenal L-sentences have a more complex structure because they involve two ‘for ...’ elements while non-phenomenal Lsentences only involve one. Since the sentences have a different syntax,
they are different sentences (see §1.3.1). Thus [T3] is false. As with other
accounts that reject [T3], we can easily explain why [T3] looks plausible:
we see the same articulations in phenomenal and non-phenomenal L-talk,
and, often when we engage in linguistic communication what is uttered
matches up with what is articulated. The syntactic account appeals to the
ellipsis thesis to explain how, in the case of L-sentences, what is uttered
often does not match up with what is articulated.
I will argue that the syntactic account fails: syntax alone does not suffice to distinguish phenomenal from non-phenomenal L-sentences. This
is because the non-phenomenal single-for thesis is false: not all nonphenomenal L-sentences involve only a single ‘for ...’ element—some are
double-for sentences. Nevertheless, we should accept much of what the
account says. Most non-phenomenal L-sentences involve only a single
for phrase. And the ellipsis and phenomenal double-for theses are true:
much L-talk involves ellipsis, and phenomenal L-sentences are doublefor sentences. Since, as I’ll show, any plausible account of L-talk must
hold the ellipsis and phenomenal double-for theses, any plausible syntactic account will look very much like the particular syntactic account I
will consider in this chapter. That this particular syntactic account fails
to solve the puzzle is good reason to think that any syntactic account will
also fail.
In §4.1 I will argue that all L-sentences involve a ‘for y’ element that
is not always articulated. This shows why we should accept the ellipsis thesis, and why the non-phenomenal single-for thesis is an attractive
one. In §4.2 I show that, in addition to the ‘for y’ element, phenomenal Lsentences involve a ‘for x’ element. This gives us reason to accept the phenomenal double-for thesis. I will then describe what the syntactic account
has to say about various examples of L-talk that we have seen and further
clarify the account (in §4.3). In §4.4 I will describe an objection to the syn-

106

SYNTACTIC ACCOUNTS

§4.1

tactic account based on the observation that we do not see phenomenal
L-sentences fully articulated. I explain why this doesn’t give us reason
to doubt the account. In the final section, §4.6, I will explain why syntactic accounts fail. Some non-phenomenal L-sentences have a double-for
structure, so the phenomenal double-for thesis is false. Thus we cannot
distinguish phenomenal and non-phenomenal L-sentences solely by focusing on their syntax.

4.1

Non-phenomenal L-sentences

In this section, I will show that all non-phenomenal L-sentences involve a
‘for y’ element, whether or not this corresponds to an element of what is
articulated. Doing so illustrates the truth of the ellipsis thesis. For ease of
presentation, I will only discuss L-sentences of the ‘something...’ (rather
than ‘nothing ...’ or ‘what ...’) kind in detail. Once this is done, I will show
how this discussion applies to these other kinds of non-phenomenal Lsentence.

4.1.1

Two types of L-articulation

The examples of non-phenomenal L-talk that we have seen—examples
(N1)–(N8) in §1.2.2—fit into one of two types. The first type—type-(/forto/)—consists of L-talk that involve articulations of the form:
(/for-to/) /for s to V/55
Where ‘to V’ stands for an infinitive verb phrase (such as ‘to see mauve’
or ‘to be famous’) and ‘s’ stands for a noun phrase. Four of the examples
we saw in Chapter 1 are of type-(/for-to/):

55. When labelled forms and examples are forms or examples of articulations, I will
indicate this by including ‘/’s in their label. When the form or example is of a sentence
(or a string of words) I will indicate this by a lack of ‘/’s. (See, e.g., the form (for-to)
below.)
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(N1): /what it is like for social science to contribute positively
to knowledge/
(N2): /what it is like for some propositions to be justified without recourse to experience/
(N3): /we can know what it is like for something to be
a good human being/
(N6): /what it is like for ESL composition to finally be a
recognized discipline/

The second type of non-phenomenal L-talk—type-(/to/)—contains all
instances of L-talk that are not of type-(/for-to/), but do involve articulations of the form:
(/to/) /to V/
Four of the examples from Chapter 1 are of type-(/to/):
(N4): /what would it be like to be mistaken about our current
mental states/
(N5): /what is it like to have Chevron Phillips Chemical
as your neighbor/
(N7): /what is it like to be a cabin crew member/
(N8): /what is it like to be famous/

I will now show that, although there are two types of articulation here,
there is only one type of sentence: in all cases, what is uttered contains a
‘for y’ element, whether or not there is a corresponding element in what
is articulated. In other words, all non-phenomenal L-sentences have the
form:
(for-to) forV s to V
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To show this (and to explain why the uttered ‘forV ’ is subscripted ‘V’) it
will be helpful to first look at articulations distinct from, but similar in
structure to, L-articulations.

4.1.2

A non-L-talk analogue

Consider the following articulation (from Huddleston (1984: 306)):
(/a/) /Ed was keen to see the manuscript/
What is uttered by producing (/a/) involves the infinitive verb ‘to see’,
but the grammatical subject of this verb is not articulated. It is obvious to
competent English speakers that the subject—i.e., the term that refers to
the thing whose seeing the manuscript is relevant—is ‘Ed’. We can show
this grammatical subject by placing it in front of the verb, preceded by
‘for’. The ‘for’ uttered here gives us the subject of the infinitive ‘to V’, so
I will mark it with a subscripted V. The sentence uttered when (/a/) is
articulated, then, is:
(a) Ed was keen forV Ed to see the manuscript.
Often we don’t need to make explicit what the grammatical subject of
the infinitive verb is. Competent English speakers can work out what it
is even if this information isn’t articulated. So we encounter articulations
like (/a/) more often than ones like (/b/):
(/b/) /Ed was keen for Ed to see the manuscript/
But sometimes we do need to make the subject explicit, as when there is
confusion over what the subject is. For example, imagine that Mildred
thinks that Ed was keen for Ned to see the manuscript (she is not misinterpreting (/a/)—she hasn’t heard it—she’s just mistaken about what’s
going on). She might express her understanding of the situation by uttering (c):
(c) Ed was keen forV Ned to see the manuscript.
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In such a situation, we could correct Mildred’s misunderstanding by articulating (/b/). So although we often don’t need to make explicit—to
articulate—who (or what) the grammatical subject of the infinitive verb
is, sometimes we do need or want to do this. In particular, we do it when
either (i) it is distinct from the subject of the main verb (as in (c)), or (ii)
when there might be confusion as to what the subject is (as when we
correct Mildred’s misunderstanding by articulating (/b/)). And we can
do it easily by inserting ‘forV y’ before the infinitive verb, where y is the
grammatical subject.

4.1.3

Making the analogy

Type-(/to/)
L-talk of type-(/to/) doesn’t involve the articulation of the grammatical
subject of the infinitive verb. But, as with (/a/), what is uttered when such
articulations are made does contain such an element: the ellipsis thesis is
true. And as with (/a/), we show what the subject of the infinitive verb
is by inserting ‘forV y’ before the verb , where y is the subject of ‘to V’.
As a concrete example, imagine that someone wants to give a positive,
but non-committal, answer to the question asked in (N5): what is it like
to have Chevron Phillips Chemical as a neighbour? They can do this by
uttering:
(/d/) /there is something it is like to have Chevron Phillips
Chemical as a neighbour/

This is a type-(/to/) L articulation: no element of what is articulated corresponds to the subject of ‘to have’. As competent English speakers we
can see that the subject is a generic ‘someone’. What is uttered by articulating (/d/), then, is:
(d) There is something it is like forV someone to have
Chevron Phillips Chemical as a neighbour.
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Exactly the same sentence would have been uttered had the speaker
made the grammatical subject of the infinitive verb explicit by producing the articulation:
/there is something it is like to have Chevron Phillips Chemical as a neighbour/
What goes for ‘something’ non-phenomenal L-sentences goes for their
‘what’ siblings, too. The following articulation is made in (N7):
(/e/) /what is it like to be a cabin crew member/
As before, the subject of the infinitive verb is not articulated. But, again,
it is clear that it is a generic ‘someone’. So what is uttered is:
(f) What is it like for someone to be a cabin crew member?
It should be clear that we could go through the same procedure with
the other type-(/to/) examples from Chapter 1 and with any other type(/to/) examples of non-phenomenal L-talk that we can find.
What we’ve shown, then, is that, when we are engaged in nonphenomenal L-talk and produce articulations of type-(/to/), what is uttered is of the form:
(for-to) forV s to V
Type-(/for-to/)
When it comes to articulations of type-(/for-to/), such as:
(N1): /what it is like for social science to contribute positively
to knowledge/
the subject of the infinitive verb is articulated: it is ‘social science’. With
this type of L-talk we can straightforwardly read off what is uttered from
what is articulated (at least so far as the subject of ‘to V’ goes). In this case
what is uttered is:
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what it is like for social science to contribute positively to
knowledge.
Which is clearly of the form of (for-to): forV s to V.
Thus, there are two types of articulations involved in L-talk—those
of type-(/for-to/) which do, and those of type-(/to/) that do not, make
explicit the subject of the infinitive verb. But there is only one type of
sentence uttered because all non-phenomenal L-talk sentences include a
‘for y’ element—they are all of the form of (for-to):
(for-to) forV s to V

4.2

Phenomenal L-sentences

In this section I will argue that phenomenal L-sentences involve two ‘for
...’ elements—i.e., that the phenomenal double-for thesis is true. As with
non-phenomenal L-sentences, phenomenal L-sentences involve a ‘for y’
element that gives the subject of ‘to V’. But they also involve a second ‘for
x’ element that is often unarticulated.
The articulations made during phenomenal L-talk come in the same
two varieties as do non-phenomenal L-articulations: type-(/for-to/) and
type-(/to/). Examples of the first type include:
(P1): /there is something it is like for their subject to undergo
them/
(P4): /there is something that it is like to be that organism—
something it is like for the organism/
(P5): /there is something it is like for me to smell a rose/
(P12): /what is it like for the children who live here in
Gaza/
Examples of the second type include:
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(P2): /there is something it is like to undergo the state/
(P7): /there is nothing it is like to be a zombie/
(P9): /I know what it is like to be chased/
(P10): /what is it like to be famous/

Since the same rules of grammar apply here, we might think that the
L-sentences uttered in (P1)–(P12) have the same structure as those uttered
in (N1)–(N12). But by considering a concrete example we can see that this
is not so.
In the passage quoted from Levine (P5) in Chapter 1, he articulates:
(/g/) /there is something it is like for me to smell a rose/

It is clear that it is Levine who is the rose-smeller here. So it is tempting
to think that the /for me/ element of the articulation corresponds to the
‘forV y’ part of the sentence: that part which gives us the subject of the
infinitive verb ‘to smell’. But this is not so, as the following two considerations show.
First note that Levine stresses the /for me/ in his articulation. Recall
that, as we saw in the case of Ed and the manuscript, the subject of the
verb often doesn’t need articulating, never mind empasising. So it is surprising that Levine stresses /for me/. (P5) is not like the Ed/Ned case:
there is no alternative candidate for being the rose smeller (or if there
is—a generic ‘someone’, perhaps—it wouldn’t matter for Levine’s point).
This gives us one reason to doubt that the /for me/ element in (/g/) is
introducing the subject of the infinitive verb—i.e., that it corresponds to
the ‘forV y’ element of what is uttered.
A second reason for doubt appears when we look at what Levine articulates later on in the quoted passage:
(/h/) /for the rose there is nothing it is like to have an odor/
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The /for the rose/ element is not introducing the grammatical subject of
‘to have an odor’. We can see this by looking at a non-L-talk articulation
analogous to (/h/). An ‘Ed’-analogue of (/h/) is:
(/j/) /for Ed Ed was keen to see the manuscript/
It’s not clear that to articulate (/j/) is to utter a sentence—we might doubt
that someone who articulated (/j/) thereby uttered anything grammatical. Certainly, by articulating (/j/) we do not utter a sentence that has the
same meaning as:
(a) Ed was keen forV Ed to see the manuscript.
But perhaps what is uttered by articulating (/j/) is something like:
Forbenefit Ed, Ed was keen forV Ed to see the manuscript.
Where ‘forbenefit ’ is roughly synonymous with ‘in order to benefit’.56
What is uttered, then, means about the same as, ‘It was for Ed’s benefit that Ed was keen for Ed to see the manuscript’. But if we can make
sense of (/j/) in this way, then the first /for Ed/ in (/j/)—that analogous
to the /for the rose/ in (/h/)—does not correspond to ‘forV y’. This first
/for Ed/ corresponds to ‘forbenefit Ed’, not ‘forV Ed’. In other words, the
first /for Ed/ doesn’t give us the subject of the infinitive verb. Similarly,
the /for the rose/ element of (/h/), and the analogous /for me/ in (/g/),
are not giving us the subject of the respective verbs.
The grammatical point illustrated in §4.1.2 by considering (/a/), however, still stands: all L-sentences involve a ‘forV y’ element that gives
us the grammatical subject of the infinitive verb. Thus phenomenal Lsentences contain two instances of a ‘for ...’ kind, one of which I will
write ‘for*’. What Levine utters, when he articulates (/g/), then, is:
(g) There is something it is like for* me forV me to smell a rose.
56. “‘For’ ... A. prep. V. ... Of advantage or disadvantage. ... 16. a. With the purpose or
result of benefiting or gratifying; as a service to..” (Oxford Engish Dictionary 2013b).
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More generally, phenomenal L-sentences have the form:
(for*-forV -to) for* x forV y to V57
The ‘forV y’ element performs the same role that it does in nonphenomenal L-sentences: it gives us the grammatical subject of ‘to V’.
The ‘for* x’ element—articulated as /for me/ in (/g/) and /for the rose/
in (/h/)—does not mean ‘for the benefit of x’. It may be to Levine’s benefit that he smell the rose, but that isn’t the point he’s making. He could
make his point by replacing ‘rose’ with ‘rotten egg’, and, we can assume,
it is not to Levine’s benefit that he smell a rotten egg. Instead, I suggest
that the ‘for* x’ ensures that the sentence is concerned with consciousness by indicating whose conscious states are relevant: x’s. When Levine
stresses /for me/ he is emphasising the ‘for* me’ element of his sentence
to emphasise that he is talking about conscious states and, in particular
his conscious states (not, as in the later sentence, the rose’s (non-existent)
conscious states).
It is clear that the articulated /for s/ in (/g/) doesn’t correspond to
the uttered /forV y/ element. Instead it corresponds to a second ‘for ...’
element: ‘for* x’. With some of the other examples of phenomenal L-talk
we saw in Chapter 1 it is perhaps not so obvious that they involve two
‘for’s. But there are two reasons for adopting a unified account of all phenomenal L-talk here. First, if only some phenomenal L-sentences involve
a ‘for*’, then we do not have a complete account of L-talk: we have not
explained, for some instances of phenomenal L-talk, how it is that they
are concerned with consciousness. Second, we should favour a unified
account of phenomenal L-talk if there is one available: it is more plausible that there is one thing that all phenomenal L-talk has in common
than that there are numerous different ways in which it differs from nonphenomenal L-talk. Holding that all phenomenal L-sentences involve a
‘for* x’ element allows us to do this.

57. Both Lormand (2004: 308) and Hellie (2007: 460) have suggested that phenomenal
L-talk might have something like this double-for form.
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What we’ve seen, then, is that all L-sentences—whether phenomenal or non-phenomenal—involve a ‘forV y to V’ element. Sometimes
the ‘forV y’ part of this is articulated, and sometimes it is not. Thus
the ellipsis thesis is true. Phenomenal L-sentences also involve a ‘for*
x’ element, which, again, is sometimes articulated, and sometimes not.
This means that the phenomenal double-for thesis is true. There is no
reason to posit a second, unarticulated ‘for ...’ in non-phenomenal Lsentences, so the non-phenomenal single-for thesis also plausible. In
other words, phenomenal L-sentences are double-for sentences, while
non-phenomenal are single-for sentences. And it is the presence of the
second ‘for’ element—i.e., ‘for* x’—that distinguishes phenomenal from
non-phenomenal L-sentences. Thus the two types of sentences differ in
their structure. Non-phenomenal L-sentence have the structure:
(forV -to) forV y to V
While phenomenal L-sentences have the structure:
(for*-forV -to) for* x forV y to V

4.3

Examples and clarifications

It is worth pausing to consider some examples of L-talk to see what the
syntactic account has to say about them. I will start in §4.3.1 by showing
what the syntactic account says about the two examples of L-talk from
Chapter 1 that involve the same articulation: /what is it like to be famous/. This will allow us to get clearer on the content of the account.
In §4.3.2 I will show that, although x and y in phenomenal L-sentences
often stand for the same thing, they need not. I will then (in §4.3.3) make
further use of the analogy I have drawn between L-sentences and ‘Ed’sentences in order to clarify the different roles played by ‘for* x’ and
‘forV ’. Finally, in §4.3.4 I will consider the question: which ‘for’ is unar-
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ticulated?’ This will emphasise the fact that we cannot straightforwardly
read off the structure of what is uttered in L-talk from the form of what
is articulated.

4.3.1

Same articulation, different sentence

Looking at the two examples of L-talk we saw in Chapter 1 that each
involve the same articulation—(P10) and (N8)—will help to bring out the
difference between what is uttered in phenomenal and non-phenomenal
L-talk. The example of phenomenal L-talk is:
(P10) Nina: And I should like to change places with you.
Trigorin: Why?
Nina: To find out how a famous genius feels. What
is it like to be famous? What sensations does it give you?
(Chekhov 1912)
And the example of non-phenomenal L-talk is:
(N8) What is it like to be famous?
...
I know there would be no privacy anywhere you go,
but would it be different once you got inside your
house? Are there people waiting outside your house
when you’re extremely famous? ... (Unknown b)
The examples involve the same articulation:
(/k/) /what is it like to be famous/
but, according to the syntactic account, they each involve different sentences. In (P10), Nina engages in phenomenal L-talk, so what is uttered
has the form:
(for*-forV -to) for* x forV y to V
i.e., is:
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(kP ) What is it like for* you forV you to be famous?
What is uttered involves both a ‘forV y’ element that tells us what it is
that ‘being famous’ is being predicated of, and a ‘for* x’ element that tells
us whose phenomenology Nina is concerned with. It is Trigorin who is
famous, and it is his conscious states Nina is asking about. So, ‘x’ and ‘y’
here both stand for the term she would use to address her interlocutor:
‘you’.
In (N8), the questioner also articulates (/k/).
phenomenal L-talk, so what is uttered has the form:

But this is non-

(forV -to) forV y to V
What is uttered is:
(kN ) What is it like forV someone to be famous?
As with Nina’s sentence, the sentence contains a ‘forV y’ element that tells
us what it is that ‘being famous’ is predicated of. Context informs us that
the subject of the infinitive verb is a generic ‘someone’. But there is no
‘for* x’ element since this is non-phenomenal L-talk.
So, although (P10) and (N8) involve the same articulation, they involve different sentences, and so communicate (here: ask about) different
things.

4.3.2

x and y

In each of the examples of phenomenal L-talk that we’ve looked at—
Levine’s and Nina’s—x and y have stood for the same thing— both stand
for ‘me’ in Levine’s case, and both for ‘you’ in Nina’s. We might think
that this suggests that one of the ‘for’s is unnecessary. If x and y always
stand for the same thing, do we really need to posit two ‘for’ phrases in
phenomenal L-sentences? This questions rests on a false assumption: it is
not always the case that x and y refer to the same thing. In other words,
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although the thing whose phenomenology we are interested in is often
the same thing of whom V-ing is predicated, this is not always so.
Imagine that Marvellous Marv is a perceptual mind reader: when he
reads someone’s mind, his perceptual phenomenology is exactly as theirs
is—he has the visual, auditory, tactile, etc., phenomenal experiences that
they have. And imagine that Marv is reading Levine’s mind when Levine
smells the rose. Then the following sentence is true:
(l) There is something it is like for* Marv forV Levine to smell
a rose.
Here ‘forV Levine’ tells us who it is that smelling a rose is predicated
of: Levine. And ‘for* Marv’ tells us whose phenomenology we are talking
about when the event of Levine’s smelling the rose occurs: Marv’s. Thus
x and y need not have the same value.
Nor do we need perceptual mind-readers to produce phenomenal Lsentences in which x and y differ. Although Levine is not a mind reader,
we can make the following (false) claim:
(m) There is something it is like for* Levine forV Marv to
smell a rose.
Indeed, y need not even stand for a mental subject:
(n) There is something it is like for* me forV my hand to be in
boiling water.
The value of y here is ‘my hand’, which is not a mental subject. The sentence says that there is some phenomenology that I have when a certain
event occurs: the event of my hand’s being in boiling water. In other
words, we predicate being in boiling water of my hand, but it is my phenomenology that we’re interested in, not that of my hand.
And x can also stand for something other than a mental subject:
(o) There is something it is like for* a rose forV Levine to smell
the rose.
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(p) There is something it is like for* a rose forV the rose to be
smelled.
To be sure, both (o) and (p) are false. But they are grammatical and meaningful: it is because of what they mean (and how roses are) that they are
false. (o) is false because when Levine smells a rose the rose does not
undergo any phenomenology. And (p) is false because when the event
of a rose’s being smelled occurs (whoever is doing the smelling), the rose
does not undergo any phenomenology.
In general, then, there is no requirement that either x or y refer to a
mental subject (or to a non-mental subject). Nor is there a requirement
that they have the same value. This reinforces the point that ‘for*’ and
‘forV ’ perform different tasks. Even if x and y happen to stand for the
same thing, both ‘for’-phrases are uttered in phenomenal L-sentences.

4.3.3

The analogy again

In phenomenal L-talk, then, we distinguish between the thing—x—
whose phenomenology we are talking about, and the thing—y—that is
involved in V-ing. We can draw a parallel here with the sort of talk we
considered earlier involving Ed and the manuscript. The sentences:
(a) Ed was keen forV Ed to see the manuscript.
and
(c) Ed was keen forV Ned to see the manuscript.
have a common feature. Both tell us that Ed was keen for some event to
occur. In the first case, the event is that of Ed’s seeing the manuscript,
and in the second it is that of Ned’s seeing the manuscript.
Similarly, both sentences:
(q) There is something it is like for* Levine forV Levine to
smell a rose.
and
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(m) There is something it is like for* Levine forV Marv to
smell a rose.
share a common feature. In both cases, the sentences tell us that Levine
undergoes some phenomenology when some event occurs. In the first
case, the event is that of Levine’s smelling a rose, and in the second it is
that of Marv’s smelling a rose. (We are interested in the meaning of (m)
and (q) here, so the fact that only (q) is true isn’t relevant.)
The sentences:
(a) Ed was keen forV Ed to see the manuscript.
and
(r) Ted was keen forV Ed to see the manuscript.
also share a common feature. But it is different to the thing that (a) and
(c) have in common. Both (a) and (r) are concerned with someone’s eagerness that a certain event—the same event in both cases: that of Ed’s
seeing the manuscript—take place. In the first place, it is Ed who is keen;
in the second it is Ted.
Analogously, sentences:
(l) There is something it is like for* Marv forV Levine to smell
a rose.
and
(q) There is something it is like for* Levine forV Levine to
smell a rose.
have a feature in common. But it is different from the feature that (q) and
(m) have in common. Both (l) and (q) state that someone undergoes some
phenomenology when a certain event—the same event in both cases: that
of Levine’s smelling a rose—occurs. In the first case, it is Marv who undergoes some phenomenology, and in the second, it is Levine.
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Which ‘for’ is unarticulated?

As we’ve seen, elements of what is uttered when we engage in phenomenal L-talk are often unarticulated. If we focus on ‘something’ L-talk, what
is uttered has the form:
There is something it is like for* x forV y to V.
But what we articulate is often simpler. We might wonder whether it is
one rather than the other of the ‘for’ elements that we omit. As, I will
now show, either or both can be unarticulated.
By articulating:
(/s/) /there is something it is like for a heavy object to fall on
my foot/
I can utter:
(s) There is something it is like for* me forV a heavy object to
fall on my foot.
It is the ‘for* x’ element that is unarticulated in (/s/).
As we saw, by articulating:
(/g/) /there is something it is like for me to smell a rose/
Levine utters:
(g) There is something it is like for* me forV me to smell a rose.
In this case, it is the ‘for y’ element that is not articulated.
And by articulating:
(/t/) /there is something it is like to be a zombie/
we can utter:
(t) There is something it is like for* a zombie forV that zombie
to be a zombie.
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In the case of (/t/), then, both the ‘for y’ and the ‘for x’ element are unarticulated. (What we express by uttering (t) is false, but it is grammatical
and meaningful.)
So we can articulate neither or one of the ‘for’s in phenomenal Lsentences. What is less clear is whether we can articulate both the ‘for
y’ and the ‘for x’ elements. It might be thought that we don’t see such
articulations, and that this is an objection to the syntactic account. I will
turn to this question now.

4.4

Objection: never fully articulated

The syntactic account says that phenomenal L-sentences have the (for*forV -to) structure. One objection to the account is that, in the wild, we do
not see articulations of the form /for x for y to V/. The objection comes
in stronger and weaker flavours. The stronger objection is that we cannot
make articulations with what I will call the ‘(/for-for-to/) structure’—
such an articulation would be illegitimate in some way. Most plausibly,
such articulations would be illegitimate because to make them is to utter
something—something with the (for*-forV -to) structure—that is ungrammatical. Thus it can’t be that phenomenal L-sentences have this form,
and so the syntactic account is incorrect. The weaker objection is that although we can produce articulations of the (/for-for-to/) structure, in fact
we do not. And the fact that we do not, the objection continues, gives us
some reason to doubt that what we utter has the (for*-forV -to) structure.
I will consider these two versions of the objection in turn.

4.4.1

The stronger objection

The stronger objection is unconvincing. First, why think that sentences
with the (for*-forV -to) structure are ungrammatical? It is true that sentences such as ‘There is something it is like for* Marv forV Levine to smell
a rose,’ are unusual and can be a little difficult to parse, but this doesn’t
show that they are ungrammatical. The sentence, ‘Badgers badgers bad-
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ger badger badgers,’ is unusual and hard to parse, but it is grammatical.58
Second, when faced with sentences which have the (for*-forV -to) structure, we are able to understand them. This suggests that these sentences
are not ungrammatical. Third, there are examples of fully articulated
sentences of this form. Consider the following, from the transcript of a
conversation:
Client: Every Hispanic person I have every [sic] met doesn’t
fit the stereotype.
Cecilia: This is very interesting. What is it like for you
for us to be talking about race like this?
Client: I like it, I guess I’m not racist, but maybe I have
a lot of misconceptions. I don’t want that. My parents were
very prejudiced. (McDowell et al. 2003)
It is clear what Cecilia asks here. She and the client are talking about race,
and she asks how their doing this affects the client. And we don’t have
to struggle to make sense of what Cecilia asks—which is what would
happen if what she uttered was ungrammatical. I have not found any
examples of double-for phenomenal L-sentences in the wild, but, as I’ll
argue in the next section, that is not very surprising. And it is easy to
produce sentences of this kind—such as (l), (m), (n), (o), (p), and (s)—
that are easily understood.
The stronger objection, then is easily dealt with. That we rarely see
articulations of the (/for-for-to/) structure gives us no reason to think
that sentences with the corresponding structure are ungrammatical or
that the articulations are otherwise illegitimate.

58. The subject of the sentence is ‘Badgers badgers badger’—i.e., badgers that (presumably other) badgers pester. The sentence says that these badgers pester (presumably
other) badgers.
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The weaker objection

The weaker objection notes that we rarely see articulations with the (/forfor-to/) structure and takes this to give us some reason to doubt that phenomenal L-sentences have the (for*-forV -to) structure. We can’t respond
to this objection as swiftly as we did to the stronger objection, but we can
respond to it. The basic idea is that it is not surprising that we don’t often
see (/for-for-to/) articulations because such articulations can be hard to
parse and there are simpler ways of getting the same point across. Since
it’s not surprising that we don’t often see fully articulated sentences, that
we do not is no reason to think that what is uttered does not have the
(for*-forV -to) structure.
The response can be divided into three parts. First, note that we don’t
need phenomenal L-sentences to be fully articulated in order to understand them. As we’ve seen, we often don’t articulate elements of what
is uttered if context can supply these elements by playing a grammatical role. Second, if we were to fully articulate phenomenal L-sentences,
the resulting articulations are sometimes difficult to parse because they
involve two adjacent /for .../ elements. Third, the propositions that we
express by producing a fully articulated L-sentence can be expressed in
other ways: by producing different, similarly-structured, but more easily
parsed, sentences. Combining the three parts, we get the following response: since we rarely need to fully articulate these sentences, and a full
articulation of them can be difficult to understand, and there are other
ways of being explicit that are easier to understand, it is not surprising
that we don’t see these sentences fully articulated. The first two parts of
this response don’t require defending. In the rest of this section, I will
defend the third.
Although we do not often see articulations with the (/for-for-to/)
structure:
(/for-for-to/) /for x for y to V/
we do see articulations that have the (/for-when/) and (/for-if/) struc-
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tures:
(/for-when/) /for x when y Vs/
(/for-if/) /for x if y Vs/
Here is an example of each:
Suppose that the Martians have color experiences that are systematically inverted relative to ours. What it is like for them
when they view grass is the same as what it is like for us when
we view ripe tomatoes (and vice-versa). (Tye 1994)
In order to understand what it is like for your bird if its beak
becomes cracked, think about the kind of pain your [sic] feel
when you get a broken or cracked tooth. A beak injury can be
much the same for your parrot. (Unknown 2012)
By making articulations with the (/for-when/) and (/for-if/) forms,
we respectively utter sentences of the following forms:
(for*-when) for* x when y Vs
(for*-if) for* x if y Vs
In the two examples just quoted, then, what is uttered is, respectively:
In order to understand what it is like for* your bird if its beak
becomes cracked, think about the kind of pain you feel when
you get a broken or cracked tooth.
What it is like for* them when they view grass is the
same as what it is like for* us when we view ripe tomatoes
(and vice-versa).
I claim that for any sentence of the (for*-forV -to) form, a sentence of
either the (for*-when) or the (for*-if) form can be found which has either
the same or very similar meaning. (I will often drop the ‘very similar’
qualifier for the sake of brevity.) In other words, something very much
like what is communicated by uttering a (for*-forV -to) sentence can be
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communicated by uttering a (for*-when) or (for*-if) sentence instead. I
will show that this claim is true by comparing the meaning of sentences
that differ only in whether they are of the (for*-forV -to), (for*-when) or
(for*-if) form.
Here is the sentence uttered in the ‘parrot’ example again, followed
by the analogous sentence of the (for*-forV -to) form:
In order to understand what it is like for* your bird if its beak
becomes cracked, think about the kind of pain you feel when
you get a broken or cracked tooth.
In order to understand what it is like for* your bird forV
its beak to become cracked, think about the kind of pain you
feel when you get a broken or cracked tooth.
And here is the ‘grass’ sentence, followed by a parallel (for*-forV -to) sentence:
What it is like for* them when they view grass is the same
as what it is like for* us when we view ripe tomatoes (and
vice-versa).
What it is like for* them forV them to view grass is the
same as what it is like for* us forV us to view ripe tomatoes
(and vice-versa).
In each case, the meaning of the two sentences is the same.
What we’ve seen so far suggests that what we communicate by uttering a (for*-when) or (for*-if) sentence can be communicated by uttering a
(for*-forV ) sentence. But the claim I am arguing for goes the other way:
what we communicate by uttering a sentence of the latter form can be
communicated by a sentence of one of former two forms. Here are examples of ‘what’, ‘something’, and ‘nothing’ sentences of the (for*-for-V )
form, followed by their partner (for*-when) and (for*-if) sentences:
What is it like for* you forV your hand to be in boiling water?
What is it like for* you when your hand is in boiling water?
What is it like for* you if your hand is in boiling water?
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There is something it is like for* Levine forV Levine to smell a
rose.
There is something it is like for* Levine when Levine smells a
rose.
There is something it is like for* Levine if Levine smells a rose.
There is nothing it is like for* a stone forV the stone to roll
down a hill.
There is nothing it is like for* a stone when the stone rolls
down a hill.
There is nothing it is like for* a stone if the stone rolls down a
hill.
In each of the three triplets, what we communicate by uttering the first
could also be communicated by uttering one of the second or third. It
seems clear to me that what is true of these (for*-forV -to) sentences generalises to all sentences of this form.
The sort of ‘proof by example’ that I have offered is not, of course, a
deductive one. I haven’t shown that there are no counterexamples to the
claim we’re considering, but I cannot think of any such counterexamples,
and it’s hard to see how a more robust argument for my claim could be
given. I take it that we have good reason to accept this claim: that what
we communicate by uttering a (for*-forV -to) sentence can also be communicated by uttering a sentence of either the (for*-when) or the (for*-if)
forms. Thus, since sentences of the latter forms are easier to parse than
those of the former, we get the third part of my response: what we communicate by producing sentences of the (for*-forV -to) form can also be
communicated by producing different sentences that are easier to parse.
In this section I have given a response to the weaker version of the
objection under consideration. To recap, the weaker objection is that we
do not see articulations of the form:
(/for-for-to/) /for x for y to V/
In other words, we don’t see full articulations of the sentences that, according to the syntactic account, phenomenal L-talk involves. This ab-

128

SYNTACTIC ACCOUNTS

§4.5

sence, the objection goes, is a reason for doubting the account. My
response is as follows: first, we usually don’t need to fully articulate
these sentences—competent language users can often allow context to
do much of the work in determining what is communicated by the use
of language. Second, in cases where it would be useful to fully articulate
(for*-forV -to) sentences, the structure of these sentences can make them
hard to parse, so we can expect that, if we can say the same thing in a
clearer way, we will do so. Third, we can say the same thing in a clearer
way: by fully articulating sentences of the (for*-when) or (for*-if) forms.
So we have a plausible explanation of why it is that we don’t see full articulations of (for*-forV -to) sentences that is compatible with the truth of
the syntactic account. Thus the weaker objection gives us no reason to
reject this account of L-talk.

4.5

Summary

We can summarise the syntactic account, and the arguments for it, as
follows. The account is committed to three theses. The ellipsis thesis is
that there is often more to what is uttered when we engage in L-talk
than is articulated. When we produce L-articulations (whether phenomenal or non-phenomenal) of the (/to/) form—such as /what is it like
to be famous/—what we utter involves an unarticulated ‘forV y’ element, where y is the subject of relevant infinitive verb. As shown in §4.1,
looking at non-L-sentences (such as the ‘Ed’ sentences) explains why we
should accept that ellipsis occurs, and why all L-sentences involve at least
one ‘for’ phrase. The phenomenal double-for thesis is that what is uttered
when we engage in phenomenal L-talk contains a second ‘for’ element—
‘for* x’—which may or may not be articulated. We should accept this
second element because it explains the facts that: we often stress a /for
.../ in phenomenal L-talk; there is sometimes a ‘for ...’ element that (because of its position) cannot be ‘forV ’; phenomenal L-sentences look to
have experiential meaning. Since there are no parallel reasons for thinking that non-phenomenal L-sentences involve a second ‘for’, we should
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also accept the non-phenomenal single-for thesis: that these sentences
contain only a single ‘for’ phrase, ‘forV y.’
This means that non-phenomenal L-sentences have the form:
(forV -to) forV y to V
And phenomenal L-sentences have the form:
(for*-forV -to) for* x forV y to V

4.6

Have we solved the puzzle?

The syntactic account looks to give us a solution to the puzzle: the nonphenomenal single-for and the phenomenal double-for theses combined
show that [T3] is false—phenomenal and non-phenomenal L-talk do not
involve the same sentences. But there is a problem: there are good reasons to think that the non-phenomenal single-for thesis is false—there
are double-for non-phenomenal L-sentences. These sentences are rare—
almost all non-phenomenal L-talk that we see has the single-for, (forV to), structure. But that there are some means that the syntactic account
does not solve the problem: it’s not true that the difference between phenomenal and non-phenomenal L-talk lies in the different syntax of the
respective sentences involved.
In the rest of this section I will show that there are good reasons to
think that there are double-for non-phenomenal sentences before outlining how we might respond to the existence of such talk. I examine these
responses in Chapters 5 and 6.

4.6.1

The problem

The claim under consideration is that there are—or at least there could
be—non-phenomenal L-sentences that have the same double-for structure that, according to the syntactic account, is particular to phenomenal
L-sentences. The claim would be undeniable if we could find real-life,

130

SYNTACTIC ACCOUNTS

§4.6

fully articulated examples of non-phenomenal double-for sentences. But
I have not been able to find any. This is not surprising, given the points
made in §4.4 above about why we don’t fully articulate double-for sentences. But there are two sources of evidence in favour of the claim. The
first is that we even if we don’t usually, we can fully articulate and make
sense of non-phenomenal double-for sentences. The second is that we
produce fully articulated sentences of a very similar kind.
Consider the articulation (adapted from Snowdon (2010: 24)):
(/u/) /what is it like for Bob’s weak knee for him to play
prop/
This asks how things are with Bob’s weak knee when Bob plays at prop
in a rugby game. It does not ask about the conscious states of Bob’s knee,
or of Bob himself—it doesn’t ask about consciousness at all. So this is
non-phenomenal L-talk. And yet what is articulated contains two /for
.../ elements, which presumably determine that a double-for sentence is
uttered. In other words, it looks as though what is uttered is:
(u) What is it like for? Bob’s weak knee forV him to play at
prop?
This is very close to the general form that, on the syntactic account, is
characteristic of phenomenal L-sentences:
(for*-forV -to) for* x forV y to V
The only difference is that (u) involves a ‘for? ...’ element where phenomenal L-sentences involve a ‘for* ...’ It remains to be seen whether ‘for? ’
and ‘for*’ are the same word (i.e., whether they have the same linguistic
meaning). But even with this issue undecided, (u) looks to have the same
syntax as a phenomenal L-sentence. Perhaps we don’t encounter articulations such as (/u/) in the wild, but faced with such an articulation we
can work out what is being uttered, and, most plausibly, this is (u). This
is good evidence in favour of the claim that there can be non-phenomenal
double-for sentences.
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The second source of evidence for the claim is that we see fully articulated non-phenomenal sentences that have a form very similar to that of
double-for sentences. The following are given by Snowdon (2010: 24):
What will it be like for this floor when people in high heels
walk on it?

What is it going to be like for the British economy when we
finally join the Euro?

What will it be like for Oxford when the factories close?
None of these questions ask about phenomenology—floors, economies,
and cities are not the kinds of things that we usually take to have conscious states. So this is non-phenomenal L-talk. And what is uttered by
each of these contains a sentence of the form:
(for? -when) for? x when y Vs.
Snowdon produces these sentences to make the very point we are considering now (so they are “domesticated” examples). But we can also find
non-phenomenal sentences of this form in the wild:
This is what it is like for parents of children when they can’t
afford dental care. They try to do the best they can because
they don’t know what else to do. (Rodgers et al. 2008)
This is clearly non-phenomenal L-talk. The authors tell us what it is like
for parents of children when they can’t afford dental care. They don’t do
this by describing anyone’s conscious states, but instead talk about the
effort that parents put in.
As we might expect (given the discussion in §4.4.2), we also see nonphenomenal sentences which involve sentences of the form:
(for? -if) for? x if y Vs.
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Snowdon gives us three examples (2010: 24):
What is it going to be like for his weak left knee if you play
him at prop?
What will it be like for HSBC if they cannot fund their expansion?
What will it be like for his reputation if that report comes out?
These questions are not concerned with consciousness—they are not asking about the phenomenology of knees, corporations or reputations. So
they are all instances of non-phenomenal L-talk. We also see sentences of
this form in the wild:
Space exploration is much more than fun and games though.
We do not know nearly anything about our universe, or even
our galaxy. What is a black hole? What happens to plants at
zero G. What is it like for bees to fly if there is no gravity?
These are all questions that could not be answered without
the help of astronauts. (Unknown 2011)
This doesn’t ask about the phenomenology of bees: that’s not obviously
something that astronauts can help us with. Indeed, the question isn’t
about bees but about bee’s flying (the flying that bees do): it asks about
the effects of zero-gravity environments on bee’s flying. And bee’s flying
isn’t the kind of thing that has conscious states or is conscious.
So, we see non-phenomenal L-sentences of the (for? -if) and (for? when) forms. I argued in §4.4.2 that phenomenal L-sentences—which have
the (for*-forV -to) form—have much the same meaning as analogous sentences of the (for*-when) and (for*-if) forms. The same looks to be true in
the non-phenomenal case. The following three utterances, for example,
all have the same (or very similar) meanings:
What will it be like for? this floor when people in high heels
walk on it?
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What will it be like for? this floor if people in high heels
walk on it?
What will it be like for? this floor forV people in high
heels to walk on it?
That we do see non-phenomenal sentences of the (for? -when) and
(for? -if) forms suggests that there are (or could be) (for? -forV -to) nonphenomenal L-sentences. There is good reason, then, to accept that there
are non-phenomenal double-for sentences, just as there are phenomenal
double-for sentences. This means that we cannot claim that the sentences
involved in phenomenal and non-phenomenal L-talk differ in virtue of
their syntax alone, so the syntactic account does not solve the puzzle.

4.6.2

Where we are

So where are we? Any plausible account of L-talk should accept the ellipsis thesis: often, some of what is uttered in L-talk is not articulated.
Likewise, any plausible account must accept the double-for phenomenal
thesis: phenomenal L-sentences are double-for sentences. I’ll henceforth
assume that these theses are true, and are accepted by the accounts examine. But we should reject the non-phenomenal single-for thesis: not all
non-phenomenal L-sentences contain only a single ‘for ...’ element. This
means that the syntactic account doesn’t give us a solution to the puzzle: we can’t distinguish phenomenal from non-phenomenal L-sentences
solely by their syntax. So we should not accept a syntactic account of
L-talk.
When we engage in L-talk, we produce sentences of one of the following kinds:
(forV -to) forV y to V
(for? -forV -to) for? x forV y to V
(for*-forV -to) for* x forV y to V
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Sentences of the first two kinds are non-phenomenal, those of the third
are phenomenal. (And whether there is a distinction between the second
and third kinds depends on whether ‘for*’ and ‘for? ’ are different words.)
There are two obvious ways in which we might aim to solve the
puzzle while acknowledging the truth of the ellipsis and phenomenal
double-for theses. The first is to adopt a contextual account of L-talk.
We argue that ‘for*’ and ‘for? ’ are the same word, and so there are only
two kinds of L-sentence (because the second and third kinds described
above collapse into one). Thus phenomenal and non-phenomenal L-talk
involve the same sentences. But, this account says, we can put these sentences to different uses because context plays a semantic and/or pragmatic role in determining what is communicated when we utter them. I
will consider contextual accounts in the next chapter.
The second way to respond to the puzzle is to argue that, although
phenomenal and double-for L-sentences have the same syntax, they differ in what is embedded in that syntax: ‘for*’ and ‘for? ’ are distinct
words with distinct meanings. Thus phenomenal and non-phenomenal
L-sentences are distinct. This is to adopt a lexical account of L-talk. In
Chapter 6 I will argue that the correct account of L-talk is a lexical account.

C HAPTER FIVE

Contextual accounts
In this chapter, I will describe and assess contextual accounts of L-talk.
As we saw at the end of the previous chapter, any plausible account of
L-talk must accept the ellipsis thesis—that L-talk often involves ellipsis—
and the double-for phenomenal thesis—that all phenomenal L-sentences
have a double-for structure. As we’ll see, the most plausible contextual
account is one that also accepts the no experiential meaning thesis. This
is the claim that no L-sentences have experiential meaning. In particular, phenomenal L-sentences do not have experiential meaning. The no
experiential meaning thesis is true, according to the contextual account,
because there are only two sorts of L-sentences—single-for and doublefor—and both have non-experiential meaning.
At the end of Chapter 4, we saw that there look to be three kinds of
L-sentences, each with a distinctive form:
(forV -to) forV y to V
(for? -forV -to) for? x forV y to V
(for*-forV -to) for* x forV y to V

According to contextual accounts, the last two forms are, in fact, identical
because ‘for? ’ and ‘for*’ are the same word—there is no special word ‘for*’
found only in phenomenal L-sentences. This means that the sentences
uttered when the following articulations are made:
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/there is something it is like for Bob’s knee for Bob to play
prop/
/there is something it is like for Marv for Mo to see
mauve/
have the same form:
(for? -forV -to) for? x forV y to V
More generally, this is the form of all double-for L-sentences, phenomenal or not. It is more plausible that ‘for? ’—and so any double-for Lsentence—has non-experiential meaning than that the word (and so any
double-for L-sentence) has experiential meaning. We can see this by considering the Bob’s knee sentence: it doesn’t seem plausible that its linguistic meaning concerns the phenomenology of Bob’s knee, but that
context plays a role in determining that what is communicated does not
concern consciousness. It is much more plausible that context only has
to play a role when we engage in phenomenal L-talk, and that it serves
to narrow what we communicate about to phenomenal properties rather
than properties in general.
Contextual accounts, then, solve the puzzle by rejecting [T1]:
[T1] Phenomenal L-sentences have experiential meaning.
We can use L-sentences to communicate about consciousness, as (P1)–
(P12) show (see Chapter 1), so there is phenomenal L-talk. But whether
what is communicated when we utter L-sentences is concerned with consciousness is not determined by the meaning of the sentence employed,
but by context playing a semantic and/or pragmatic role.
Contextual accounts provide a solution to the puzzle. But although
doing this is necessary for an account of L-talk to be acceptable—it is
because all the other accounts that we have looked at do not meet this
condition that we have rejected them—it is not, on its own, sufficient.
If contextual accounts are to be successful accounts of L-talk, they need
to answer three questions: two about linguistic meaning, and one about
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what is communicated. The first question is: what do L-sentences mean?
The second is: how do L-sentences have the meaning that they do? The
third question is: how does the influence of context allow us to engage in
phenomenal L-talk by uttering L-sentences?
To see how contextual accounts answer these questions, it would be
helpful to look at versions of these accounts described in the literature.
Snowdon (2010) holds such an account: he claims that L-sentences have
non-experiential meaning so when we engage in phenomenal L-talk “we
have to read in or understand the talk of an event’s being some way for
something as amounting to its being some way as an experience for the
subject.” (2010: 23) Snowdon also argues that L-sentences are concerned
with properties, although he doesn’t explain how this is so: he doesn’t
consider the pro-adjective thesis, though his account is compatible with
it. What he says is also compatible with the ellipsis thesis although, again,
he doesn’t consider this issue. Thus Snowdon goes some way towards
answering the first question: what do L-sentences mean? But he doesn’t
consider the other questions: he doesn’t explain how L-sentences get the
meaning that they have, or how context allows us to use sentences with
non-experiential meaning to talk about consciousness. So we can’t see
how these questions might be answered by contextual accounts by looking at what Snowdon says.
Hellie (2004) offers a contextual account which accepts the proadjective thesis (although he calls ‘what ... like’, etc., ‘pro-predicates’) and
the dummy thesis and is at least compatible with the double-for phenomenal thesis. His account is contextual he says that because a sentence such
as ‘Mary doesn’t know what it’s like to see a red thing’ means ‘There’s
something about seeing a red thing that Mary doesn’t know.’ Exactly
which thing it is about seeing a red thing that she doesn’t know is not
given by the meaning of the sentence: “Nearly all the interesting work of
conveying which truth about seeing a red thing Mary didn’t know needs
to be done by context.” (2004: 341). As we’ll see in §5.4, Hellie does
suggest an answer to the third question: how does context (sometimes)
determine that L-talk is phenomenal? But, I will argue, his answer isn’t
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plausible (his later self agrees: “I now doubt the adequacy of this [contextual] explanation [of how there can be phenomenal L-talk]” (2007: n13,
461)).59
We can’t, then, fully answer the three questions that contextual accounts face by looking at contextual accounts described in the literature.
I will return to the third question in §5.4. Until then, I will focus on the
two questions that are concerned with linguistic meaning: what do Lsentences mean, and how do they have this meaning? We can make
progress on answering these questions by noting that, as we saw in Chapter 4 any plausible contextual account will accept the ellipsis thesis. This
tells us that, although it isn’t always clear from what is articulated, singlefor L-sentences have the form:
(forV -to) forV y to V
and double-for L-sentences have the form:
(for? -forV -to) for? x forV y to V
In other words, when we articulate each of:
/there is something it is like for Bob to play prop/
/there is something it is like for Bob’s knee for Bob to
play prop/
/there is something it is like for Marv for Mo to see
mauve/
what we utter is, respectively:
There is something it is like forV Bob to play prop.
There is something it is like for? Bob’s knee forV Bob to
play prop.
59. Stoljar (Manuscript) also puts forward a contextual account. As this work is unpublished, I won’t consider it here.
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There is something it is like for? Marv forV Mo to see
mauve.
But it’s not obvious what any of these sentences—especially the
double-for sentences—mean. In the next section, I will look at the
role that ‘it’ plays in L-sentences. This—when combined with the proadjective thesis—will allow us to more clearly state the meanings of Lsentences. Thus it will help us to answer the first and second questions
that contextual accounts must respond to. Once we’ve established how
‘it’ works I will explain how we should understand single-for (in §5.2)
and double-for (in §5.3) L-sentences.

5.1

The role of ’it’

‘It’ can function as a pronoun. When it does this, it either has (in context) some semantic value—it contributes something to what is said by
uttering it in context—or it does not. If it has a semantic value in context
this is because it stands in for a noun phrase. If it does not, this is because it functions as “dummy” word which lacks meaning, and is only
present for syntactic reasons.60 How ‘it’ works in L-sentences will influence the meaning of these sentences. In this section I will argue that the
‘it’ in L-sentences lacks semantic value, i.e., L-sentences contain the word
‘itdummy ’, rather than the word ‘itsemantic ’. First I will say more about the
difference between these two words, then I will argue that L-sentences
involve the former.
When ‘it’ has a semantic value in a context this is because context
(playing a pragmatic role) determines what this value is. In the following examples, ‘it’ functions in this way and gets its semantic value by
anaphora, and as a bound variable, respectively:
60. ’It’ can also function as an adjective—as in the phrase ‘it girl’—or a noun—as in
the children’s game in which by touching another person you make them it. It seems
that the only role that ‘it’ might play in L-phrases is as a pronoun. See Oxford Engish
Dictionary (2014b).

140

CONTEXTUAL ACCOUNTS

§5.1

I can hear a possum moving in the garage. Can you see it?
If there is something moving in the garage, I can’t see
it.
Contextual features determine that what is communicated by uttering
these sentences is (in the context) the same as that communicated by uttering (respectively):
I can hear a possum moving in the garage. Can you see the
possum?
If there is something moving in the garage, I can’t see
the thing that is moving in the garage.
The second role ‘it’ can play is as a dummy word. ‘Itdummy ’ doesn’t
have any semantic value. Instead it plays a purely syntactic role: the
grammar of English requires that the sentence involves a noun phrase,
and ‘it’ steps in to do the job. ‘It’ performs this role in sentences such as:
It is a shame you didn’t see the possum.
It appears a possum is living in our garage.
One indication that the ‘it’ in some sentence is ‘itdummy ’ is that, if we
assume that the ‘it’ is actually ‘itsemantic ’, and “fill in” the semantic value
that it has in the relevant context, the resulting sentence has a different
meaning (in the context) than the sentences we started with. For example,
if the ‘it’ in:
It’s a shame you didn’t see the possum.
had some semantic value, this would be because it inherits this value
from the words nearby, namely, ‘you didn’t see the possum.’ Thus what
we’d say by uttering the sentence would be what we’d say by uttering:
That you didn’t see the possum is a shame you didn’t see the
possum.
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But we wouldn’t say anything by uttering this sentence: it isn’t grammatical. What we say by uttering the original sentence is the same as what
we say by uttering:
That you didn’t see the possum is a shame.
In the same way, what we say by uttering:
It appears a possum is living in our garage.
is not (as it would be if ‘it’ had semantic value) what we say by uttering:
That a possum is living in our garage appears a possum is
living in our garage.
Again, this sentence isn’t even grammatical, so by uttering it we don’t
say anything at all.
Thus there is a contrast between ‘itdummy ’, which lacks semantic value
in context, and ‘itsemantic ’, which has a semantic value in context, one
that is partly determined by contextual features playing a pragmatic role.
And we can use the test just described to work out which of these ‘it’s we
find in a sentence.

5.1.1

The dummy thesis

I will now show that we should accept what I will call the ‘dummy thesis’: that L-sentences involve ‘itdummy ’, not ‘itsemantic ’.61 I will do this by
using the test just described: we assume that the ‘it’ in an L-sentence is
‘itsemantic ’ and then replace it by an expression that has (in the context)
the same semantic value. Since what is said in uttering the resulting sentence is distinct from what is said by the initial sentence (in context), we
can conclude that the ‘it’ is ‘itdummy ’ not ‘itsemantic ’.

61. Hellie (2004: 339) accepts this thesis. He argues for it by appealing to the equivalence in meaning of gerund and infinitive versions of L-sentences (see below). Lormand
(2004: 308) also briefly argues for the dummy thesis.
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We’ve seen that, on the contextual account, there are two kinds of Lsentences: single-for and double-for. Examples of each are:
What is it like forV Bob to play prop?
What is it like for? Bob’s knee forV Bob to play prop?
I will now show that, in each case, the ‘it’ is more plausibly ‘itdummy ’ than
‘itsemantic ’.
If the ‘it’ in the single-for sentence were ‘itsemantic ’, it would inherit
its meaning from the phrase ‘forV Bob to play prop.’ In other words, it
would have the same meaning as:
What is Bob’s playing prop like forV Bob to play prop?
This sentence is ungrammatical and does not say what the initial sentence
(uttered in context) says, which is:
What is Bob’s playing prop like?
And were the double-for non-phenomenal sentence to involve
‘itsemantic ,’ it would be equivalent in meaning to:
What is Bob’s playing prop like for? Bob’s knee forV Bob to
play prop?
Once more, this is not even a grammatical sentence. What we say by
uttering the original sentence is what we say by uttering:
What is Bob’s playing prop like for? Bob’s knee?
So the ‘it’ in L-sentences is not ‘itsemantic ’, and the only other plausible ‘it’
that it could be is ‘itdummy ’.
A was noted above (in §2.2.2 and §3.3.2), L-sentences of the form
‘What is it like forV y to V?’ have the same meaning—make the same
contribution to what is communicated—as sentences of the form ‘What
is y’s V-ing like?’ And ‘what’ double-for L-sentences—those of the form
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‘What is it like for? x forV to V?’—have the same meaning as sentences of
the form ‘What is y’s V-ing like for? x?’. The dummy thesis explains how
this is so: it is because the ‘it’ in L-sentences is ‘itdummy ’, not ‘itsemantic ’.
What goes for ‘what’ L-sentences also goes for ‘something’, ‘nothing’,
‘anything’, etc., L-sentences. Thus the dummy thesis both predicts and
confirms the fact that L-sentences have this feature.

5.1.2

The dummy and pro-adjective theses

I argued in Chapter 3 that we should accept the pro-adjective thesis:
‘what ... like’, ‘something ... like’, etc., are pro-adjectives—phrases
that stand to adjectives as pronouns do to nouns—which mean, roughly,
‘what way (of being)’, ‘some way (of being)’, etc.. When combined with
the dummy thesis, this allows us to produce synonyms of L-sentences
and L-sentence forms.
I will look first at single-for ‘what’ L-sentences, i.e., those of the form:
What is it like forV y to V?
According to the dummy thesis, the following is a synonym of this form:
What is y’s V-ing like?
According to the pro-adjective thesis, this in turn is synonymous with:
What is a property, Z, such that: y’s V-ing is Z?
Our single-for example question:
What is it like forV Bob to play prop?
then, means:
What is a property, Z, such that: Bob’s playing prop is Z?
Now consider double-for ‘what’ L-sentences, i.e., those of the form:
What is it like for? x forV y to V?
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The dummy thesis tells us that this is synonymous with:
What is y’s V-ing like for? x?
Applying the pro-adjective thesis, this means the same as:
What is a property, Z, such that: y’s V-ing is Z for? x?
This means that the double-for example question:
What is it like for? Bob’s knee forV Bob to play prop?
means:
What is a property, Z, such that: Bob’s playing prop is Z for?
Bob’s knee.
In the same way, the general form of ‘something’ L-sentences of the
single-for and double-for variety is, respectively:
There is a property, Z, such that: y’s V-ing is Z.
There is a property, Z, such that: y’s V-ing is Z for? x.
Thus the ‘something’ versions of our examples:
There is something it is like forV Bob to play prop.
There is something it is like for? Bob’s knee forV Bob to
play prop.
mean:
There is a property, Z, such that: Bob’s playing prop is Z.
There is a property, Z, such that: Bob’s playing prop is
Z for? Bob’s knee.
For ease of presentation, I will henceforth speak as though these synonyms are identical to the L-sentences that they are synonyms of. This is
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because in one crucial aspect—what they contribute to what is communicated when they are uttered—they are identical, and it is this aspect that
we will be concerned with. For example, I will say things like: all singlefor ‘what’ L-sentences have in common the phrase, ‘what is a property,
Z, such that’ and it is this phrase that is responsible for their asking about
properties. This is short for (and easier to understand than): the synonyms of all single-for ‘what’ L-sentences have in common the phrase
‘what is a property, Z, such that’ and it is because their synonyms contain this phrase that single-for ‘what’ L-sentences ask about properties.

5.2

Single-for sentences

We can divide L-sentences into two parts. The first, quantificational, part
is either ‘what is a property, Z, such that’ or ‘there is a property, Z, such
that’. Which of these parts an L-sentence contains depends on whether it
is a ‘what’ or a ‘something’ sentence. The second, sentential part is either
of the form of ‘y’s V-ing is Z,’ or ‘y’s V-ing is Z for? x’. Which of these parts
an L-sentence contains depends on whether it is a single- or double-for
sentence respectively.
The meanings of the first, quantificational, parts is clear: these parts
either ask for, or say there is, a property, Z. The meaning of the second
part of single-for sentences is also clear: ‘y’s V-ing is Z’ predicates being
Z of the event y’s V-ing. Thus it’s easy to say what a single-for L-sentence
means. For example:
There is something it is like forV Bob to play prop.
means that there is a property (the first part) such that the event Bob’s playing prop has that property (the second part). And:
What is it like forV Bob to play prop?
means ‘What is a property that the event Bob’s playing prop has?’
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Double-for sentences

It’s harder to say what double-for L-sentences mean because it is harder
to say how we should understand the second, sentential, parts of such
sentences. In other words, it’s hard to answer the question: what does
a sentence of the form ‘y’s V-ing is Z for? x’ mean? To give the question more concretely, what does ‘Bob’s playing prop is Z for? Bob’s
knee’ mean? I will call these second, sentential, parts of double-for Lsentences—the part with the form ‘y’s V-ing is Z for? x’—‘for? -sentences’.
Our question in this section, then, is: what do for? -sentences mean?

5.3.1

’o is F for x’

We can make progress on this question by considering a more general
one: what does it mean to say, of some entities, o and x, and of some
property, Z, that: o is Z for x. For? -sentences have this form (where y’s
V-ing is o). On the face of it, this locution is strange. We know what
it means to say that some entity has some property. But it is less clear
what it means to say that an entity has a property for some (other) entity.
Standardly we think that objects either have or do not have properties,62
not that they have (or do not have) them for some entity.
I can see two general ways of understanding this locution that could
apply to for? sentences. The first general way to understand ‘o is Z for
x’ can be seen by considering ‘Maize was a sacred food for the Aztecs’.
The obvious way to understand this is as stating that the Aztecs believed
that: maize is a sacred food. And if we imagine that Joan has jaundice,
and that this affects her visual experiences by making everything seem
more yellow than it otherwise would, then ‘Snow yellow for Joan’ says
something true about Joan’s perceptual experiences of snow. I will call
this the ‘perspectival’ use of ‘o is Z for x’. The natural reading of these

62. Perhaps we think there are vague cases, cases of indeterminacy, or cases where an
object has a property to some degree or another. But that isn’t what is going on with ‘o
is Z for x’.
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uses is as telling us about how things are (in particular, how o is) from x’s
perspective: e.g., x believes that o is Z, or it seems to x that o is Z.
The second way to understand ‘o is Z for x’ is illustrated by the following two sentences: ‘Buying a Rolls Royce is expensive for Joyce’ and
‘Krakatoa’s eruption was dangerous for Noah’. We can read these sentences in a way in which they do not require that Noah or Joyce have a
perspective on the volcano’s erupting or the car’s being bought. Noah
need not have any perspective on the eruption because he might not realise that the mountain is a volcano, and if he’s on the summit when it
blows he might never get the chance to adopt any perspective towards
it. This is compatible with the eruption being dangerous (fatally so) for
him. Similarly, Joyce needn’t have any perspective on her buying a Rolls
Royce for it to be expensive for her. (Perhaps Joyce is about to become
old enough to drive, and the person who has the legal authority to spend
Joyce’s money knows she would buy herself a Rolls Royce if only she
had access to her fortune, so they arrange for Joyce to buy the car as a
surprise present for herself. But there’s been a terrible accounting error
which means that Joyce is much poorer than everyone thinks.)
I will call this second understanding of ‘o is Z for x’ a ‘conditional’
one because it asserts a conditional relation between two events. One
of events is given to us by ‘o’: it is, for example, Krakatoa’s erupting,
or Joyce’s buying a Rolls Royce. The other event is harder to describe.
It is something like: x’s being faced with Z-ness. In the volcano case
the second event is Noah’s being in danger (being “faced with danger”);
in the car case it is Joyce’s making an expensive purchase (being “faced
with (significant) expense”). On this reading we say, roughly, that when
the first event (or an event of the first kind) occurs, then the second event
(or an event of the second kind) also occurs.63

63. A third familiar use of ‘o is Z for x’ is to say that o has some property: being-Z-for-x.
For example, ‘Leo is badly paid for a CEO’ means that Leo has the property: badlypaid-for-a-CEO. In these cases, ‘o is Z for x’ means that, insofar as o belongs to a certain
class (’x’ informs us about which class this is), o is Z. It’s clear that this is not what is
going on in for? sentences.
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The perspectival use of ‘o is Z for x’ tells us about x’s attitude to or
perspective on the world. Here we are not saying that o is Z, but that,
in some sense, from x’s point of view, o is Z. The conditional use of ‘o is Z
for x’ tells us that, when o (which is here a particular kind of object: an
event) occurs, then x is faced with Z-ness. Again, this is not to say that o
is Z tout court.

5.3.2

For? -sentences

Do for? -sentences involve a conditional or a perspectival use of ‘y’s Ving is Z for? x’? If we consider the question ‘What is it like for? Bob’s
knee forV him to play prop?’ it seems clear that for? sentence involve the
conditional use: Bob’s knee is not the kind of thing that can have a perspective on anything. Support comes when we consider how we answer
the question. We do this by producing articulations such as, /dangerous/, /it is damaging/ and /it puts strain on his knee/. These are ways
(the first two of which involve ellipsis) of saying that, when one event
occurs—Bob plays prop—another also occurs—Bob’s knee is in danger,
Bob’s knee is damaged, or Bob’s knee is under strain. 64 We are not saying that Bob’s playing prop is dangerous simpliciter, or that Bob’s elbow
or his opponents are faced with danger or under strain when Bob plays
prop.
This means that
There is something it is like for? Bob’s knee forV Bob to play
prop
means,
There is some property, Z, such that: Bob’s playing prop is Z
forre Bob’s knee.
where ‘forre ’ means, roughly, ‘with regard to’ or ‘as concerns’: the event
that concerns Bob’s knee, when the event of Bob’s playing prop takes
64. The “two” events might be the same occurrence under two different descriptions.
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place, is the event of his knee being in danger, or damaged, or under
strain.65 More generally, for? -sentences are to be understood as ‘y’s V-ing
is Z forre x’.
And
There is something it is like for? Marv forV Mo to see mauve
means,
There is some property, Z, such that: Mo’s seeing mauve is Z
forre Marv.
Which means that the event of Mo’s seeing mauve is related to that of
Marv’s being faced with Z-ness.
We can make use of this to give more informative synonyms of
double-for L-sentences with the forms:
There is some property, Z, such that: y’s V-ing is Z for? x.
What is a property, Z, such that: y’s V-ing is Z for? x?
These sentences should be understood, respectively, as:
There is some property, Z, such that: y’s V-ing is Z forre x.
What is a property, Z, such that:
x?

y’s V-ing is Z forre

This means that we now have answers to the first two questions that
contextual accounts face. The first question is: what is the meaning of
L-sentences? We’ve just given the answer to this question by giving sentences synonymous with L-sentences. The second question is: how do Lsentences have that meaning? The answer is: it is because of their syntax
and the meaning of the words that make them up. The ellipsis, dummy
and pro-adjective theses, along with the claim that for? -sentences involve
65. So the ‘for’ here has the meaning given in the Oxford English Dictionary as “IX. Of
reference. 26. a. As regards, with regard or respect to, concerning.”(2013b).
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a conditional use of ‘o is Z for x’ (which leads to the claim that ‘for? ’
means ‘forre ’) give us this information.66

5.4

How context plays a role

Contextual accounts say that context plays a semantic and/or pragmatic
role in determining what is communicated when we utter L-sentences.
The third question that these accounts face is: how does context determine whether we engage in phenomenal or non-phenomenal L-talk
when we utter L-sentences?
On the contextual account that Hellie (2004) describes, context plays
a pragmatic role to determine that talk of knowing what it is like is concerned with knowing about the phenomenal realm. The idea is that when
we—who know what it is like to see red—say what it is that Mary (in
Jackson’s (1986)) doesn’t know, we don’t do this by explicitly saying what
it is that she doesn’t know. In other words, we do not produce the following sentence with the ellipsis filled in: ‘Mary doesn’t know that seeing red
is ...’ Instead we say ‘Mary doesn’t know what it is like to see red.’ We
don’t do this because we are temporarily lost for words, or because we
are being secretive about what it is that Mary doesn’t know. So, Hellie
suggests, the fact that we don’t simply state what it is that Mary doesn’t
know suggests that we are talking about something that we cannot simply state: it is inexpressible—if it were not inexpressible, we would simply express it. When we talk in this way, our interlocutors recognise that
we are sincerely trying to communicate some proposition to them, but
that we don’t do this straightforwardly—by stating explicitly what it is
that Mary doesn’t know. Thus our interlocutors infer that what we are
communicating must be inexpressible.
Thus Hellie offers an answer to the third question: some sort of cooperative principle is in operation according to which, if a speaker ap66. I noted above that although Snowdon holds a contextual account, he doesn’t answer
this second question. I think that what he says is compatible with accepting the answer
to the second question that I have presented.
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pears to say something uninformative, false, or otherwise inappropriate,
we are to interpret them as aiming to communicate something other than
the literal linguistic meaning of the sentence they produce. (Grice, for example, suggests that such a principle governs our linguistic communication: “Make your contribution such as is required, at the stage at which
it occurs, by the accepted purpose or direction of the talk exchange in
which you are engaged.” (1989b: 45)) But appealing to a co-operative
principle doesn’t explain why it is phenomenal (inexpressible) claims that
we communicate rather than non-phenomenal (but inexpressible) claims
(Hellie acknowledges that there are such propositions, e.g., those “one
knows when one knows how to do something” (2004: n9, 360)). Perhaps
what determines this is that we in a context in which phenomenal claims
are salient: this is certainly true of the instance of L-talk that Hellie is interested in—those in which the Knowledge Argument is being discussed.
But we can’t appeal to this in other contexts, in particular those in which
consciousness isn’t particularly salient (I return to this point in §5.6.4). So
Hellie’s account doesn’t give us an answer to the third question.
How, then, does context determine whether L-talk is phenomenal or
not? I suggest that it does this via the common phenomenon of domain
restriction—by restricting the properties that are quantified over in Lsentences. I will first explain what domain restriction is, before showing
how it is plausible that it occurs when we engage in L-talk.

5.4.1

Domain restriction

Consider the following situation. Edna and Marge hear a noise outside
their home. They go outside to investigate, but can’t see much because
it is dark. They think they hear a noise coming from the garage. Edna
investigates, but can’t find anything. She tells Marge this by uttering:
‘There is nothing in the garage.’ What Edna communicates by this is not
the false claim that there are no entities within the garage. Both Edna and
Marge know that there are so many things in the garage that they can’t
keep track of them all: there is the car, two rusty bikes, many half-full
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tins of paint, a toolbox, a stepladder hidden behind a stack of cardboard
boxes, a crate of dirty rags, countless air molecules, etc. What Edna communicates is that there is nothing in the garage that is making the sound
they just heard. This is an example of domain restriction. The domain
over which ‘nothing’ quantifies here is not that of all things, but only of
all things that are candidate sources of the noise they heard.
Now consider a different situation. Edna and Marge are pruning a
tree in the garden. The tree is too tall for them to reach all the branches.
Edna wonders whether they have anything they can stand on to reach
higher. Marge remembers the stepladders behind the boxes in the garage,
and utters, ‘There is something in the garage.’ Marge is not communicating that the garage is not a perfect vacuum: she is not communicating
that there is at least one thing (of any kind whatsoever) that is in the
garage. She communicates that there is at least one thing of a restricted
kind—of the kind that they can stand on to reach higher—in the garage.
This is another case of domain restriction.
The phenomenon of domain restriction is a common and familiar one.
When we utter, ‘Sit anywhere you like,’ to a dinner party guest, we communicate something like that they can sit on any of the chairs arranged
around the dinner table that they like. And when we utter, ‘All the pudding has been eaten,’ we don’t communicate that there is no pudding
anywhere in the world that has not been eaten.

5.4.2

Domain restriction and L-talk

The pro-adjective thesis says that ‘something’ L-talk involves quantification. It is plausible that here, as in the other cases involving quantification that we’ve just seen, the domain over which we quantify is often
restricted. In other words, when we say, ‘There is a property, Z, ....’ what
we communicate is not that there is a property (of any kind), Z, .... Instead we communicate that there is a property (of a restricted kind), Z,
.... The restricted kind in the case of phenomenal L-talk, according to the
contextual account, is that of phenomenal properties.
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Wh-questions plausibly involve domain restriction too. When Edna
asks, ‘What is in the garage?’ she isn’t hoping to be presented with a list
of the contents of the garage. Instead, she’s asking about what is in the
garage that might have made the noise they heard. And if, when Edna
and Marge are wondering if they have anything that would allow them
to reach higher up the tree, Marge asks Edna, ‘What is in the garage?’ she
isn’t asking for an inventory of the garage. Instead, she’s asking for a list
of items in the garage that might be used to allow them to reach higher
up the tree.
On the contextual account, the explanation of how we can use
‘what’ L-sentences with non-experiential meaning to ask questions about
consciousness—to engage in phenomenal L-talk—is that these questions
involve domain restriction. When we ask, ‘What property, Z, is such that:
y’s V-ing is Z forre x?’ we’re asking about a restricted kind of properties:
the phenomenal properties.
There is debate as to how domain restriction occurs. Some, e.g., Stanley and Szabó (2000), account for it by positing unarticulated elements of
what is uttered. These elements require context to play a semantic role
to fix their semantic value. Others, such as Bach (2000), deny this and locate domain restriction in the pragmatic realm. On this approach, when
we say ‘All the pudding has been eaten,’ what we say is literally false
(because there is some uneaten pudding somewhere). But context plays
a pragmatic role and determines that what we communicate is that all
the salient pudding—all the pudding prepared for dinner, say—has been
eaten.
Proponents of the contextual account doesn’t need to take a stance on
this issue. Presumably L-talk is not special: however we account for domain restriction in other cases (once this is determined) will apply here.
In order for the contextual account to solve the puzzle we just need that it
is plausible that domain restriction occurs in L-talk. Since L-talk involves
the sorts of question and quantifier phrases that are often concerned only
with restricted domains, it is plausible that domain restriction does occur
in L-talk.
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We’ve now answered the third question that contextual accounts face:
how can we engage in phenomenal L-talk by uttering sentences with
non-experiential meaning? The answer is: L-sentences involve quantification (or interrogation) over a domain, and, when it comes to phenomenal L-talk the domain is restricted to phenomenal properties.

5.5

Solving the puzzle

We have expressed the puzzle as an inconsistent tetrad:
[T1] Phenomenal L-sentences have experiential meaning.
[T2] Non-phenomenal L-sentences have non-experiential
meaning.
[T3] The same L-sentences can be used in both phenomenal
and non-phenomenal L-talk.
[T4] No L-sentence can have both experiential and nonexperiential meaning.
The contextual account offers a solution to the puzzle. [T3] is true:
there is no difference in meaning between double-for phenomenal and
non-phenomenal L-sentences—both involve ‘forre ’. [T2] is also true:
non-phenomenal (and phenomenal) L-sentences have non-experiential
meaning—‘forre ’ means, roughly, ‘with regard to’. [T4] is analytic, given
how we’re using the terms it involves. But [T1] is false. [T1] is plausible because something nearby is true: what is communicated by uttering phenomenal L-sentences concerns consciousness. That we can use
some sentence or phrase to talk about some topic is very often because
of the linguistic meaning of the sentence. That we can use ‘hound’ or
‘terrier’ to talk about dogs, or ‘tack’ or ‘anchor’ to talk about ships and
sailing, is because of the linguistic meanings of these words. So it was
reasonable for us to think that, since we can use L-sentences to talk about
consciousness, these sentences have experiential meaning. According to
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the contextual view, what is very often true of sentences is false of phenomenal L-sentences. Context plays a semantic or pragmatic role such
that by uttering a sentence with non-experiential meaning we can sometimes communicate something about consciousness. Thus the contextual
account solves the puzzle.

5.6

Challenges

The contextual account faces objections. We should only accept it as the
correct account of L-talk if it can show that these objections fail. I will
consider five challenges to the contextual account and I will show that all
except the last can be met. This means we should not accept the contextual account if there are other, better accounts available. I will argue that
there is such an account in the next chapter.
The first challenge contextual accounts face is that the way they explain the difference between phenomenal and non-phenomenal L-talk
does not do justice to the significance of the distinction between the phenomenal and non-phenomenal realms. The second challenge is that,
if the contextual account were correct, we’d expect to see phenomenal
single-for L-sentences, but we do not. The third challenge arises once the
second has been responded to: if context does all the work in distinguishing phenomenal and non-phenomenal L-talk, why do we see double-for
L-sentences at all? The fourth challenge is to explain how we can use
phenomenal L-talk to introduce phenomenal consciousness as a topic of
conversation. Such uses of L-talk occur in contexts in which consciousness is not a salient subject matter, so it looks hard to see how it could be
context which determines that they are instances of phenomenal, rather
than non-phenomenal, L-talk. The fifth and final challenge is: how can
an audience recognise that they are hearing phenomenal, rather than nonphenomenal, L-talk in situations in which it is used to introduce consciousness. It is this challenge, I will show, that the contextual account
cannot meet.
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A significant distinction

The first challenge concerns the significance of the distinction between
the phenomenal and the non-phenomenal. The idea is that domain restriction allows us to make trivial distinctions—between, for example,
things that Marge and Edna can stand on in order to prune their tree,
and other things. But the phenomenal/non-phenomenal distinction is a
significant distinction. It would be surprising, the challenge goes, if we
used the same method—domain restriction—to indicate both this significant distinction, and the trivial distinction that occurs in the case of Marge
and Edna. I will flesh out this challenge before explaining why the contextual account can meet it.
In the situation described above, Edna and Marge are pruning a tree.
Edna wonders whether they have something they can stand on to reach
the uppermost branches. Marge remembers that there are some stepladders in the garage and utters, ‘There is something in the garage.’ This is
domain restriction at work: the quantifier ‘something’ ranges only over
things that Edna and Marge can stand on to reach the top branches of
the tree, rather than over all things. Whether or not a given object is the
kind of thing that Edna and Marge can stand on is not a significant matter
in the following sense: carving nature at its joints won’t divide the canbe-stood-on-for-pruning objects from the can’t-be-stood-on-for-pruning
objects.
Whether or not a property is phenomenal, however, is a significant
matter in the sense just described: there does seem to be an important
distinction between phenomenal and non-phenomenal properties. When
it is thought to be a significant matter whether something belongs in one
category rather than another, this is often reflected in our language. For
example, the distinction between males and females, between persons
and non-persons, and between properties and property bearers are (or
are taken to be) major distinctions in the world. And each of these distinctions is reflected in our language. The distinction between male and
female shows up in the distinction between pronouns ‘he’ and ‘she’. The
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contrast between persons and non-persons is marked by the distinction
between, on the one hand, the pronouns ‘he’ and ‘she’, and, on the other,
the pronoun ‘it’. And the distinction between property bearers and properties is reflected in the subject/predicate distinction in English.

On the contextual account, despite the clear difference in the significance of the phenomenal/non-phenomenal properties and the can/can’tbe-stood-on-for-pruning objects, our language treats them the same. The
mechanism that we use to make the standing-on distinction—domain
restriction—is also used make many other distinctions of little or no import. We might think it surprising that such a humble tool is used to indicate the weighty distinction between phenomenal and non-phenomenal
properties. And we might think this gives us some reason to doubt the
contextual account of L-talk. This is the first challenge that contextual
accounts face.

I don’t think that this challenge causes problems for contextual accounts. It’s not clear what is meant by the claim that language reflects
(what we take to be) major divisions in nature. It’s true that, if we use
different words then, other things being equal, we talk about different
things. But it’s not true that, for any major division, there are pairs of
words, one of which is used on each side of the boundary. There are not
two words meaning ‘large’, or ‘inside’, or ‘move’, one of which we use
for the living and one for the dead, or for the sacred and the profane,
or one of which is used only when making necessary claims rather than
contingent ones. But the distinctions between the living and the dead,
the sacred and the profane, and the necessary and the contingent are (or
are thought to be) significant ones. Further, even if language does sometimes reflect divisions in the way suggested, it isn’t true that it always
does so. Perhaps the phenomenal/non-phenomenal distinction is simply one case where this mirroring does not occur. Thus this challenge to
the contextual account fails.

158

5.6.2

CONTEXTUAL ACCOUNTS

§5.6

Why no single phenomenal L-sentences?

The second challenge to the contextual account concerns the lack of phenomenal single-for L-sentences. Given that context can determine that
what is communicated when we utter a non-experiential double-for Lsentence concerns consciousness, it seems plausible that it should also
be able to sometimes determine that what we communicate when we utter a non-experiential single-for L-sentence is about consciousness. After
all, both single- and double-for L-sentences involve a ‘there is something’
or a ‘what’ element, and it is the presence of these elements that allows
domain restriction to take place. The challenge here, then, is: can the
contextual account explain why we do not see such sentences? The proponent of the contextual account could respond by arguing that we have
been mistaken to think that there are any single-for L-sentences: all Lsentences—including all non-phenomenal L-sentences—have a doublefor form. Alternatively, they could argue that some cases of phenomenal
L-talk do involve single-for sentences. I will consider each response in
turn.
Is it plausible that all L-sentences—not just all phenomenal Lsentences—have a double-for structure? The idea is that there is more
ellipsis at work in the case of non-phenomenal L-talk than has been so
far admitted, and that all non-phenomenal L-sentences involve an element of the ‘forre x’ form. One positive consequence of accepting this
view is that it gives us a unified account of all L-sentences: they are all of
the (forre -forV -to) form.
But it’s not obvious that we need or should hope for such an overarching analysis of L-sentences. We can see this if we consider a parallel
case. If we make the following two articulations:
(/a/) /there is something that I ate last week/
(/b/) /there is something that I ate on Tuesday last week/
what is uttered looks, respectively, to be:
(a) There is something that I ate last week.
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(b) There is something that I ate on Tuesday last week.
And so the two sentences uttered respectively involve phrases of the
forms:
(A) x V-ed last week.
(B) x V-ed on d last week.
On the face of it, then, there is no unified form that all ‘ate last week’
sentences share. But we could try to argue for a unified account of these
sentences. When both (/a/) and (/b/) are articulated, the argument goes,
what is uttered has the form of (B). In the case of (/a/), ellipsis occurs,
and there is an element of what is uttered—‘on d’—that is not articulated.
Certainly, if it is true that there is something that I ate last week, then it
must be true of some day last week that there is something that I ate on
that day last week.
But apart from giving us a unified account of the form of sentences
like (/a/) and (/b/), the idea that what is uttered by articulating (/a/)
has the form of (B) rather than of (A) is unmotivated. And there are reasons to reject the unified account. If we should accept the unified account
of (/a/) and (/b/), then, by parity of reasoning, we should also accept a
(different) unified account of (/a/), (/b/) and (/c/):
(/c/) /there is something that I ate at home on Tuesday last
week/
What is uttered by articulating (/c/) is:
(c) There is something that I ate at home on Tuesday last
week.
which involves a phrase of the form:
(C) x V-ed at l on d last week.
On the new unified account, both (/a/) and (/b/) involve ellipsis, and
what is uttered is not (a) or (b) but something involving a phrase of the
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form of (C). After all, whenever we eat something, there is some location
at which we eat it. But there is no need to stop here—we could add the
time of the eating, the manner in which it occurred, the ingredients and
production method of the food, and so on. We end up with a complicated sentence that contains elements corresponding to all these details,
most of which are not articulated. But while unified accounts are plausibly better, other things being equal, here other things are not equal. It is
implausible that by articulating (/a/) I am uttering a long complex sentence about ingredients and eating locations. Since there doesn’t seem to
be a non-arbitrary point at which we can stop adding more unarticulated
structure, we should not begin the unifying process, so we should accept
that what is uttered by (/a/) is (a), not (b).
What goes for ‘ate last week’ sentences also goes, I claim, for Lsentences. If there is no positive reason to think that a given L-sentence
involves a second ‘for’, then we should not posit such a term. On the
contextual account, there will often be no such reason, and this is true
for both phenomenal and non-phenomenal L-sentences. So we should
allow that some of each are single-for sentences. It is perfectly reasonable to think that some non-phenomenal L-sentences contain more structure than others do, just as some ‘ate last week’ sentences contain more
structure than others do. Thus we can’t respond to the second challenge
to the contextual account—how to explain why we don’t see phenomenal single-for L-sentences—by arguing that there are no single-for Lsentences.
The second way to respond to this challenge is to argue that there are
single-for phenomenal L-sentences, so there is no alleged absence to be
explained. I argued in §4.2 that all phenomenal L-sentences are doublefor sentences. The argument had three stages. First I showed that some
phenomenal L-sentences have the double-for structure. Then I argued
that it was plausibly because these sentences involve the second, non’forV ’, ‘for’ that they are phenomenal sentences. Third, I argued that,
other things being equal, we should prefer a unified account of phenomenal L-sentences. But now we’ve seen that there are non-phenomenal
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double-for L-sentences, so we might think that the second stage should
be rejected. It is not the mere involvement of a second ‘for’ that distinguishes phenomenal from non-phenomenal L-sentences, so there is less
reason to think that it is because of the second ‘for’ that these sentences
are phenomenal. This means that, even if the phenomenal L-sentences I
looked at in the first stage of my argument are double-for sentences, we
can allow that there could be single-for phenomenal L-sentences. Further, we have plausibly already seen such sentences. For example, if the
contextual account is correct, then what is uttered by:
(P7) There is nothing it is like to be a zombie. (Chalmers
1996: 95)
is plausibly the non-experiential sentence:
There is nothing it is like forre a zombie to be a zombie.
Chalmers succeeds in communicating that zombies lack phenomenal properties because context restricts the domain over which he (negatively)
quantifies to only those properties. This second response shows that if
we accept the contextual account, then when it comes to sentences like (P7)
there is no need to posit a second, unarticulated ‘for’: the simplest explanation is that these sentences involve only one ‘for’. And yet Chalmers is
clearly engaged in phenomenal L-talk.
Thus the contextual account is not troubled by the second challenge:
that we don’t see single-for phenomenal L-sentences when we would expect to. In fact, the proponent of this account can argue, we do see such
sentences, so there is no absence to be explained.

5.6.3

Why any double-for L-sentences?

The third challenge can be given by asking: if it is context which determines whether we engage in phenomenal or non-phenomenal L-talk
when we utter an L-sentence, why do we see double-for L-sentences at
all? If there were a special phenomenal ‘for’ in play in phenomenal L-talk
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(as lexical accounts hold) then this would explain why we see double-for
L-sentences: only sentences involving this second special ‘for’ have experiential meaning, so all phenomenal L-sentences are of this form. But the
contextual account denies that there is such a term and so cannot appeal
to this explanation. To respond to the challenge, the contextual account
needs to explain why we sometimes have a reason to use a double-for
rather than a—shorter, more easily understood—single-for L-sentence. I
think there are two such reasons.
The first reason can be seen if we consider what thing we are usually
asking or saying something about when we utter a single-for L-sentence.
Other things being equal, we are most interested in properties that are
connected in some way to y, rather than to anything else involved in y’s
V-ing. For example, we expect different answers to be given to the following two questions, even though the event of Ali’s defeating Foreman
in 1974 is the same event as Foreman’s being defeated by Ali in 1974:
What was it like for Ali to defeat Foreman in 1974?
What was it like for Foreman to be defeated by Ali in
1974?
In other words, these sentences plausibly have the same meaning, but
what they communicate differs.
But sometimes we are not interested in how y fares when y Vs, but
how some other thing—x—fares. For example, we might not be interested in how Bob fares when he plays prop, but in how Bob’s knee fares
when he plays prop. So we use the double-for sentence in which x is
‘Bob’s knee’ and y is ‘Bob’. The claim here is that some acceptable responses to the single-for question are not acceptable responses to the
double-for question. ‘Morale-boosting for his team-mates,’ is an acceptable answer to, ‘What is it like forV Bob to play prop?’, but it is not acceptable in response to, ‘What is it like forre Bob’s knee for him to play prop?’.
In other words, the double-for sentences are more precise in meaning
than their single-for counterparts—they focus our attention on how x is
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when y Vs.67 Thus when we are most interested in something other than
y we have reason to use the double-for rather than the single-for sentence.
The second reason we can have for using a double- rather than a
single-for sentence is related to the first. If there is (or might be) some
confusion as to which thing we are interested in when y Vs, we can clarify by using a double-for sentence. For example, if we have just been
talking about how Bob’s parents have always taken great interest in his
rugby career, then we might reasonably interpret the question, ‘What is it
like forV Bob to play prop?’ as asking about how his parents are when Bob
plays at prop. Reasonable answers to the question would then include,
‘They are very proud,’ or, ‘They are always excited and nervous.’ But if
we are interested in how things will be for Bob, we can make this clear
by adding ‘forre Bob’ at the appropriate point. In other words, we ask,
‘What is it like forre Bob forV Bob to play prop?’ Here ‘x’ and ‘y’ stand
for the same thing—Bob—but we need to add the ‘forre Bob’ because it is
likely that otherwise the question will be misinterpreted—i.e., that what
the hearer takes to have been communicated will be different to what the
speaker intends to communicate. Thus if the speaker’s audience will or
might misunderstand the articulation of a single-for L-sentence, this can
sometimes be avoided by instead producing a double-for sentence that
makes clear which thing it is that we are interested, i.e., what x is.
In general, then, we utter a double- rather than a single-for L-sentence
when the use of the single-for sentence is likely to suggest that we are interested in something other than the thing we are actually interested in.
Double-for sentences allow us to be clear about which thing we’re interested in because ‘forre x’ plays a focusing role: it directs our attention to
the properties that x has, when y V’s. We have reason to use a doublefor L-sentences, then, when either (i) x is distinct from y, or (ii) there is
the potential for the target of inquiry to be misunderstood by the audi67. Note that the claim is not that no response to the double-for question is an acceptable response to the single-for question. We can legitimately answer the single-for
question—‘What is it like forV Bob to play prop?’—by talking about how things are with
Bob’s knee—‘It is damaging for his knee.’

164

CONTEXTUAL ACCOUNTS

§5.6

ence.68 Together, (i) and (ii) account for all the cases in which a speaker’s
audience might misunderstand what it is that the speaker is focusing on.
Thus there are no other reasons for uttering double- (rather than single)for sentences.
There are sometimes reasons for using a double-for L-sentence rather
than a single-for L-sentence. This explains why we see the former, even
though the latter are shorter and easier to understand. Thus the contextual account can respond to the third challenge it faces.

5.6.4

Introducing consciousness

The fourth challenge for the contextual account is to explain how we can
use phenomenal L-talk to successfully introduce consciousness. We saw
in Chapter 1 (examples (P1), (P2), (P5), and (P6)) that L-talk is often used
in this way: to narrow down the topic of conversation to that of phenomenal consciousness. (P2) comes from the seventh paragraph of Tye’s paper, after he has briefly described two senses of ‘conscious’ distinct from
that of ‘phenomenally conscious’, and after he has given other phrases
that have experiential meaning (‘raw feels’ and ‘sensational qualities’).
Tye, then, is introducing consciousness, but not, as it were “out of the
blue”. But (P1) is the very first sentence of a summary article on theories of consciousness (it is also the first sentence of its abstract). And
(P5) is the very beginning of an encyclopaedia entry entitled ‘What-it’slike’ in The MIT Encyclopedia of the Cognitive Sciences. And (P6) is from an

68. We can draw a rough analogy here between cases of the (i) kind and cases in which
we articulate /Ed is keen for Ned to see the manuscript/ rather than /Ed is keen to see
the manuscript/. In (i) cases, there are two relevant subjects—x and y—rather than one
as there would be if we uttered the ‘default’ sentence—a single-for sentence. In the Ed
case, the articulation makes clear that two distinct people—Ed and Ned—are relevant,
rather than that, as would be assumed if the shorter articulation were produced, only
one person—Ed—is relevant. Similarly, cases of the (ii) kind are roughly analogous to
articulating /Ed is keen for Ed to see the manuscript/ when someone is confused and
thinks that Ed is keen for Ned to see the manuscript. Both analogies are rough because
the appeal to cases of the (i) and (ii) kind explain why we sometimes utter double-for
sentences, while the Ed examples are concerned with explaining why we sometimes
articulate more rather than less. See §4.1.2 for discussion of the Ed sentences.
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introductory textbook on the philosophy of mind. A significant portion
of the intended audiences of each of (P1), (P5) and (P6), then, are those
who are not familiar with philosophical discussions of phenomenal consciousness. These authors (unlike Tye) are not merely emphasising—or
reminding readers familiar with discussions of consciousness—that the
current topic is phenomenal consciousness. Instead, their remarks are intended to allow readers with no background in discussions of phenomenal consciousness, and no familiarity with technical terms used in such
discussions—such as ‘qualia’ and ‘subjective character’—to understand
that the topic is consciousness of this kind. What determines whether Ltalk is phenomenal or non-phenomenal, according to the contextual account, is whether features of the context determine that the domain over
which quantification and interrogation occurs is restricted to only phenomenal properties. The current challenge can be sketched as follows.
Most plausibly, the contextual feature that determines whether domain
restriction occurs is which topics are salient. But this cannot be what
happens when it is the very use of L-talk which makes phenomenal consciousness salient. I will first set out this challenge in more detail before
arguing that it can be met.
Consider again Edna and Marge hearing a noise outside. When Edna
utters (after investigating the garage), ‘There is nothing in the garage,’,
what feature of the context determines that she communicates that there
are no candidate noise-makers in the garage, rather than that the garage
is totally empty? Plausibly, what is relevant is that Marge and Edna are
in a context in which candidate noise-makers are especially salient. This
doesn’t require that they have been talking about the noise-makers—
perhaps on hearing the noise Edna went out to investigate without a
word being exchanged—it is enough that the noise-makers are salient to
them at that time. Thus the relevant feature of the context that determines
that, when Edna utters her sentences, she only speaks about the (absence
of) candidate noise-makers in the garage, is that these noise-makers are
salient in the context.
Which feature of context serve to determine that L-talk is phenome-
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nal? The obvious suggestion—following the discussion of the Marge and
Edna case—is that phenomenal consciousness is salient in the context.
But this cannot be the right answer in cases in which L-talk is used to
introduce phenomenal consciousness: to establish it as a topic of conversation. Phenomenal consciousness is not salient in these cases; at least,
it is not yet salient. It will become salient, but only because phenomenal
L-talk is used to make it salient—to make clear that the topic of conversation is consciousness. Since we use L-talk to indicate that consciousness
is a salient topic it cannot be that consciousness is already a salient topic
in order for us to use L-talk in this way. Thus it can’t be that phenomenal
properties’ being salient is responsible for determining that the L-talk is
phenomenal, not non-phenomenal.69 The fourth challenge for the contextual account is to come up with some feature of context other than
salience which can determine that L-talk is phenomenal when we use it
to introduce consciousness.
Proponents of the contextual account can respond to this challenge in
the following way. It is plausible that the feature that restricts the domain
of Edna’s sentence to only candidate noise-makers is that these noisemakers are salient in that context. But this doesn’t mean that saliency
is the only feature of context that can play a role in domain restriction.
Another part of the context is the intentions of the speaker. What we
utter surely depends to some degree on what we intend to utter.70 When
speakers use L-talk to introduce phenomenal consciousness, they intend
to use this language in this way, so it is plausible that it is their intentions
that restrict the domain to only phenomenal properties. Thus the fourth
challenge to the contextual account can be met.
69. Nor can the relevant feature be whether the discussion occurs in a philosophical (or
more broadly academic) rather than a non-philosophical setting: in Chapter 1 we saw
examples of both phenomenal and non-phenomenal L-talk occurring in both philosophical and in other settings.
70. This is not to say that our intentions determine what we utter. If I mistype or misspeak
and articulate /casual/ instead of /causal/ then what I have uttered is ‘casual’. Or if
I articulate /prevaricate/ thinking ‘prevaricate’ means ‘procrastinate’ then what I have
uttered doesn’t mean ‘procrastinate’ but ‘prevaricate’ (because what I have uttered is
‘prevaricate’).
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Recognising phenomenal L-talk

The fifth challenge to contextual accounts is related to the fourth. We’ve
just seen that the contextual account can explain how we can use phenomenal L-talk in contexts in which consciousness isn’t already salient.
The current challenge is that the contextual account cannot explain how
we can successfully introduce consciousness by engaging in L-talk. To explain this requires more than explaining how it is that what is communicated narrows the topic of conversation to consciousness. It also demands
that we explain how it is that the audience understands that the topic has
been so narrowed, which requires explaining how they recognise that
they are hearing phenomenal, rather than non-phenomenal L-talk. Appealing to the intentions of the speaker won’t do the job since speaker’s
intentions are not transparent to their audience.
Looking at an example here will be helpful. In Chapter 1, we saw that
Uriah Kriegel introduces consciousness in the following way:
(P1) phenomenal consciousness is the property mental states,
events, and processes have when, and only when, there
is something it is like for their subject to undergo them,
or be in them, (Kriegel 2006: 58)
Part of what is uttered here means (on the contextual account):
There is some property, Z, such that: the subject’s undergoing
the state is Z forre the subject.
For Kriegel to successfully introduce consciousness as his topic, his audience must recognise that the domain that he quantifies over is not that of
all properties, but is restricted to only phenomenal properties. The challenge for the contextual account is to explain how, faced only with what
is articulated, Kriegel’s audience can deduce that he quantifies only over
the restricted domain.
To meet this challenge, the contextual account must show that the
contextual features that determine whether L-talk is phenomenal or nonphenomenal are accessible to audiences in situations in which L-talk is
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being used to introduce phenomenal consciousness. We’ve just seen that
it is plausibly Kriegel’s intentions that determine whether domain restriction occurs, but his intentions are not directly accessible to his audience.
All the audience has access to is what Kriegel articulates, and so what
is uttered. But a central claim of the contextual account is that the same
thing can be articulated and/or uttered in both phenomenal and nonphenomenal L-talk. So, even when Kriegel intends to restrict the domain
over which he quantifies to only phenomenal properties, his audience
have no reason to think that such restriction is occurring, or that the domain is restricted to phenomenal (rather than any other kind of) properties.
We might wonder whether the relevant feature of the context is that
the audience correctly assumes that (as is almost always the case) the
speaker is acting in accordance with some sort of co-operative principle
(see, e.g., (Grice 1989b)) according to which, if what they say seems inappropriate, we should understand them to be communicating something
different. ‘There is something it is like forV Bob to play prop,’ for example, literally means that Bob’s playing prop has some property. This is
trivially true, and so it is reasonable to think that we need to appeal to
a co-operative principle in order to discover what is communicated by
uttering this sentence.
But, first, such an appeal only informs us that something funny is going
on—we know that we shouldn’t take what has been said at face value. It
doesn’t tell us that domain restriction is occurring, rather than that, say,
the speaker is being sarcastic, or is joking, or is using a statement (e.g.,
‘I’d like to order a taxi for 7pm,’) to make a request, or that anything
else “non-standard” is going on. Second, even if the audience is able
to infer that domain restriction of some kind is occurring, the appeal to
a co-operative principle doesn’t suffice to determine that the restricted
domain in question is that of phenomenal properties, rather than colour,
historical, aesthetic—or any other kind of—properties. So the contextual
account cannot respond to the challenge by simply by appealing to the
role played by co-operative principles.

§5.7

SUMMARY

169

I can’t see any way in which the contextual account can meet this
challenge. We know that by uttering L-sentences, speakers are able to
successfully introduce consciousness as the topic of conversation—their
audience recognises that the speaker is engaged in phenomenal L-talk.
But the contextual account does not seem able to explain how this can
happen. This is a significant black mark against the contextual account.
In Chapter 6 I will argue that the conditional lexical account can explain
this phenomenon, and does not itself face any significant challenges that
it cannot answer, so it should be preferred to the contextual account.

5.7

Summary

Contextual accounts hold that all L-sentences—whether of a single- or
double-for form—have non-experiential meaning. The source of the crucial difference between phenomenal and non-phenomenal L-talk is the
influence that context has (when it plays a semantic and/or pragmatic
role) on determining what is communicated when L-sentences are uttered. This means that the contextual account can solve the puzzle by
denying [T1]:
[T1] Phenomenal L-sentences have experiential meaning.
The contextual account can also explain what L-sentences mean, how
they have this meaning, and exactly how context determines whether we
engage in phenomenal or non-phenomenal L-talk when we utter these
sentences. Accepting the dummy thesis—which says that the ‘it’ in Ltalk is a dummy term that has no semantic value in context—clarifies the
role that ‘it’ plays in L-sentences. When we combine this with the proadjective thesis, we can see that single- and double-for ‘what’ L-sentences
are synonymous with sentences of the following respective forms:
What is a property, Z, such that: y’s V-ing is Z?
What is a property, Z, such that: y’s V-ing is Z for? x?
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The meaning of the former sort of sentences is clear: it says that the event
y’s V-ing has property Z. If we accept that ‘y’s V-ing is Z for? x’ is a conditional use of ‘o is Z for x’, then we get that double-for ‘what’ L-sentences
mean the same as sentences of the form:
What is a property, Z, such that: y’s V-ing is Z forre x?
where ‘forre ’ means, roughly, ‘with regard to’.
In the same way, we can give the meaning of single- and double-for
‘something’ L-sentences as having the forms, respectively, of:
There is a property, Z, such that: y’s V-ing is Z.
There is a property, Z, such that:
x.

y’s V-ing is Z forre

Although all L-sentences have non-experiential meaning, we can
sometimes use L-sentences to engage in phenomenal L-talk. This is because domain restriction occurs: the domain of properties over which we
quantify or interrogate is restricted by elements of the context—what is
salient, or the speaker’s intentions—to that of phenomenal properties.
Thus, not only do we know what L-sentence mean, according to the
contextual account, but we know how they have that meaning—how their
being composed of those words in that order gives them the meaning
that they have. And we know how, although they have non-experiential
meaning, we can use L-sentences to communicate about consciousness.
But we should not adopt a contextual account of L-talk. These accounts are unable to explain how we can successfully introduce consciousness by using phenomenal L-talk because they cannot explain how
the hearers or readers of L-talk recognise that they are faced with phenomenal L-talk in such situations. In the next chapter I will describe lexical accounts of L-talk and show how one such account—the conditional
account—succeeds where the contextual account fails.

C HAPTER SIX

Lexical accounts
All lexical accounts accept the lexical thesis: phenomenal and nonphenomenal L-sentences differ in the lexical items—the words—they
contain. In particular, the former, but not the latter, involve the word
‘phor’, which has experiential meaning. Lexical accounts also accepts
the ellipsis, and phenomenal double-for theses. In other words, they accept that L-talk often involves ellipsis, and that all phenomenal L-talk
involves double-for L-sentences.
According to lexical accounts there are three sorts of L-sentences, with
the forms (for ‘something’ L-sentences):
(forV -to) There is something it is like forV y to V.
(forre -forV -to) There is something it is like forre x forV y to V.
(phor-forV -to) There is something it is like phor x forV y to V.
Here is an example of each form:
There is something it is like forV Bob to play prop.
There is something it is like forre Bob’s knee forV Bob to
play prop.
There is something it is like phor Mo forV Mo to see a
mallow flower.
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Sentences of the first two forms have non-experiential meaning, and
are employed in non-phenomenal L-talk. Sentences of the third have experiential meaning and are employed in phenomenal L-talk. What distinguishes phenomenal from non-phenomenal L-sentences, then, is the
vocabulary—the lexical items—they involve. In particular, phenomenal
L-sentences involve a word that I am writing as ‘phor’, to distinguish it
from other disambiguations of /for/.71 This word has experiential meaning, and it is because phenomenal L-sentences contain it that we can use
them to talk about consciousness.72 This explains how it is that there can
be two L-sentences with the same structure—e.g., a phenomenal and a
non-phenomenal double-for L-sentence—only one of which has experiential meaning.
Lexical accounts face the first two questions that we asked of the
contextual account in the previous chapter. The first question is: what
do L-sentences mean? The second is: how do L-sentences have the
meaning that they do?73 These questions are closely-connected, so I
will consider them together. I begin by explaining what the meaning
of non-phenomenal L-sentences is, according to lexical accounts. Since
these accounts agree with the contextual account here, this will not take
long. To explain the meaning of phenomenal L-sentences, we need to get
clearer on the meaning of ‘phor’. In §6.1 I suggest that we can use what
71. Thanks to Daniel Stoljar for suggesting this way of spelling the “phenomenal ‘for”’.
72. I am speaking here as though the only way to engage in phenomenal L-talk—Ltalk about consciousness—is to utter sentences with experiential meaning, but of course
this is not true. Even if lexical accounts are correct, it will still be possible to engage
in phenomenal L-talk by uttering sentences with non-experiential meaning. This can
happen if context plays the right (semantic or pragmatic) role. But this is a general
feature of language: any sentence could, in the right context, be used to communicate
any proposition. (For example, let the context be one in which it has been agreed that
by uttering sentence S, what is communicated is proposition P.) The claim of lexical
accounts is that some, indeed most, instances of phenomenal L-talk, involve sentences
with experiential meaning. For ease of expression, I will continue to speak as though,
on lexical accounts, this is the only way to engage in phenomenal L-talk.
73. Lexical accounts locate the distinction between phenomenal and non-phenomenal
L-sentences in what is uttered, so they doesn’t face the third question the contextual
account faces: how does context determine whether we engage in phenomenal or nonphenomenal L-talk when we utter L-sentences?
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Chisholm calls ‘appear words’ (”‘appear,’ ‘seem.’ ‘look,’ ‘sound,’ ‘feel,’
‘smell,’ and the like” (1957: 43)) as a model to help us with this task. In
§6.2 I describe and examine two lexical accounts—the event and the object
accounts—that adopt a perspectival reading of ‘y’s V-ing is Z phor x’. I
show that we should not accept these accounts. I then (in §6.3) describe
the conditional account, which takes a conditional reading of ‘y’s V-ing is
Z phor x’. I argue that it is superior to its lexical rivals. In §6.4 I assess
the conditional account. I show that it can solve the puzzle, and that alleged objections to it cannot be sustained. I conclude that the conditional
lexical account is the correct account of L-talk.74
Non-phenomenal L-sentences
Lexical accounts and the contextual account agree on how we should understand non-phenomenal L-sentences. In other words, according to lexical accounts, ‘what ... like’, ‘something ... like’, etc., are pro-adjectives
(see §3.2), and that the ‘it’ in L-sentences is ‘itdummy ’ not ‘itsemantic ’ (see
§5.1). Further, the use of ‘o is Z for x’ that we see in non-phenomenal
L-sentences is a conditional use, and the second ‘for’ that appears in
double-for non-phenomenal L-sentences is ‘forre ’ (see §5.3.2).
This means that we should understand single-for L-sentences—those
of the (forV -to) form—to mean (for ‘something’ sentences):
There is a property Z, such that: y’s V-ing is Z.
And we should understand double-for non-phenomenal L-sentences—
those of the (forre -forV -to) form—as meaning:
There is a property Z, such that: y’s V-ing is Z forre x.

74. Lormand (2004) holds a different lexical account to the ones I discuss. He claims
that phenomenal L-talk involves a “special” ‘for’—one whose meaning is recognised in
dictionaries as ‘in the presence or sight of’. As Hellie (2007) notes, however, ‘for’ does
not seem to have had this meaning for over eight hundred years, so the appeal to dictionaries is an unconvincing one. Hellie provides a convincing refutation of Lormand’s
view to which I have nothing to add, so I will not consider Lormand’s view further.
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So,
There is something it is like forV Bob to play prop.
There is something it is like forre Bob’s knee forV Bob to
play prop.
mean, respectively:
There is a property Z, such that: Bob’s playing prop is Z.
There is a property Z, such that: Bob’s playing prop is Z
forre Bob’s knee.
All this is just to say that when it comes to L-sentences with nonexperiential meaning, lexical and contextual accounts are in accord. They
differ in that, on the contextual account, these are all the L-sentences there
are. According to lexical accounts, there are also L-sentences with experiential meaning—these are the ones we see in phenomenal L-talk. I will
turn to these phenomenal L-sentences now.

6.1

’Phor’ and appear sentences

Here is an example double-for phenomenal L-sentence:
There is something it is like phor Mo forV Mo to see a mallow
flower.
which has the general form of all such sentences:
There is something it is like phor x forV y to V.
Since the dummy thesis holds just as well for phenomenal as for nonphenomenal L-sentences,75 our sentence means the same as:

75. The method used in §5.1.2 applies to double-for phenomenal sentences in exactly
the same way as we saw it applied to double-for non-phenomenal sentences.
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There is some property, Z, such that: y’s V-ing is Z phor x.
Just as we called the sentences that follow ‘such that:’ in nonphenomenal L-sentences ‘for? -sentences’, we can call the sentences that
follow ‘such that:’ in phenomenal L-sentences ‘phor-sentences’. And
just as for? -sentences are of the general form ‘o is Z for x’, so too are
phor-sentences. Thus there are two ways we might understand phorsentences: as conditional—as saying that when o occurs, x is faced with
Z-ness—or as perspectival—as saying that x believes that, or it seems to x
that, o is Z. This gives us two different kinds of lexical accounts of L-talk
which I will call ‘perspectival’ and ‘conditional’ accounts. On perspectival accounts, phor- sentences are given a perspectival reading so a sentence such as ‘There is something it is like phor Mo forV Mo to see a mallow flower’ means, roughly, ‘There is some property, Z, such that: Mo’s
seeing a mallow flower appears Z to Mo’. On conditional accounts, phorsentences are read conditionally: our L-sentence means, roughly, ‘There
is some property, Z, such that: when Mo sees a mallow flower, Mo is appeared to Z-ly’ (where ‘appeared to’ is the passive form of ‘appears’ and
is intended to capture being faced with Z-ness in a phenomenal sense).76
Perspectival accounts look plausible. When we adopt the perspectival use of ‘o is Z for x’ the claim we make by uttering a phor-sentence
is about x’s perspective on o—about x’s mental life. Used this way, by
uttering, ‘Maize was a sacred food for the Aztecs,’ we say that the Aztecs
believed that maize is a sacred food, and when we utter, ‘Snow is yellow
for jaundiced Joan,’ we express that, to Joan, snow seems to be yellow. It
is clear that when we utter phor-sentences we do assert something about
x’s mental life: to utter ‘Mo’s seeing a mallow flower is Z phor Mo,’ is to
say something about Mo’s mental life.
The conditional account also looks plausible. With a conditional reading, ‘Krakatoa’s erupting is dangerous for Noah’ means ‘When Krakatoa
76. This way of talking employs adverbs—‘Z-ly’—but it is not thereby intended to have
any consequences for how we understand perception or consciousness. In particular, it
does not entail an adverbial account of perception or of consciousness.
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erupts, Noah is faced with danger’: it asserts a conditional relation between the event of Krakatoa’s erupting and that of Noah’s being faced
with danger. Similarly, ‘Buying a Rolls Royce is expensive for Joyce’ asserts that there is a conditional relation between the buying event and the
faced-with-(significant)-expense event. When we say things like ‘Mo’s
seeing a mallow flower is Z phor Mo’ we similarly seem to be asserting
that there is a conditional relation between, on the one hand, the event
of Mo’s seeing a mallow flower and, on the other, Mo’s phenomenology
being some way.
We have, then, two initially plausible kinds of lexical account of Ltalk: conditional and perspectival accounts. It will be easier to assess
these candidates when we have a better sense of how we should understand the crucial word ‘phor’.

Establishing the meaning of ‘phor’
I suggested above that we should understand the second ‘for’ of doublefor non-phenomenal L-sentences as ‘forre ’, meaning ‘with regard to’.
How should we understand ‘phor’? In answering this question, we
ought, I think, be guided by a general methodological consideration: we
should be conservative in attributing meaning to ‘phor’ in the following
sense. We should attribute whatever meaning to ‘phor’ is required to explain how it is that L-sentences involving it have experiential meaning,
but we should not attribute any meanings to ‘phor’ that are not needed to
do this. This is because phenomenal L-talk is ordinary talk: we shouldn’t
assign meaning to it because of non-linguistic theoretical commitments we
have concerning consciousness. Similarly, ‘water’ is an ordinary word,
and so the fact that we believe (because of discoveries by chemists) that
water is H2 O shouldn’t have consequences for the meaning assigned to
‘water’. With this consideration in mind, we can approach the question
from three different directions, each of which complements the others.
Approaching “from below”, we can use what we have learned about
the structure of double-for L-sentences and of the meaning of the words

§6.1

’ PHOR ’ AND APPEAR SENTENCES

177

that they involve (other than ‘phor’) as expressed in the ellipsis, proadjective, and dummy theses, and in the perspectival and conditional
readings of phor-sentences. The bottom-up approach to the meaning of
‘phor’ involves combining the meaning of the parts of phenomenal Lsentences in accordance with their structure—i.e., establishing (so far as
we can) the meaning of the whole from the way it is composed and from
what it is composed of. Because we don’t know the meaning of ‘phor’
we cannot complete this task. The top-down approach helps us here. We
do have some sense of the meaning of phor-sentences and of phenomenal
L-talk. Thus we have an idea of the destination that we would reach were
we able to complete the bottom-up composition, and so we have a sense
of the kind of thing that we are missing—the ingredient supplied by the
meaning of ‘phor’. The third approach is, perhaps, “sideways-in”: we
can look at the meaning of words that are used to perform a similar job
to that of ‘phor’. In particular we can use what we know of the meaning
of appear words (”‘appear,’ ‘seem.’ ‘look,’ ‘sound,’ ‘feel,’ ‘smell,’ and the
like” (Chisholm 1957: 43)) as a model which can guide what we say about
‘phor’.
It is, then, as if we are trying to work out what the missing pieces of
a flat-pack wardrobe look like. We have many of the pieces, and we already know how they fit together (this is the bottom-up, compositional
approach). Independently, we have a good sense of the general appearance of wardrobes (this is the top-down approach). And we have assembled other furniture from the same supplier, so we have a good idea of the
sorts of items that might be missing (this is the sideways-in approach). By
combining these three approaches, we can get a good idea of the appearance of the missing pieces. Likewise, by combining the three approaches
just described, we can get a good idea of the meaning of ‘phor’.
In the current section, I will mainly focus on the sideways-in
approach—on using appear words as a model for understanding ‘phor’.
But in §6.2 and §6.3 the bottom-up approach will play a larger role:
whether we adopt a perspectival or a conditional reading of phorsentences has consequences for what is built out of the parts of L-
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sentences. The top-down approach serves best as a way of constraining
and guiding the connections we posit between appear words and ‘phor’,
and in helping us to assess the plausibility of the event, object and conditional accounts.

6.1.1

Epistemic vs experiential

We are interested in appear words as they feature in what I will call ‘appear sentences’—sentences of the form, ‘o appears Z to x,’ where o and
x are things, Z is a property, and ‘appear’ stands for any appear word.
‘Mallow flowers look mauve to Mo,’ and ‘Gravy tastes savoury to Avery,’ are examples of appear sentences. When they are used in appear
sentences, appear words can have two meanings: one epistemic and
one experiential.77,78 And there are comparative and non-comparative
uses of the experiential sense of appear words. It is when these words
have an experiential, non-comparative meaning that they shed light on
the meaning of ‘phor’. In order to see how, we need first to make clear
the epistemic/experiential distinction, and then to do the same for the
comparative/non-comparative distinction. I will do that now.
Different authors characterise the epistemic sense of appear words in
slightly different ways (see, for example, Chisholm (1957), Jackson (1977),
Brogaard (forthcoming), Maund (1986)), but the general idea is that if
‘o appearsep Z to x’ is true then x believes/is disposed to believe/has
a relatively high credence/takes there to be good evidence that o is Z.
(I will subscript epistemic appear words with ‘Ep’ to distinguish them
77. More correctly, it is what we might call ‘appear articulations’—such as /appear/,
/look/, /seem/, etc.—that can have two meanings. For ease of presentation I will continue to refer to them as ‘appear words’.
78. In the literature, this second meaning is usually referred to as the ‘phenomenal’
meaning of appear words. I have been using ‘phenomenal’ to describe linguistic items
that are used to communicate about consciousness, and ‘experiential’ to describe items
whose linguistic meaning is concerned with consciousness. I will continue this practice,
so I will talk about appear words as having an experiential meaning. This is for reasons
of consistency and clarity only—by talking about the experiential meaning of appear
words I here mean what is meant in the literature by talking about the phenomenal
meaning of these words.
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from experiential ones, which I will subscript ‘Ex’.) When it comes to
experiential appear words, “It is” as Maund points out, “difficult to say
positively what the [experiential] use is” (1986: 170). But we can at least
make some negative remarks. When appear words have an experiential
meaning, ‘o appears Z to x’ doesn’t require that x believes (or is disposed
to believe, or has a high credence, etc.) that o is Z. For example, when
looking at what I know to be a straight stick when it is half in water
the following is true: it appearsex to me that the stick is bent. But the
following is false: I believe, or am disposed to believe, or think there is
good evidence that the stick is bent. Thus it is not true that: it appearsep
to me that the stick is bent. The latter is false because I am familiar with
the effects of looking at a straight stick when it is half in water—I know
that the stick is not bent, even though it appearsex to be.
It is often the case that something appearsep some way because it
appearsex some way (see (Lyons 2005)). For example, if I didn’t know
about the effect on the appearance of a straight stick that putting it half
into water has, then it might not only appearex to me that it is bent, but
also appearep to me that it is bent. Nevertheless, things can appearex
some way without appearingep that way, as we’ve just seen.79 And things
can appearep some way without appearingex that way. Perhaps, given
what the opinion polls and newspapers say, it appearsep to me that the
Tories will win the next election. This remains true when I am thinking
about other topics entirely, and perhaps even when I am under general
anaesthetic, at which point nothing appearsex any way to me. Thus something can appearex some way without it appearingep that way, and vice
versa—the two meanings of ‘appear’ are distinct and neither entails the
other. Since we are interested only in appearex words, I will henceforth
drop the subscripts unless they are needed for clarity: all instances of
appear words should be understood as experiential appear words.

79. It might be true that the stick’s appearing bent to me gives me some reason for
believing (etc.) that o is Z. But this is compatible with it not entailing that I have any
particular beliefs (etc.) concerning o’s being Z.
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Comparative vs non-comparative uses

We can use ‘o appears Z to x’ comparatively or non-comparatively. I will
start by explaining the non-comparative use. When we utter, ‘The bird
looks blurred to Bert,’ we express that, to Bert, the bird has a particular way of appearing, namely, blurred. We do not express that the bird is
blurred: it’s not clear that a bird can literally be blurred (unless by that we
just mean that it appears blurred). In other words, we attribute a way of
appearing to the bird, but not a way of being.80 The ‘blurred’ sentence exemplifies the non-comparative use of appear sentences. When we use an
appear sentence non-comparatively, we say that o has a particular way of
appearing to x, so the ‘Z’ in such sentences stands for a way of appearing.
Appear sentences involving ‘blurred’ are usually used noncomparatively. In contrast, appear sentences involving ‘invisible’ are
usually only used comparatively. If we utter, ‘Baggins looks invisible
to Gollum,’ we don’t express that, to Gollum, Baggins has a way of appearing, namely, invisible. Plausibly, ‘invisible’ doesn’t refer to a way of
appearing at all, but to a way of being: being such that one doesn’t have
a way of (visually) appearing. What we express by uttering the ‘Baggins’
sentence, then, is that Baggins looks the way that invisible things standardly look to Gollum: i.e., Baggins has no way of appearing to Gollum
at all. So ‘invisible’—which corresponds to ‘Z’ in this sentence—doesn’t
name a way of appearing, instead it names a way of being.
When we use a sentence of the form ‘o appears Z to x’ comparatively,
it means, roughly, ‘o appears [non-comparatively] the way that Z things
standardly appear [non-comparatively] to x’, where ‘Z’ names a way of
being. In other words we say that the way of appearing to x that o has is
the same (hence this is a comparative use) way of appearing that Z things
usually have to x. On the comparative use, we do refer to a way of appearing but not by ‘Z’ alone. Instead, it is by the description, ‘the way
that Z things standardly appear to x.’ In the case of Gollum and Baggins,
80. Apart from the way of being: such that it appears blurred to Bert. But this way of
being is parasitic on the way of appearing.
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the way of appearing is: the way that invisible things standardly appear
to Gollum, i.e., the absence of all ways of (visually) appearing.

To clarify the distinction, here’s an example of the same sentence being used comparatively and non-comparatively. Imagine that Mona is a
monochromat: she can’t see any colours, although she can distinguish
between different levels of brightness. And imagine that when she sees
something mauve—e.g., a mallow flower—she has the sort of colour experience that a human with normal vision has when they see an elephant.
‘Mallow flowers look mauve to Mona,’ is true if it is used comparatively:
mallow flowers do look the way that mauve things standardly look to
Mona (i.e., the way that elephants standardly look to most humans). But
if we use this sentence non-comparatively, it is false. Used this way, what
we express is that mallow flowers have the mauve way of appearing to
Mona. But mallow flowers do not appear this way to Mona; instead they
have the grey way of appearing to Mona.

The comparative and non-comparative uses are distinct. The way that
Baggins looks to Gollum is compared with (and identified with) the way
that a certain group of things—the invisible things—standardly appear to
him. On the non-comparative use, there is no such comparison. Further,
the non-comparative use only involves referring to a way of appearing.
The comparative use, however, involves referring both to a way of appearing and to a way of being. We can also see that the truth of (what is
expressed by) the comparative use of an appear sentence doesn’t entail
that of the non-comparative use of the same sentence (as the ‘Mona’ examples show). Nor is there entailment in the opposite direction, as the
‘bird’ example shows. Of course, in many cases the truth of the two uses
come and go together: for humans with normal colour vision, the way of
appearing that mauve things have is the mauve way of appearing. Nevertheless, the two uses are logically distinct.
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’Appear*’

It is experiential—not epistemic—appear words that we should use as a
model for ‘phor’. This is because ‘phor’ only has an experiential meaning: there is no word ‘phorep ’ which has an epistemic meaning. It is
not part of the meaning of ‘Mo’s seeing a mallow flower is Z phor Mo,’
that Mo has (or is disposed to have) any beliefs about, or about evidence
regarding, Mo’s seeing a mallow flower, or anything else.81 Also, the
whole point of positing the existence of ‘phor’ is that it has an experiential
meaning; taking it to also have an epistemic meaning is not conservative
in the sense described above (§6.1).
The non-comparative use of appear sentences that involve experiential appear words is concerned with ways of looking, or seeming, or
smelling, or appearing, etc.. Appear sentences are limited in the sense
that each appear word is limited in scope. ‘Looks’ can only be used
(with the experiential meaning) about visual experiences, and the same
seems to be true of ‘appears’. ‘Smells’ is only used about olfactory experiences, and ‘sounds’ only about auditory experiences. ‘Feel’ can be used
for touch experiences but it can also be used (although not in appear sentences) to describe emotion experiences—Brad feels sad—and to describe
bodily sensations—Portia feels nauseous. ‘Seems’ has a more general use
and isn’t attached to any particular sense. But by using the experiential
‘seem’ we often imply that the appearances in question are deceptive—
as when we say, e.g., ‘The lines seem different in length,’ or ‘The water
seems to flow uphill.’82 There does not seem to be a general appear word
in English that can be used for all sensory, bodily, and emotional experi-

81. This is a claim about the meaning of phor-sentences—not about what is true when
phor-sentences are true. Thus it is compatible with every conscious experience being in
fact accompanied by some belief (etc.) about the world, or with experiences giving their
subjects (defeasible) reasons for believing that the world is as it seems to be.
82. ”seem, v.2 II. To have a semblance or appearance. ... In the present tense, ‘seems’ is
often equivalent to ‘seems to me’, which expresses belief in the truth of the appearance
predicated. Where the object expressed or implied is not in the first person, or where
the verb is in the past tense, there is usually, on the other hand, the notion of mere
appearance as opposed to fact.” (Oxford Engish Dictionary 2013e)
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ences (and for other kinds of experiences, e.g. cognitive ones, if there are
such), but which is entirely neutral with regard to whether or not the experience is veridical. For this reason, I will introduce the term ‘appears*’
to play this role. Appearing, looking, seeming, feeling, etc., then, are different ways of appearing*. If a bird looks blurred to Bert, then the bird
appears* blurred to Bert; if gravy tastes savoury to Avery, then the gravy
appears* savoury to Avery.
We are now clear about which use—the non-comparative—of which
appear words—the experiential ones—provides a model for explaining
the meaning of ‘phor’ and of phenomenal L-sentences. In the next two
sections I describe and evaluate perspectival lexical and then conditional
lexical accounts of L-talk. Both kinds make use of appear words as a
model by giving the meaning of ‘phor’ in terms of the meaning of ‘appear*’. The accounts differ, as their names suggestion, in whether they
apply a perspectival or a conditional reading to phor-sentences.

6.2

Perspectival accounts

All lexical accounts say that an L-sentence such as ‘There is something it
is like phor Mo forV Mo to see a mallow flower’ means ‘There is some
property, Z, such that: Mo’s seeing a mallow flower is Z phor Mo.’ They
differ in what they take the meaning of the embedded phor-sentence to
be. Perspectival accounts say that phor-sentences tell us about a subject’s experiential perspective: something appears* Z to her. There are two
plausible perspectival accounts because there are only two candidates for
what it is that appears* Z to Mo. The event account says that it is the event
of her seeing the flowers that appears* Z to Mo. The object account says
that it is the flowers themselves. I will consider these accounts in turn.

6.2.1

The event account

According to the event account, ‘Mo’s seeing mallow flowers is Z phor
Mo’ means means ‘Mo’s seeing a mallow flower appears* Z to Mo.’ In
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other words, the L-sentence tells us how things are phenomenally—how
they appear*—from Mo’s perspective. More generally, according to the
event account L-sentences of the forms:
There is something it is like phor x forV y to V.
What is it like phor x forV y to V?
Mean the same, respectively, as sentences of the form:
There is a property, Z, such that: y’s V-ing appears* Z to x.
What is a property, Z, such that: y’s V-ing appears* Z to
x?
In other words, ‘is Z phor x’ means ‘appears* Z to x’.
An obvious objection to the event account as just stated is that ‘There
is something it is like phor Mo forV Mo to see a mallow flower’ clearly
doesn’t mean that Mo smells Mo’s seeing a mallow flower, or that she
tastes, sees, or touches it. If the account is to be plausible, we need to allow ‘appears*’ to serve as an umbrella term not just for all the familiar,
sensory, ways we have of perceiving things, but also to include mental
perceivings of some kind.83 Then what makes it true that Mo’s seeing a
mallow flower appears* some way to Mo is not that she smells or tastes
her seeing a mallow flower, but that she somehow mentally perceives
this event. I will take it that we can widen the meaning of ‘appears*’ in
this way.
Why should we accept the event account? We’ve accepted that phorsentences should be given a perspectival reading. We also know that
appear sentences are in some way concerned with how things are from
a subject’s experiential perspective. The idea behind the event account
83. Exactly how we make sense of the notion of mental perceivings isn’t relevant here.
Perhaps the obvious suggestion is that such perceivings involve a kind of special “inner
sense” that takes our first-order mental states—such as that which accompanies Mo’s
seeing a mallow flower—as objects. Armstrong (1968) and Lycan (1996) each defend
such a view.
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is that we can fairly straightforwardly understand phor-sentences in the
way we understand appear sentences. The following argument from appears sentences shows why we should understand ‘There is something it
is like phor Mo forV Mo to see a mallow flower’ as ‘Mo’s seeing a mallow
flower appears* Z to Mo’:
[P1] (A) ‘Snow is yellow forA Joan’ means ‘Snow looks yellow
to Joan’.84
[P2] ’ForA ’ in (A) is ‘phor’.
Therefore,
[C1] ‘Snow is yellow phor Joan’ means ‘Snow looks yellow to
Joan.’ (From [P1] and [P2].)
[P3] We can generalise from this example.
Therefore,
[C2] ‘o is Z phor x’ means ‘o appears* Z to x’. (From [C1] and
[P3].)
[P4] ‘Mo’s seeing a mallow flower is Z phor Mo’ is of the
form ‘o is Z phor x’.
Therefore,
[C3] ‘Mo’s seeing a mallow flower is Z phor Mo’ means ‘Mo’s
seeing a mallow flower appears* Z to Mo’. (From [C2]
and [P4].)
[P5] ‘There is something it is like phor Mo forV Mo to see a
mallow flower’ means ‘Mo’s seeing a mallow flower is Z
phor Mo’.
Therefore,

84. I have subscripted the ‘for’ with an ‘A’ to distinguish it from the many other disambiguations of ‘for’ that we’ve seen and to acknowledge the connection to appear
sentences.
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[C4] ‘There is something it is like phor Mo forV Mo to see
a mallow flower’ means ‘Mo’s seeing a mallow flower
appears* Z to Mo’. (From [C3] and [P5].)

Let’s look at each sub-argument in turn. [P1] looks true because we
are using the experiential ‘looks’ in a non-comparative way. (We can emphasis that this is how we understand the appear sentence by stipulating
that Joan believes (or is disposed to believe, etc.) that snow is white.) [P2]
is also plausible: it is plausible that it is because (A) involves ‘phor’ (i.e.,
the disambiguation of /for/ that we know has experiential meaning) that
(A) has experiential meaning. The inference from [P1] and [P2] to [C1] is
a valid one. Thus the sub-argument for [C1] looks like a good one.
[P3] also looks to be true: there’s nothing special about the pair of
‘snow’ sentences. This is clear when we consider that we can construct
parallel arguments for conclusions parallel to [C1] that involve the synonymity of the sentence pairs, ‘Lemons are sweet forA Pete’ and ‘Lemons
taste sweet to Pete’, ‘Ice cream is warm forA Kalim’ and ‘Ice cream feels
warm to Kalim’, and so on (as with Joan, we can encourage the experiential reading of these sentences if we make the subjects unusual: the
way things (experientially) seem to them is not the way they are, or the
way they believe them to be). The inference from [C1] and [P3] to [C2]
looks to be valid given how we are understanding ‘appears*’. So the subargument to [C2] looks good.
[P4] is clearly true, as long as we allow ‘o’ to stand not just for familiar
objects, but also for events. And it, along with [C2], entails [C3], so we
should accept this sub-argument. We should also accept the final subargument which takes us to [C4]. [P5] follows from our adopting a lexical account of L-talk that accepts the ellipsis, dummy, and phenomenal
double-for theses. And [P5] and [C3] entail [C4]. On initial examination,
then, the argument looks like a good one. But, I will now argue, when
we look more carefully, we can see that some of its premises are false.
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Restating the argument

I will now show that the argument from appear sentences fails. First we
need to note two facts about appear sentences—sentences of the form ‘o
appears Z to x’. The first is that we must perceive ordinary objects if they
are to appear some way to us. If some patch of snow appears yellow
to Joan, this must be because Joan sees that patch of snow. The second
fact is that, on some readings of sentences of the form ‘o appears Z to x’,
the sentences are true even though x does not perceive o. For example,
‘Snow appears yellow to Joan’ is (we are imagining) true. And (on at least
one reading) the sentence is true even when Joan is not seeing any snow.
The two facts seem to be in tension: the first suggests that, if an appear
sentence is true then x must be perceiving o; the second fact suggests that
an appear sentence can be true even if x is not perceiving o.
We can relieve this tension by acknowledging that—even when we
have fixed upon an experiential, non-comparative reading—there are
two claims that might be being made when we say that ‘o appears Z to x’.
On the actual reading, we take such a sentence to be describing x’s phenomenology as they perceive o; on the counterfactual reading, the sentence
describes the phenomenology that x would have were they to perceive
o. Thus ‘The snow appears yellow to Joan’ could be understood as saying ‘The snow [that Joan is seeing] now (as she sees it) appears yellow to
Joan’ or as saying ‘When Joan sees the snow, the snow then (when she
sees it) appears yellow to her.’85 When ‘o’ stands for a particular object
(the snowdrift outside Joan’s house, the lemon Pete is holding) we can
read appear sentences in either way. When ‘o’ stands for a kind of object (snow, lemons), only the counterfactual reading is appropriate. What
goes for ‘o appears Z to x’ seems to go for ‘o is Z forA x’ too. ‘The snow is
yellow forA Joan’ can be read as meaning ‘The snow [that Joan is seeing]
85. That there are these two readings is is not a special feature of appear sentences, or of
those concerned with phenomenology. ‘Sue has muesli for breakfast’, for example, can
be read as meaning ‘When Sue has breakfast, she has muesli’, or it could be making a
specific claim about what Sue has for breakfast on the day we’re describing, even if this
is the only time Sue ever has muesli.
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is now (as she sees it) yellow forA Joan’, or as meaning ‘When Joan sees
snow, the snow is then (when she sees it) yellow forA Joan’.
Phor-sentences are intended to have the counterfactual reading. We
can see this by considering what follows if we adopt the actual reading: since my hand is currently not in boiling water, ‘My hand’s being in
boiling water is Z phor me’ would be false, or at least it would assume
something (that my hand is now in boiling water) that is false. But this
sentence is clearly and straightforwardly true. (And, that it is true explains (in part) why I am reluctant to put my hand in boiling water. If
it was only true when my hand was in boiling water, it would only explain why I remove my hand from boiling water, not why I don’t put it
there in the first place.) Thus to be sure that the argument from appear
sentences is successful, we need to restate it, making clear that we apply
the counterfactual reading to all instances of ‘o appears Z to x’, ‘o is Z
forA x’ and ‘o is Z phor x’. In stating the argument, I will use the term
‘perceives*’ as an umbrella term that applies to all sensory perceivings—
all seeings, smellings, tastings, etc.—but also to all mental perceivings,
such as those that might be involved when things appear* some way to
someone. Throughout the argument, ‘then’ refers to the time at which the
perceiving* occurs.
Here is the argument from appear sentences more clearly stated:
[P1C ] (AC ) ‘When Joan sees snow, the snow is then yellow
forA Joan’ means ‘When Joan sees snow, the snow then
appears yellow to Joan’.
[P2C ] ’ForA ’ in (AC ) is ‘phor’.
Therefore,
[C1C ] ‘When Joan sees snow, the snow is then yellow phor
Joan’ means ‘When Joan sees snow, the snow then appears yellow to Joan’. (From [P1C ] and [P2C ].)
[P3C ] We can generalise from this example.
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Therefore,
[C2C ] ‘When x perceives* o, o is then Z phor x’ means ‘When
x perceives* o, o then appears* Z to x’. (From [C1C ] and
[P3C ].)
[P4C ] ‘When Mo perceives* Mo’s seeing a mallow flower,
Mo’s seeing a mallow flower is then Z phor Mo’ is of the
form ‘When x perceives* o, o is then Z phor x’.
Therefore,
[C3C ] ‘When Mo perceives* Mo’s seeing a mallow flower,
Mo’s seeing a mallow flower is then Z phor Mo’ means
‘When Mo perceives* Mo’s seeing a mallow flower, Mo’s
seeing a mallow flower then appears* Z to Mo’. (From
[C2C ] and [P4C ].)
[P5C ] ‘There is something it is like phor Mo forV Mo to see a
mallow flower’ means ‘When Mo perceives* Mo’s seeing
a mallow flower, Mo’s seeing a mallow flower is then Z
phor Mo’.
Therefore,
[C4C ] ‘There is something it is like phor Mo forV Mo to see
a mallow flower’ means ‘When Mo perceives* Mo’s seeing a mallow flower, Mo’s seeing a mallow flower then
appears* Z to Mo’. (From [C3C ] and [P5C ].)
Logically, this argument is as good as the original argument from appear
sentences. But it fails because [P5C ] is false. I will give two reasons why
we should reject [P5C ].

6.2.3

Rejecting the argument

We can see the first reason for rejecting [P5C ] by simply considering what
a sentence like ‘There is something it is like phor Mo forV Mo to see a
mallow flower’ is about. This sentence tells us how Mo’s phenomenology
is when Mo sees a mallow flower. It doesn’t tell us (as it would were
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[P5C ] true) how her phenomenology is when she perceives* the event of
her seeing a mallow flower—the L-sentence isn’t concerned with Mo’s
perceiving* this event at all. Thus we shouldn’t accept [P5C ].86
A defender of the event account might reply to this first reason as
follows: the reason I gave for rejecting [P5C ] is not a good one because I
am mistaken about what phor-sentences mean. I have mistakenly taken
their meaning to concern how Mo’s phenomenology is when Mo sees a
mallow flower. But this is not what phor-sentences are about. Instead
they are concerned with what [P5C ] says they are concerned with. I have
made this mistake, this defence goes, because I accept a separate claim
about conscious states:
(HOP) When someone is in a conscious state, they perceive*
their being in that conscious state.87
Seeing a mallow flower is a conscious state, so when Mo sees a mallow
flower, Mo perceives* Mo’s seeing a mallow flower. (HOP) and [P5C ]
together entail (in Mo’s case):
(B) When Mo sees a mallow flower, Mo’s seeing a mallow
flower appears* Z to Mo.
And (B) is about how Mo’s phenomenology is when Mo sees a mallow
flower. My first reason is no good, then, because I have mistakenly attributed the meaning of (B) to phor-sentences. I have made this mistake
because I have failed to notice the role played by my acceptance of (HOP).
86. Note that the truth (or falsity) of the claim that conscious states are ones we perceive via some inner sense is not relevant here. It is possible (indeed, likely) that some
truths about consciousness are not captured in the meaning of phenomenal L-talk. To
put it another way: the meaning of ‘phor’ sentences doesn’t depend on what is true of
consciousness, just as the meaning of ‘water’ doesn’t depend on what is true of water
(such as that it is H2 O).
87. The label I have chosen here suggests that to accept (HOP) is to accept a higher-order
perceptual account of consciousness: one according to which for a state to be conscious
it must be the object of a mental perception. This is not quite right. Those who accept
such an account will accept (HOP). But others will also accept (HOP): you don’t have to
accept that being perceived* when had is the mark of conscious states in order to accept
(HOP).
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I think this defence fails. First, if the defence were correct, then we
would expect that when faced with it, I would see that I hadn’t been
careful enough, and that I have mistakenly attributed the subject matter of sentences like (B) to phor-sentences. But that is not my response
to the defence. Secondly, I don’t accept (HOP). More importantly, many
people don’t accept (HOP). (HOP) encapsulates a substantive and controversial view about conscious states: that when we are in a conscious
state, we perceive* that state. But we should be conservative in giving
the meaning of ‘phor’ and of phor-sentences: we shouldn’t have to assume a substantive and controversial view in order to assign meaning to
‘phor’. Thus I conclude that my first reason for rejecting [P5C ] stands: it
is simply mistaken about what phor-sentences are about.
The second reason for rejecting [P5C ] is stronger: [P5C ] attributes the
wrong meaning to ‘nothing’ L-sentences. Assume that Mo is not a mind
reader. Then the following is false: ‘There is something it is like phor Mo
forV Marv to see a mallow flower.’ If [P5C ] is true, the sentence just given
means ‘When Mo perceives* Marv’s seeing a mallow flower, Marv’s seeing a mallow flower appears* Z to Mo’, and so this latter sentence is also
false. But the latter sentence is true: one way in which Mo can perceive*
the event of Marv’s seeing a mallow flower is if she sees that event. And
if Mo sees the event of Marv’s seeing a mallow flower, then there is no
reason to think that this event won’t appear some way to her. This second
reason for rejecting [P5C ] is independent from the first. I think that each
alone is sufficient for taking [P5C ] to be false; combining them makes this
rejection all the more plausible.
What we’ve seen is that, when ‘o’ stands for an ordinary object, and
‘e’ stands for an event, ‘e is Z phor x’ and ‘o is Z forA x’ work differently. The latter only tells us what happens (or would happen) when x
perceives* o, the former is not so restricted. But this is not because the
latter concerns ordinary objects while the latter involves events. We can
see this if we consider a sentence of the form ‘e is Z forA x’: ‘Krakatoa’s
erupting is loud forA Noah’ means (on the counterfactual reading) ‘When
Noah hears Krakatoa erupting, the eruption is then loud for him’. Thus
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the difference between ‘is Z phor x’ sentences and ‘is Z forA x’ sentences
is not due to one being concerned with events and the other only with
ordinary objects. Instead, it must be that there is a difference because one
involves ‘phor’ while the other involves ‘forA ’: these words have different meanings. In other words, [P2] and [P2C ] are false: ‘forA ’ is not ‘phor’.
This means that although appear sentences and forA -sentences are synonymous (when o, x and Z are the same), it doesn’t follow that the same
is true of appear sentences and phor-sentences. It doesn’t follow because
forA -sentences are not phor-sentences. Thus the argument from appear
sentences is a misleading one.
The aim of the argument from appear sentences was to offer positive
reasons for accepting the event account. The argument fails, and I don’t
see any other positive reasons for adopting this account. Further, here are
three reasons why we should actively reject the account. The first reason
is that it’s not clear that, for example, Mo’s seeing flowers appears any
way at all to her. When I think about my own phenomenology, it doesn’t
seem to me that when I, say, smell garlic, the event: my smelling garlic
appears* any way to me. Some people—those who accept (HOP)—will
claim that these events do appear some way to Mo and to me. But as
noted, this is a controversial claim. We should be conservative in ascribing meaning to ‘phor’, which means that we should not assume the truth
of such claims in order to give the meaning of phor-sentences.
The second reason to reject the event account is that (even if the event
does appear* some way to her), surely what the phor-sentence ‘Mo’s seeing a mallow flower is Z phor Mo’ means isn’t concerned with how the
event appears* to her. The sentence tells us that mallow flowers appear
some way to Mo when she see them, not that the event appears* some
way to her. The idea that the phor-sentence says that it is Mo’s seeing a
mallow flower that appears* some way to Mo just seems unmotivated.
The third reason is that, once we accept that ‘forA ’ and ‘phor’ are distinct words, it is unclear how we are to understand the event account. If
‘is Z phor x’ means ‘appears* Z to x’, but something can appear* some
way without our perceiving it then the meaning of ‘appear*’ cannot be
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given by straightforwardly expanding that of ‘appear’ to also include
‘smell’, ‘taste’, and mental perceiving, etc.. This means that the meaning of ‘appear*’ is obscure, so appealing to it doesn’t shed light on the
meaning of ‘phor’. I conclude, then, that we shouldn’t accept the event
lexical account of L-talk.

6.2.4

The object account

Our discussion of the event account helps to motivate the second perspectival account: the object account. We just noted that it is controversial both whether Mo’s seeing a mallow flower appears* some way to her,
and whether Mo perceives* the event at all. But it is not implausible that
the flower appears some way to her (it surely does), or that she perceives
the flower (she surely does). Thus we can see the attraction of the object
account, according to which a sentence such as ‘Mo’s seeing a mallow
flower is Z phor Mo’ means ‘The mallow flower appears Z to Mo’.
But this account faces immediate problems: how we do state generally how we are to understand phor-sentences? The general form of
phenomenal L-sentences is as follows:
There is something it is like phor x forV y to V.
What is it like phor x forV y to V?
But none of the variables in these sentences stand, in the Mo sentence
above, for ‘the mallow flower’: the nearest we get is ‘V’, which stands for
‘see the mallow flower’.
This problem is symptomatic of a deeper failing of the object account:
it cannot apply to all phor-sentences because it is plausible that our ordinary conception of consciousness allows that some experiences lack an
object—some experiences are not experiences of anything.88 Moods and
88. At least this is true in one sense of ‘of’—the sense in which the Mona Lisa is a painting of a woman. We use ‘of’ in another sense to talk about the characteristics something
has, as when we say that the Mona Lisa is a painting of muted colours, or of art-historical
significance. All experiences are experiences of something in this way because all expe-
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emotions don’t seem to have objects: Brad might be sad that some state
of affairs holds, but his sadness doesn’t seem to be of the saddening state
of affairs in the way that his visual experience is of a lily pad when he see
one. Bodily sensations also seem to lack objects—no doubt something
causes Portia’s experience of nausea but her experience doesn’t seem to
be of that thing.
Note that the claim here is not that some conscious experiences lack an
object—perhaps all experiences do have an object (see, e.g., (Tye 1995)).
The claim is that this is not captured in the meaning of L-sentences. Let’s
imagine that Brad finds watching Old Yeller sad. Then ‘There is something it is like phor Brad forV Brad to watch Old Yeller’ is true. If the object
account were correct, ‘There is something it is like phor Brad forV Brad to
watch Old Yeller but his experience has no object’ would be false in virtue
of its meaning. But this sentence is not false in virtue of its meaning. To
put it another way, if we learned that some experiences lack objects, this
alone would not guarantee that L-sentences about these experiences were
false.
We could adopt the object account for only some phor sentences—
those, such as ‘There is something it is like phor Mo forV Mo to see a
mallow flower’ that clearly do involve an object. But doing this has two
unpalatable consequences. The first is that we lack a general account of
the meaning of phor-sentences, and so of phenomenal L-sentences. The
second is that, whatever the correct account of phor-sentences, it will not
be a unified account. Other things being equal, we should prefer a unified
account if we can get one. In the next section I will argue that we can.

6.3

The conditional account

All lexical accounts hold that L-sentences such as ‘There is something it is
like phor Mo forV Mo to see a mallow flower’ mean ‘There is some property, Z, such that: Mo’s seeing a mallow flower is Z phor Mo’. According
riences have some characteristics.
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to the conditional account L-sentences assert that there is a conditional
relation between two events or states of affairs: in this case, between that
of Mo’s seeing a mallow flower, and that of Mo’s phenomenology being
some way. Our example sentence, then, means ‘When Mo’s sees a mallow flower, Mo is appeared* to Z-ly’. (I will explain how we are to understand ‘is appeared* Z-ly’ shortly.) In other words, the L-sentence tells us
about Mo’s phenomenology—she is appeared* to Z-ly—when Mo sees a
mallow flower.
More generally, L-sentences of the forms:
There is something it is like phor x forV y to V.
What is it like phor x forV y to V?
Mean the same, respectively, as sentences of the form:
There is a property, Z, such that: when y Vs, x is appeared* to
Z-ly.
What is a property, Z, such that: when y Vs, x is appeared* to
Z-ly?
So, where e is an event, ‘e is Z phor x’ means ‘when e, x is appeared* to
Z-ly.’
We can begin to answer the question ‘What does “is appeared* to Zly” mean?’ by considering what similar perceptual experiences have in
common. Both ‘Snow appears yellow to Joan’ and ‘Polar bears appear
yellow to Joan’ attribute the same property to Joan’s two separate visual experiences. We can express this property by adopting the passive
voice. The property that Joan’s seeing snow and Joan’s seeing polar bears
shares is: being appeared to yellow-ly. In the same way, both ‘Gravy tastes
savoury to Avery’ and ‘Daisies taste savoury to Avery’ entail that Avery
is tasted to savoury-ly. We can say similar things about other appear sentences. Clearly, the phrases we’re using here—e.g., ‘appeared to’, ‘tasted
to’, ‘yellow-ly’ and ‘savoury-ly’—are not part of natural English. Never-
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theless, they are useful, their meaning is clear, and we are familiar with
when they are true, and what makes them true when they are.
Just as we can use the more general term ‘appears*’ to say that gravy
appears* savoury to Avery, and that snow appears* yellow to Joan, we
can use a more general phrase to say that, in these cases, Avery is appeared* to savoury-ly, and Joan is appeared* to yellow-ly. In these cases there
are objects that *appear savoury to Avery, and which appear* yellow to
Joan. But we can also use ‘appeared* to’ if there are no such objects. (Perhaps this requires stipulatively extending the meaning of ‘appears*’. I
am not sure that it does, but if it does, let us stipulate that, although ‘o
appears* Z to x’ entails ‘x is appeared* to Z-ly’, the reverse is not true. In
other words, that x is appeared* to Z-ly does not entail that there is any
object, o, such that o appears* Z to x.)
We answer the question ‘What does “is appeared* to Z-ly” mean?’,
then, in three steps. First we take (as we did in §6.1.3) the meaning that
all appear words have in common, and stipulate that ‘appear*’ has this
meaning. Then we note that we can use a passive construction to refer to
what it is that, say, snow appearing* yellow has in common with polar
bears appearing* yellow: in both cases someone is appeared* to yellowly. The third step is to acknowledge (or to stipulate, if we need to) that
‘x is appeared* to Z-ly’ does not entail that there is object that does the
appearing. Although each of these steps takes us slightly further away
from ordinary English, each step is small enough that we do not lose track
of the meaning of the phrases we’re concerned with. And, at the end of
the process, we are not so far from ordinary language that we have no
understanding of the phrase we end up with: ‘x is appeared* to Z-ly’.

6.3.1

Supporting the conditional account

I will give two reasons why we should accept the conditional account.
The first is that it just seems to get the meaning of phenomenal Lsentences correct. The second is that it is, as I will argue an account of
phenomenal L-sentences should be, uncommitted about what it is, if any-
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thing, that appears* to us when we undergo experiences.
The first reason in favour of the conditional account is that it seems
to get the meaning of phenomenal L-sentences correct. One reason for
rejecting the event account was that it gets the meaning of L-sentences
wrong: it says that they are about the phenomenology we undergo on
the condition that we perceive* our conscious states. But that doesn’t correctly capture the meaning of phenomenal L-sentences. On the conditional account, these sentences tell us what phenomenology we undergo
in conditions in which the event the sentences refers to occurs. In other
words, they tell us, for example, what phenomenology Mo undergoes
when she sees a mallow flower, or what phenomenology Lola enjoys
when she rides a rollercoaster, or what phenomenology Portia suffers
when she feels nauseous. And this does seem to be what we express
when we engage in phenomenal L-talk.
The second reason for accepting the conditional account is that it allows us to be uncommitted about what it is that appears* some way to
subjects when the are in a conscious state. The event account is explicit
about what it is that appears some way to the subject when a phenomenal
L-sentence is true: it is, for example, the event of Mo’s seeing a mallow
flower that appears* some way to her. But it’s unclear whether this is
true, and we can’t simply assume that it is without adopting a view of
consciousness that many will reject. The object account is also explicit:
it is the mallow flowers that appear some way to Mo. But we use phenomenal L-sentences to talk about conscious states whether or not they
obviously have an object. So the object account is incomplete and if we
somehow supplement it we end up with a disunified account of phenomenal L-sentences. The conditional account avoids these problems by
being non-committal about what it is that appears some way to us—‘x
is appeared* to Z-ly’ doesn’t make any claim (and so doesn’t make any
implausible claim) about what it is that appears* Z-ly, and its truth is
compatible both with there being and with there not being something
that appears* some way.
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’Phor’, ’forA ’ and ’appear*’

We can get a better sense of how we should understand phor sentences
according to the conditional account if we compare the meaning of those
sentences with the meaning of appear sentences and forA -sentences. I
will start with the former. A sentence such as:
(a) Snow appears yellow to Joan.
only allows the counterfactual reading. We can make this explicit by considering the sentence:
(b) When Joan sees snow, snow then appears yellow to Joan.
This sentence in turn entails the truth of (but is not synonymous with—
see below):
(c) When Joan sees snow, Joan is appeared to yellow-ly.
Which entails (but is not synonymous with—see below):
(d) When Joan sees snow, Joan is appeared* to yellow-ly.
And, the conditional account tells us, this last sentence has the same
meaning as the sentence:
(e) Joan’s seeing snow is yellow phor Joan.
Sentence (e) licences the generalisation that we express with the phenomenal L-sentence:
(f) There is something it is like phor Joan forV Joan to see
snow.
Thus the truth of ‘Snow appears yellow to Joan’ entails that of ‘Joan’s
seeing snow is yellow phor Joan’ and that of ‘There is something it is like
phor Joan forV Joan to see snow.’
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Sentences (a) and (e) are not synonymous for two reasons. One is
that (c) is not synonymous with (d). This is because ‘appeared* to’ has
a broader meaning than ‘appeared to’: all cases of being appeared to are
cases of being appeared* to, but the converse does not hold since some
cases of being appeared* to are cases of being tasted to, or being smelled
to.
The second reason why (a) and (e) are not synonymous is that (b)
is not synonymous with (c). This is because (b) tells us what the object
of Joan’s experience is: snow. But (c) does not refer to the object of the
experience and nor do any of the sentences which follow it in our list,
including (e). This is not surprising: as we saw above L-sentences are
noncommittal about the objects of experiences.
This means that the truth of (e)—‘Joan’s seeing snow is yellow phor
Joan’—does not entail that of (a)—‘Snow appears yellow to Joan’—. We
can see that this is correct by considering a situation in which the phorsentence is true but the appear sentence is false. Imagine Owen’s visual
system works perfectly but, somehow (a wizard has cast a spell, say),
whenever Owen looks at snow, the light that is reflected off nearby objects is changed to yellow light. Thus snow looks white to him, but (when
he sees snow) nearby objects look yellow. In such a case, the phor sentence:
Owen’s seeing snow is yellow phor him.
is true. This is because there is something it is like phor Owen forV Owen
to see snow, and what it is like (in part) is yellow—the experience Owen
has when he sees snow is one that has (in part) a particular character: the
yellow character. But, the appear sentence:
Snow appears yellow to Owen.
is false: snow looks white to Owen, it is other things that look yellow
(when he sees snow).
What goes for appears sentences also goes—since they are
synonymous—for sentences of the form ‘o is Z forA x’. The truth of ‘Snow
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is yellow forA Joan’ entails that of ‘Joan’s seeing snow is yellow phor her’.
The converse is not the case because the latter can be true without it being that it is the snow that appears yellow: ‘Owen’s seeing snow is yellow
phor him’ is true, but ‘Snow is yellow forA Owen’ is not.
This discussion shows that there are systematic connections between
phor-sentences, on the one hand, and appear and forA -sentences on the
other. These connections are not as straightforward as the event and object accounts make out, but they are close enough for appear sentences to
serve as a model for giving the meaning of phor-sentences.

6.4

Assessing the account

In this section, I will assess the conditional account of L-talk. First, I
will explain why one objection that might be made to it is not damaging.
Next I will show how the account solves the puzzle that is posed by the
varieties of uses of L-talk that we saw in Chapter 1. Then I will consider
three challenges that must be overcome if we are to accept the conditional
account as the correct account of L-talk. The first challenge is that we
don’t find a dictionary entry for ‘phor’. The second is that the principle
known as Grice’s razor holds that we should not posit new lexical items
if we can do just as well without them. The third challenge is to explain
how, on the conditional account, phenomenal L-talk can be successfully
used to introduce consciousness as a topic of discussion

6.4.1

An objection

I haven’t clearly stated the meaning of ‘phor’ in the sense that I haven’t
provided a word or phrase that is synonymous with ‘phor’. Instead I
have shed light on ‘phor’ by drawing on and expanding the meaning of
appear words. We might think this leads to the following objection to the
account. What most needs explaining about the meaning of ‘phor’ is that
it has experiential meaning (see §1.1.2). An ideal account of the meaning
of ‘phor’ would explain it in terms of words that do not themselves have
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experiential meaning. But I have explained the meaning of ‘phor’ by
pointing to the meaning of experiential appear words, and these words
clearly do have experiential meaning—that’s what makes them experiential, rather than epistemic, appear words. This would be fine if we could
account for the experiential aspect of the meaning of appear words in
terms of yet further words, where these further words do not have experiential meaning. But this doesn’t seem to be the case: it seems impossible to give the meaning of, say, ‘lookex ’, without using words such as
‘experience’, ‘phenomenal’, ‘subjective’, or another appear word. Thus,
the complaint goes, we haven’t learned anything about the most important aspect of the meaning of ‘phor’, that aspect in virtue of which it has
experiential meaning.
I accept that I haven’t given an account of the experiential aspect of
the meaning of ‘phor’ (or of any other words) in terms of words that lack
experiential meaning. But, for two reasons, I don’t think this is problematic. First, this falling clearly parallels other ways in which we fall
short when faced with the the relations between the phenomenal and
non-phenomenal realms, such as our inability to explain the phenomenal
in terms of the non-phenomenal—this is Levine’s explanatory gap (1983).
Given that there is an explanatory gap, it’s not surprising that there is also
a “semantic gap”. Indeed, it is plausible that, if there were no semantic
gap, then there wouldn’t be an explanatory gap.
Second, although my account would be better if it bridged the semantic gap, that it doesn’t do this doesn’t mean that it tells us nothing. We do have an understanding of the meaning of experiential appear
words, which I have glossed in terms of ways of appearing. That we
can’t state this aspect of the meaning of these words in terms that have
non-experiential meaning doesn’t mean we don’t understand it. And the
connections I have drawn between the meanings of appear words and
appear sentences does shed light on the meaning of ‘phor’ and phorsentences. My explanation of the meaning of ‘phor’ might not be as complete as we’d like, but that doesn’t mean that it is wholly inadequate, or
uninformative, or of no use.
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Solving the puzzle

We can solve the puzzle by adopting the conditional account. The puzzle
is given by the inconsistent tetrad:
[T1] Phenomenal L-sentences have experiential meaning.
[T2] Non-phenomenal L-sentences have non-experiential
meaning.
[T3] The same L-sentences can be used in both phenomenal
and non-phenomenal L-talk.
[T4] No L-sentence can have both experiential and nonexperiential meaning.
According to all lexical accounts—including the conditional
account—the L-sentences involved in phenomenal and non-phenomenal
L-talk are different. Any non-phenomenal L-sentence is either of the
single-for or the double-for kind. Single-for L-sentences have a different
syntax to phenomenal L-sentences, which have a double-for form.
Double-for non-phenomenal L-sentences are also different to phenomenal L-sentences: they involve different lexical items. The second ‘for’
in a phenomenal sentence is ‘phor’, while that in the non-phenomenal
is ‘forre ’. ‘Forre ’ means, roughly, ‘with regard to’ and serves to focus our
attention on x’s properties when y Vs. On the conditional account, ‘phor’
has a meaning such that, if y’s V-ing is Z phor x, then, when y Vs, x is
appeared* to Z-ly. Thus double-for phenomenal and non-phenomenal
L-sentences are different.
Since non-phenomenal and phenomenal L-sentences are different,
[T3] is false, and the puzzle is solved. [T3] seems plausible because often
the articulations that are involved in phenomenal and non-phenomenal
L-talk are the same. But since the conditional account involves accepting
the ellipsis thesis, sameness of articulation does not guarantee sameness
of sentence. On the conditional account, [T1] and [T2] are both true. [T1]
is true because phenomenal L-sentences involve ‘phor’ which has experiential meaning, and [T2] is true because non-phenomenal L-sentences
either involve only ‘forV ’ or both it and ‘forre ’, neither of which give the
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sentence experiential meaning. The truth of [T4] follows from how we
use the terms it involves.
Although the conditional account solves the puzzle, that doesn’t
show that it is the correct account of L-talk. The account also faces three
challenges, which I will now consider.

6.4.3

Dictionary evidence

The first challenge is this: we’ve seen that—according to both contextual
and lexical accounts—double-for non-phenomenal L-sentences involve
the word ‘forre ’ which means, roughly, ‘with regard to’. This meaning
of ‘for’89 is recognised by dictionaries (see, e.g., (Oxford Engish Dictionary 2013b)). The conditional account claims that ‘for’ sometimes has
another meaning, namely that of ‘phor’. When we look at dictionary entries, however, we don’t see anything that approximates to a description
of the meaning of ‘phor’.
I don’t think this challenge shows that we should reject the conditional account. On the one hand, we might think that we should defer
to lexicographers when it comes to which lexical items there are, and so
deny that there is a word, ‘phor’. On the other, we can’t expect lexicographers to be perfect. More importantly, the entries for ‘look’, ‘appear’,
‘smell’, and ‘sound’ in the Oxford English Dictionary do not give the
experiential meanings of these words.90 If we are happy to accept that
89. More accurately: the meaning of this disambiguation of /for/.
90. Something like the experiential meaning of ‘feel’ does seem to be acknowledged:
“III. 16. Used (like taste, smell) in quasi-passive sense with complement: To be felt as
having a specified quality; to produce a certain impression on the senses (esp. that of
touch) or the sensibilities; to seem.” Another meaning concerning experiences is given,
but it is not the meaning of the ‘feel’ that occurs in appear sentences: “feel, v. ... II. 9.
a. To be conscious of (a subjective fact); to be the subject of, experience (a sensation,
emotion), entertain (a conviction).” (Oxford Engish Dictionary 2013a) That ‘taste’ can
have an experiential meaning is also recognised: “II. Of the special sense that resides
in the tongue and palate. 4. a. trans. To perceive by the sense of taste; to perceive or
experience the taste or flavour of.” (Oxford Engish Dictionary 2013f) But note that this
isn’t the meaning of ‘taste’ that we’re interested in (that found in, e.g., ‘Gravy tastes
savoury to Avery’). The following meaning is also noted: “II. Of the special sense that
resides in the tongue and palate. ... 9. a. intr. Of a substance: To have a taste of a
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there are experiential meanings of these appear words even though dictionaries don’t reflect this (and I think we should be), we should also be
happy to accept that there is an experiential meaning of ‘for’—‘phor’—
even though dictionaries don’t reflect this. So while it does seem that
the lack of a dictionary entry for ‘phor’ counts against the conditional account, this shouldn’t carry much weight when it comes to deciding which
account of L-talk we should accept.

6.4.4

Grice’s razor

The second challenge concerns the principle known as ‘Grice’s razor’
(Grice (1989a: 48–49) calls it ‘Modified Occam’s Razor’). This is the principle that we ought not posit extra meanings—extra lexical items, in
effect—to explain phenomena which can be as well explained by appealing to context playing a semantic and/or pragmatic role. There’s certainly something to this principle: we think it is better to say that there is
one lexical item ‘I’ whose semantic value is partially determined by context than to say that there are innumerable lexical items, ‘Iaaron ’, ‘Iabigail ’,
‘Iabner ’, etc., one for each possible speaker.
The conditional account is a lexical account, and so it does posit a new
lexical item, ‘phor’. The question then is: can we give an account of phenomenal L-talk that is as good as the conditional account without positing ‘phor’? Other lexical accounts are no better off here and, as I argued
in §6.2 these accounts are unsatisfactory. The nearest contender to the
conditional account, then, is the contextual account described in Chapter
5. So this question comes down to whether the contextual account is at
least as good an account of L-talk as is the conditional account. I think
that it is not. This is because, as we’ll see shortly, the conditional account
can explain how we use phenomenal L-talk to introduce consciousness as
the topic of discussion, while the contextual account (as we saw in §5.6.5)
cannot. Thus the phenomena—the uses to which we put L-talk—cannot
specified or implied kind; to produce a certain taste in the mouth; to have a taste or
flavour of.”
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be explained just as well by appealing to context as by positing the existence of ‘phor’. So Grice’s razor, which is only wielded when other things
are equal, offers no challenge to the conditional account.

6.4.5

Recognising phenomenal L-talk

A successful account of L-talk must be able to explain how it is that we
can use phenomenal L-talk to introduce phenomenal consciousness as a
topic of conversation in the way we saw in (P1), (P5) and (P6) in Chapter
1. In the previous chapter (in §5.6.4 and §5.6.5) we saw that this explanation can be broken down into two parts. First, we need to explain how it
is that contextual features determine that what is communicated concerns
consciousness in a situation in which consciousness is not already salient.
Second, we need to explain how the speaker’s audience are able to recognise that they are faced with phenomenal, rather than non-phenomenal,
L-talk in such a situation.
I showed that the contextual account can provide the first explanation:
it is the speaker’s intentions that determine whether (and how) domain
restriction occurs, and so whether they engage in phenomenal or nonphenomenal L-talk. The conditional account can offer a similar explanation. Again, the speaker’s intentions are crucial, but here they determine
whether the sentence uttered contains ‘phor’ or ‘forre ’, which in turn determines whether they are engaged in phenomenal L-talk. I argued that
the contextual account is unable to provide the second explanation. I will
now show that the conditional account can explain how the speaker’s
audience can recognise that they are hearing phenomenal, rather than,
non-phenomenal L-talk. This gives us a decisive reason for preferring
the conditional over the contextual account.
First, let’s remind ourselves of the challenge posed. As we saw in
Chapter 1, Uriah Kriegel uses L-talk to introduce consciousness as the
topic of discussion as follows:
(P1) Phenomenal consciousness is the property mental states,
events, and processes have when, and only when, there
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is something it is like for their subject to undergo them,
or be in them. (2006: 58)
On the conditional account, part of what is uttered here means:
There is some property, Z, such that: the subject’s undergoing
the state is Z phor the subject.
The challenge is to explain how, given only what Kriegel articulates, his
audience can infer that he utters ‘phor’ rather than ‘forre ’.
Kriegel’s audience can tell that he utters a double-for sentence because he articulates /for their subject/ when he needn’t do so. This informs them that the /for/ does not correspond to ‘forV ’ (which is also
uttered, but is not articulated). We saw this line of reasoning above in
§4.2. The question now becomes: how does Kriegel’s audience learn that
the extra ‘for’ he utters is ‘phor’ rather than ‘forre ’?
Here we (and Kriegel’s audience) can make use of a feature of Ltalk remarked upon in §5.6.3 concerning the uttering of double-for nonphenomenal L-sentences. There are two reasons for uttering doublerather than single-for non-phenomenal L-sentences: if (i) x is distinct
from y, or (ii) there is the potential for the target of inquiry to be misunderstood by the audience. It is because of (i) that, when we wish to
focus on how things will go with Bob’s knee when he plays prop, we utter ‘What is it like forre Bob’s knee forV him to play prop?’ rather than
‘What is it like forV Bob to play prop?’ And it is because of (ii) that, when
we wish to know how Bob fares when he plays prop when we have just
been talking about Bob’s parent’s interest in Bob’s rugby career that we
ask, ‘What is it like forre Bob forV him to play prop?’ rather than ‘What is
it like forV Bob to play prop?’
In Kriegel’s case, neither (i) nor (ii) is the case. The person whose
consciousness we’re interested in—x—is the subject of the state, i.e., is
the same as the person that ‘y’ stands for. So condition (i) is not met. Nor
is condition (ii): there has been no prior discussion that might lead us
astray so that we misunderstand what x is: the sentence quoted is both
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the first sentence of Kriegel’s paper, and the first sentence of the abstract
of the paper.
What this means is that if Kriegel were uttering a sentence involving
‘forre ’—a double-for, non-phenomenal sentence—he is doing so for no
reason: a single-for L-sentence would have done the job better. This indicates to Kriegel’s audience that he is not uttering a sentence that involves
‘forre ’, although they know that he is uttering a sentence that involves
two ‘for’s. Thus they can infer that he is uttering a sentence that involves
‘phor’. This means that the sentence has experiential meaning, and so
the audience recognises that he is engaged in phenomenal L-talk.
To summarise. If Kriegel intended to engage in non-phenomenal Ltalk in (P1), then, since neither condition (i) nor (ii) is met, he has no
reason to do so by uttering a a double-for L-sentence. If, on the other
hand, Kriegel intends to engage in phenomenal L-talk, then he has excellent reasons for uttering a double-for L-sentence: (on the conditional
account) he must do this to engage in phenomenal L-talk. Kriegel does utter a double-for L-sentence, so it is reasonable to infer that this is because
he intends to engage in phenomenal L-talk—to utter ‘phor’, not ‘forre ’.
As competent English speakers, Kriegel’s audience recognise these facts,
and so can use them to understand him correctly: as talking about consciousness. Thus the conditional account can explain how it is that, when
consciousness is introduced as subject matter by using phenomenal Ltalk, the hearers of this talk can recognise that what is communicated
concerns consciousness.91
Note that most uses of L-talk to introduce consciousness will occur in
contexts in which (i) and (ii) are not true. (i) will not be true because, as
91. What I have given here is a rational reconstruction of what goes on unconsciously
in competent English speakers when they interpret Kriegel’s articulation. I am not suggesting that anyone consciously undergoes the sort of reasoning I have described. But
something like this must go on in hearers in all cases (not just Kriegel’s, and not just
instances of L-talk) when they take account of the roles context plays in determining
what is communicated by the use of language. So although the process I have described
looks reasonably complex and sophisticated, it is not implausible to think that it is by
undergoing something like this process that hearers are able to correctly understand
Kriegel’s articulation.
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we saw in §4.3, in most uses of phenomenal L-talk, ‘x’ and ‘y’ refer to the
same thing. And (ii) won’t hold because the situations described when
consciousness is introduced by L-talk either tend towards the abstract, or
lack irrelevant information such as the presence of individuals other than
x that could serve as rival objects of interest, or both.
It’s worth pointing out why the contextual account cannot adopt the
explanation offered by the conditional account. It is because there are two
sorts of double-for sentence that the conditional account can explain this
phenomenon. Since we can be confident that what Kriegel utters is not
one of those sentences (not the one involving ‘forre ’), we can infer that it
is the other (the one involving ‘phor’). On the contextual account, however, there is only one sort of double-for L-sentence: that which involves
‘forre ’. So a similar inference cannot be made. It is true that, as noted in
§5.6.5, Kriegel’s audience can work out that something funny is going on:
he has uttered a double-for sentence when he doesn’t need to. But it’s unclear why the lesson they would draw from this is that Kriegel intends to
restrict the domain over which he quantifies, and, even if they recognise
this, why they would think that the domain which quantification is being
restricted to is that of phenomenal, rather than any other kind of property.

6.4.6

The conditional lexical and contextual accounts

I have argued that the conditional account is superior to other lexical
accounts, that it can solve the puzzle, and that none of the challenges to
it are serious. The contextual account can also solve the puzzle, but it
faces a challenge that it cannot meet. Thus we should reject it in favour
of the conditional account.
It is worth noting, however, that the two accounts have much in common. Both accounts accept the pro-adjective, ellipsis, and dummy theses
and give the same account of the meaning of single-for L-sentences and
of double-for L-sentences that involve ‘forre ’. And both accounts agree
about what we communicate when we engage in phenomenal and nonphenomenal L-talk. Where they come apart is in how they account for

§6.4

ASSESSING THE ACCOUNT

209

phenomenal L-talk, and it is here that the conditional account comes off
best. I will briefly summarise why this is so.
If we accept the principle of Grice’s razor then, other things being
equal, we should prefer the contextual to the conditional account since
the latter posits a lexical item where the former does not. But other things
are not equal: the contextual account has a major flaw. The contextual
account is unable to explain how we can recognise that we are faced
with phenomenal L-talk when this talk is used to introduce consciousness. The conditional account, on the other hand, can explain how this
occurs. Thus only the conditional account can make sense of all of the
data we have: the different uses of L-sentences that we saw exemplified
in Chapter 1. This gives us a decisive reason for favouring the conditional lexical account over the contextual account as the correct account
of L-talk.

Part III
Applications

C HAPTER SEVEN

Defining conscious states
In Part I of this thesis I showed why we need an account of L-talk: it
is not obvious that this talk is meaningful and, if it is meaningful, it is
not obvious what it means or how it means what it means. In Part II I
considered a number of accounts of L-talk and argued that we should
adopt the conditional lexical account described in Chapter 6. In this third
part of the thesis, I will apply this account to two questions concerning
consciousness. In this chapter I will clarify and defend the standard definition of state consciousness. In Chapter 8 I will look at whether there is a
linguistic argument—one that stems from the meaning of L-talk—for revelationism, the view that to be in a conscious state is thereby to be aware
of that state.

∗
In this chapter, then, I will describe, qualify and defend the standard
definition of state consciousness, [D]:
[D] A state is phenomenally conscious if and only if there is
something it is like for the subject of the state to be in
that state.
In §7.1 I will precisify the definition itself. In §7.2 I will consider Snowdon’s contextualist argument for rejecting the definition (2010) and show
why his argument fails. In §7.3 and §7.4 I will consider objections to the
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definition, some of which will require us to alter it. I conclude that we
can use L-talk to give a plausible and informative definition of conscious
states

7.1

The definition of state consciousness

Definitions of phenomenally conscious states—i.e., necessary and sufficient conditions for something’s being a conscious state—are often given
by using L-talk. In Chapter 1 we saw (in example (P1)) that Kriegel says
that:
Phenomenal consciousness is the property mental states ...
have when, and only when, there is something it is like for
their subject to undergo them, or be in them. (Kriegel 2006: 58)
Braddon-Mitchell and Jackson, meanwhile, distinguish:
those psychological states [i.e., the conscious ones] for which
there is something it is like to be in them from those for which
the notion seems to make no sense. (2007: 129)
Tye says:
A mental state, then, may be said to be phenomenally conscious just in case there is something it is like to undergo the
state, (1997: 290)
And Hacker gives (but does not endorse) the following definition of conscious states:
An experience is a conscious experience if and only if there is
something which it is like for the subject of the experience to
have it. (2002: 160)
In each quotation we see an expression of the standard definition of state
consciousness:
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[D] A state is phenomenally conscious if and only if there is
something it is like for the subject of the state to be in
that state.
The definition is in the form of a biconditional. The left-hand side says
of some state that it is phenomenally conscious—so this is a definition of
state (rather than creature) consciousness (see Chapter 1). The right-hand
side says that there is something it is like for a subject to be in the state.
Thus to give the definition is to engage in L-talk. For the definition to
be informative and useful we need a good grasp of the meaning of the
right-hand side of this biconditional—i.e., we need to understand what
is communicated by L-talk.
Philosophers who don’t offer a full definition of conscious states often
give either necessary or sufficient conditions for a state’s being conscious.
Levine (in (P5) from Chapter 1) asserts only the “left-to-right” conditional
contained in [D]:
One of the most distinctive features of conscious mental states
is that there is ‘there is something it is like’ to have them.
(2001: 883)
Carruthers does likewise:
The most challenging properties to explain are those involved
in phenomenal consciousness—the sort of state that has a subjective dimension, that has ‘feel’, or that it is like something to
undergo. (2011)
Chalmers gives us the “right-to-left” conditional:
a mental state is conscious if there is something it is like to be
in that mental state. (Chalmers 1996: 4)
As does Weisberg (2011b: 417) (although he doesn’t clearly endorse it
here):
If there’s something it’s like for the subject, the subject is in a
conscious state.

216

DEFINING CONSCIOUS STATES

§7.1

In this chapter, I will first get clearer on how we should understand
[D] before considering three general challenges to an L-talk definition of
conscious states. We need to get clarify [D] because, as it stands, it is not
clear whether it holds for all or only some states, or for all or only some
subjects. In §7.1.1 I will argue that we should take [D] to be concerned
with all states and (in §7.1.2) with all subjects. The three challenges to
the L-talk definition of conscious states are as follows. First, we might
argue, as Snowdon (2010) does, that, if we accept a contextual account of
L-talk, we must abandon [D]. In §7.2 I will show that, even if we were to
adopt a contextual account (which, as I argued in Chapter 6, we should
not), Snowdon fails to establish that we should reject the definition of
conscious states captured in [D], or the improved version I present in
§7.4. Second, we might think that there are counterexamples to the conditional we get by reading the biconditional [D] only from left-to-right.
I will argue that there are no such examples in §7.3. Third, we might
think there are counterexamples to the conditional we get from reading
[D] from right-to-left. In §7.4 I will argue that there are such counterexamples, but that we can easily alter [D] to deal with them. The conclusion
of this chapter, then, is that we can give an informative definition of conscious states by using L-talk.
Nagel’s definition
Before turning to [D] itself, it is worth noting that, although [D] is sometimes said (e.g., by Hacker (2012b: 160)) to have been first formulated by
Nagel in his (1974), no such definition is offered there. Nagel does say
the following things which resemble [D]:
the fact that an organism has conscious experience at all
means, basically, that there is something it is like to be that
organism. ... fundamentally an organism has conscious mental states if and only if there is something that it is like to be
that organism—there is something it is like *for* the organism. (1974: 436)
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I have said that the essence of the belief that bats have experience is that there is something that it is like to be a bat.
(1974: 438)
Nagel, then, seems committed to something like the following biconditional:
[N] An organism has a phenomenally conscious state if and
only if there is something it is like for that organism to be
that organism.
But the left-hand side of [N]—that a subject has conscious mental states—
differs from that of [D]—that a state is conscious. And Nagel’s righthand element—that there is something it is like for an organism to be that
organism—differs from that of [D]—that there is something it is like for a
subject to have a state. Even if we allow that [N] is intended to cover all
subjects, not just organisms, it is not obvious that the two definitions are
equivalent. Whether or not they are depends on the relations between a
subject’s having conscious mental states, a state’s being conscious, there
being something it is like for a subject to be in a state, and there being
there is something it is like for a subject to be that subject. I won’t consider
this issue further: my interest is in [D], not [N].

7.1.1

Which states?

According to the conditional account, [D] is equivalent to:
[D’] A state, V-ing, is phenomenally conscious if and only if
there is some property, Z, such that: y’s V-ing is Z phor
x.
This statement of the definition involves a number of variables: V-ing,
a state; Z, a property; y, the thing that is in V; and x, the thing whose
phenomenology we are concerned with. For the definition to be useful,
these variables need to be bound. Z is already (existentially) bound: the
‘there is some ...’ indicates this. What should we say about V, y and
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x?92 In the rest of this section, I will consider how the other variables are
bound, starting with the states referred to in [D’].
Mental or all states?
Before considering how variable V is bound, it will be useful to first clarify whether [D] and [D’] should refer to mental states on its left-hand side,
or instead (as currently stated) to all states. The statements of the standard definition quoted above refer to mental states on their left-hand side.
I.e., they begin ‘A mental state is phenomenally conscious ...’ (Hacker
refers to ‘experiences’, but it’s clear he is also interested in mentality).
We might think that our definition should only concern itself with mental states for the following reasons: there is something it is like to ride
a rollercoaster, but riding a rollercoaster is not a conscious state. By only
talking about mental states, the definition is immune to such counterexamples, so the definition should only refer to mental states.
But we can come up with the same sort of counterexample involving
mental states. Imagine that there is some non-conscious mental state,
N, such that being in N is sufficient for being in either C1, C2, or C3
(which are all conscious states), but it’s not sufficient for being in any
particular one of them. It is at least possible that there are non-conscious
mental states which, like N, only occur at times at which some conscious
mental state also occurs. There is something it is like to be in N. This is
so because, whenever a subject is in N, they are in one of C1, C2 or C3.
And there’s something it is like to be in each of these states because they
are conscious states. In other words, it’s not possible for a subject to be
in N without there being something it is like for them. According to [D]
as it currently stands, non-conscious mental states like N are conscious.
But this is absurd. Thus, although limiting the definition to only mental
states removes the roller coaster counterexample, it doesn’t get rid of all

92. We haven’t faced this question before because, when giving the general form of Lsentences, the variables involved—V, y and x—have been free—that is to say unbound—
variables. We rely on context to tell us the value of these free variables.
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counterexamples of this kind. So this consideration gives us no reason
to restrict [D] to only mental states. (In §7.4 I will show that we can give
an L-talk definition of consciousness that is not vulnerable to this sort of
counterexample.)
There are also two positive reasons for referring to all states on the
left-hand side of [D]. First, if we can offer a wider definition—one that
applies to all states, not just to mental states—that is just as good as a
narrower one, then we should offer the wider one. And, as I will argue,
we can do this. Second, and perhaps more importantly, a definition given
in terms of mental states will only be useful if we have a prior grasp of
what it is for a state to be mental. Of course, we do have a rough and
ready grasp of this notion. But when we try to be more precise about
the notion of the mental this is often done by appealing (amongst other
things) to consciousness (see, for example, Rosenthal (1986)). If we define
the mental in terms of consciousness, however, we can’t then, on pain of
circularity, define consciousness in terms of the mental. For these reasons,
the definition we’ll consider, [D] (and [D’]), applies to all states, not just
mental ones.

Which quantifier?
We can now consider what sort of quantifier binds the variable, V, in [D]
and [D’]. There are two obvious contenders here: the definitions involve
either an existential or a universal quantifier. If we go for the former, the
definition will say: there is a conscious state if and only if there’s something it is like for the subject of that state to be in it. But this doesn’t give
us a definition of conscious states—it doesn’t tell us under what conditions a state is conscious, it tells us under what conditions there is such
a state. Instead of telling us what divides the conscious states from the
non-conscious ones, it tells us what divides situations in which there is a
conscious state from those in which there is not.
If the quantification is universal, on the other hand, we get a statement that does tell us what it is for a state to be conscious, and which
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does divide the conscious states from the rest: for any state, that state
is conscious if and only if there is something it is like for a subject of
that state to be in it. Thus we should take [D] (and [D’]) to be inside the
scope of a universal quantifier. We could make this explicit by adding
‘for all states, V:’ before the statement of the definition, but for ease of
presentation I will leave it implicit in what follows. Note that how we
respond to the quantifier question does not depend on whether [D] is
concerned with all states or only with mental states. Even on the narrower definition, we would still want to know what it is for a mental
state to be conscious, and what divides the conscious mental states from
the non-conscious ones. Thus whether we prefer the narrower or wider
definition, we should still take it to involve universal quantification over
states.

7.1.2

Which subjects?

We now need to establish which subjects [D] and [D’] are concerned with.
Just as we can ask how the state variable, V, is bound, we can ask the same
about the variables x and y. The first thing to note is that when we are
defining conscious states using L-talk, the thing that is in the state—y—
and the thing whose phenomenology we are interested in—x—are the
same. In other words, we can rewrite the definition more simply as:
A state, V-ing, is phenomenally conscious if and only if there is
some property, Z, such that: x’s V-ing is Z phor x.
This means we only need to consider how the variable, x, is bound. As
with V, there are two obvious contenders: universal or existential. We
should again go for universal quantification.
If we bind x with an existential quantifier then we run into problems.
Let c be a conscious state. Then, if x is existentially bound, it follows
(reading [D] from left-to-right) that: there is some property Z, and some
subject x, such that: x’s being in c is Z phor x. In other words, it follows from the fact that there is some conscious state, that there is some
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conscious subject. Note, what follows is not just that: if there is someone
in a conscious state, then there is a conscious subject. This consequence
is not problematic. Instead, what follows—and what is problematic—is
that from the mere fact that there are conscious states—whether or not
anything is in one of those states—conscious subjects exist. This is problematic because it seems clear that the following two claims are compatible: there are conscious states; no one is (perhaps ever) in a conscious
state. These two claims are compatible in just the way that the following
statements are compatible: there are states of matter such that the matter
forms a golden mountain; there are not (perhaps ever) any golden mountains. The existence of a state doesn’t require that there is anything in that
state, and this is true whether the state is conscious or not.
If we bind x with a universal quantifier, on the other hand, it doesn’t
follow from the existence of conscious states that there are conscious subjects. But someone might think that we run into a different problem. If
we understand [D] in this way then, if c is a conscious state, there is something it is like for any subject—not just any conscious subject or any mental
subject—to be in c. It seems to follow—on the reasonable assumption
that feeling nauseous is a conscious state—that there is something it is
like for a stone to feel nauseous. We might think that this claim must be
false: stones can’t be in conscious states—whatever states a stone is in,
there is nothing it is like to be that stone. I will explain why it would be a
mistake to think this in §7.3.1.
I will take it then that the variable x in [D] is bound by a universal
quantifier. As with the universal quantifier binding V, I will leave this
implicit in statements of the definition. Now that we have established
how we should understand [D] we can turn to consider objections to the
definition.

7.2

The contextualist challenge

Snowdon’s criticism of [D] (2010) is that read in one direction (from leftto-right) [D] is trivially true, while when read in the other it is false.

222

DEFINING CONSCIOUS STATES

§7.2

Snowdon proposes a contextual account of L-talk of the sort described
in Chapter 5. He holds that all L-sentences have non-experiential meaning (he doesn’t explain how these sentences have this meaning, but he
could accept that it is because all such sentences involve ‘forre ’); and
that L-talk is concerned with properties (again, he doesn’t explain how
this is so, but what he says is compatible with the pro-adjective thesis).
Since L-sentences have non-experiential meaning, what is uttered when
we use L-talk are statements and questions about properties in general
(not about phenomenal properties in particular).
For current purposes, I will assume that Snowdon’s contextual account is correct, so [LtR]—the conditional we get from reading [D] from
left-to-right—means:
[LtR] If V-ing is a conscious state, then there is some property,
Z, such that: x’s V-ing is Z forre x.
As Snowdon says, [LtR] is trivially true because its consequent is trivially
true. All states (whether conscious or not) are such that, when some thing
is in that state the thing has some property. At the very least, it has the
property of being in that state. For example, the state playing prop is not a
conscious state. But there is a property such that: Bob’s playing prop has
that property forre (i.e., with regard to) Bob. One such property is being
such that one is playing prop.
Similarly, on Snowdon’s account [RtL]—the conditional we get from
reading [D] from right-to-left—means:
[RtL] If there is some property, Z, such that: x’s V-ing is Z
forre x, then V-ing is a phenomenally conscious state.
But, as Snowdon notes, [RtL] is false. There is a property—being such that
one is playing prop—such that: Bob’s playing prop has that property forre
Bob. This is so because, when Bob plays prop, one way that things are
with regard to Bob is: such that Bob plays prop. So we have a case where
the antecedent of [RtL] is true. But the consequent is false: playing prop
is not a conscious state. So [RtL] itself is false.
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Because [D] is trivially true in one direction, and false in the other,
Snowdon concludes that it is “time that philosophers stopped repeating
the slogan [i.e., [D]]” (2010: 27).

What is uttered and what is communicated
I think we should resist Snowdon’s argument in the following way. We
should agree that (on the assumption that the contextual account is true)
the linguistic meaning of the sentences [LtR] and [RtL] are as stated
above. And so we should agree that the linguistic meaning of [D] is such
that it is trivially true in one direction and false in the other. Where we
should disagree with Snowdon is in whether we are interested in the linguistic meaning of [D] or what is communicated when we utter it. Surely
what matters for whether the definition is in part trivially true and in
part false is what is communicated by our uttering it. And circumstances
in which we utter the definition will plausibly be circumstances in which
context plays a semantic and/or pragmatic role to determine that we are
engaged in phenomenal L-talk. In other words, when we utter [LtR] we
are most plausibly not communicating the linguistic meaning of [LtR].
Instead, we are communicating something else. Most plausibly, we are
communicating something such as that: if V-ing is a conscious state, then
x’s V-ing is Z phor x. But this is not trivially true. And the same goes
for [RtL]. When we utter this conditional, what we communicate is not
what is meant by [RtL] but (because of the influence of context) something more like: if x’s V-ing is Z phor x, then V-ing is a conscious state.
And this is not false.
Snowdon may be right that (on the contextual account) the meaning
of what is uttered when we produce [D] is trivial in one direction and false
in the other, but that doesn’t show that what is communicated is trivial or
false in either direction. Snowdon’s claim that we should stop using [D]
is, then, unmotivated. That the linguistic meaning of the sentence, ‘Can I
have a pint of bitter, please?’ is that of a question, not a request, does not
show that we should stop using the sentence to request beer. The same
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goes for our use of [D] to define conscious states.
To put the point another way, lexical and contextual accounts of L-talk
do not disagree about what is communicated by uttering L-sentences, but
about how this talk comes to communicate what it does: they disagree
about what is uttered in phenomenal L-talk. But that doesn’t mean that
they disagree as to whether we should accept [D] since we are interested
in what is communicated when we utter [D]—and here the two accounts
are in accord. So, even if a contextual account such as Snowdon’s was
correct, we would have no reasons for rejecting [D].

7.3

Left-to-Right

In this section I will consider whether there are counterexamples to the
following conditional:
[LtR] If a state is phenomenally conscious, then there is something it is like for the subject of the state to be in that state.

This is the conditional we get if we read [D] from left to right. If there are
counterexamples to the conditional [LtR], then there are counterexamples
to the biconditional [D].
We have a counterexample to [LtR] if its antecedent is true—there is
some phenomenally conscious state, c—but its consequent is false—there
is some subject such that there is nothing it is like for the subject of c to be
in c. In §7.3.1 I will consider two situations which seem, at first glance, to
meet this criterion and so to give us a counterexample to [LtR]. On closer
inspection, however, we’ll see that in these situations both antecedent
and consequent are in fact true. I will then consider a different sort of
counterexample in §7.3.2. Here we’ll see that, when we properly understand what is communicated by [LtR] and [D], the situation involved is
one in which both antecedent and consequent are false. Thus there do
not seem to be any counterexamples to [LtR].
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The first counterexample

We get an alleged counterexample to [LtR] by considering the following
situation:
E BONY Ebony finds herself in the same situation as does Jackson’s Mary (1982). In other words, Ebony is brought up in a
black and white environment, and has never seen any colours.
But Ebony’s case differs from Mary’s in two ways. First, unlike Mary, Ebony is an ordinary person who, although she has
learned lots about the world from within her room, does not
know all the physical facts, and is not logically omniscient.
Whether or not it is possible for Mary to know what it is like
to see, say, mauve before leaving her room, it is not possible
for Ebony to learn this from within her room. Second, Ebony
will never leave her room—she will never see mauve.
When we think about Ebony in her black and white room, we might
think that the following is false: there is something it is like phor Ebony
forV Ebony to see mauve. It is false because Ebony is not seeing, never
has seen, and never will see, mauve. E BONY, then, looks to give us a
counterexample to [LtR]. When it comes to Ebony’s seeing mauve, the
consequent of [LtR] is false: as just noted, there’s nothing it is like for
Ebony to see mauve. But the antecedent is true: the state seeing mauve is
a paradigm example of a phenomenally conscious state. If this is correct,
[LtR] is false, and [D] fails as a definition of phenomenal consciousness.
But this is to misunderstand the consequent of [LtR], i.e., to misunderstand the meaning of ‘there is something it is like phor Ebony forV
Ebony to see mauve’. This utterance means the same as ‘there is some
property, Z, such that: Ebony’s seeing mauve is Z phor Ebony.’ This does
not entail that Ebony is seeing mauve now, has seen mauve, or ever will
see mauve. To say that ‘x’s V-ing is Z phor x’ just means that were x to V,
then x’s V-ing would be Z phor x: were Ebony to see mauve, she would
be presented to mauvely.93 It doesn’t entail that x ever Vs: that Ebony

93. We noted this in §6.2.2.
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ever sees mauve.
Ebony is an ordinary person, and so, were she to see something
mauve, she would have the same experience an ordinary person has
when they see mauve: she would be presented to mauvely. So ‘There
is some property, Z, such that: Ebony’s seeing mauve is Z phor her,’ is
true. To give us a counterexample, E BONY would need to be a situation
in which the antecedent of [LtR] is true but the consequent false. But in
fact it is a situation in which both are true. So it is not a counterexample
to [LtR]. Thus the fact that there are conscious states that some subjects
never have—such as Ebony’s never seeing mauve—does not show that
[LtR] is false.
Although E BONY doesn’t give us a counterexample to [LtR], we might
think that there are counterexamples of the same general type, as illustrated by the following situation:
R OSETTA Consider an ordinary, unremarkable stone, that we
can call ‘Rosetta’. Rosetta is not a conscious subject: the kind
of thing that Rosetta is—a stone—is not the kind of thing that
can undergo conscious states. Also consider the state feeling
nauseous: the conscious state we are in when we feel nauseous. Not only is Rosetta never in this state, it is impossible
that Rosetta be in this state: Rosetta is not the sort of thing
that can be in the state feeling nauseous.94
R OSETTA looks to give us a counterexample to [LtR]. Rosetta is a subject
(not a mental subject, or a conscious subject, but a subject: the kind of
entity that we can truly predicate things of). When it comes to Rosetta’s
feeling nauseous, the consequent of [LtR] is false: there’s nothing it is like
for Rosetta to feel nauseous. But the antecedent is true: the state feeling
nauseous is a phenomenally conscious state. If this is correct, [LtR] is false,
and [D] fails as a definition of conscious states.
But this is not correct: there is something it is like for Rosetta to
feel nauseous. We can see why if we contrast what [D] says about

94. This is the sort of counterexample that was sketched at the end of §7.1.2.
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Rosetta with what the following definition of a “mammal state” says
about Rosetta:
[M] A state is a mammal state if and only if any thing, w, is
such that: w’s being in that state is w’s being a mammal.

Examples of mammal states include the states of being human, being a
bat, and being a sperm whale. Since being human is a mammal state,
it follows from [M] that any thing, w, is such that: w’s being human is
w’s being a mammal. This means that Rosetta’s being human is Rosetta’s
being a mammal. But Rosetta is just a stone and, as well as being the kind
of thing that can’t be conscious, Rosetta is also the kind of thing that can’t
be a mammal.
If R OSETTA shows that there is something wrong with [D], it also
shows that there is something wrong with the [M]. But R OSETTA doesn’t
show that there is something wrong with [M]. Rosetta’s being a human
would be Rosetta’s being a mammal, were it possible that Rosetta be a
human. Anything that is human is a mammal, and so if Rosetta is human, Rosetta is a mammal. It doesn’t follow from this that Rosetta is or
could be a mammal. What follows is just that were Rosetta (or the number
two, or Hadrian’s Wall, or anything else) human—in the state being human—it would be a mammal—would be in the state being a mammal. The
same goes for [D]: were Rosetta in the state feeling nauseous, there would
be something it is like for Rosetta to be in that state, i.e., Rosetta’s feeling
nauseous would be Z phor Rosetta. That it is impossible for Rosetta to
feel nauseous is not relevant.
So there is something it is like for a stone to feel nauseous, it’s just
that stones never feel nauseous. This is so in just the same way that there
is something that you’ve drawn if you’ve drawn a square circle, even
though it is impossible to draw a square circle. So there is something it
is like for Rosetta to feel nauseous, which means that the consequent of
[LtR] (when applied to this situation) is true. Thus R OSETTA doesn’t give
us a counterexample to [LtR].
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The second counterexample

Describing the second alleged counterexample to [LtR] requires a little
work. I will proceed in three steps. First I will show that there is something it is like to be in a certain state. Second, we apply [RtL]—i.e., the
converse of [LtR]—and get that the state is conscious. The third step is to
describe a situation in which there is a subject in that state, but for whom
there is nothing it is like for them to be in the state. In other words, I will
describe a situation in which the consequent of [LtR], as applied to that
state, is not true. Thus, it seems, we have an instance of [LtR] where the
antecedent is true but the consequent false—i.e., we have a counterexample to [LtR].

The situation
The first step is to show that a particular state is a conscious one. Imagine
that Freddy, a child, doesn’t understand why Rod, a nurse, is so careful
with the scalpel that he handles as part of his job. We explain Rod’s care
to Freddy by saying,
The scalpel is very sharp, and if Rod isn’t careful, he might
easily cut himself with it. There is something it is like for Rod
to be cut by the scalpel. And what it is like is unpleasant. So
Rod is careful with the scalpel to make sure he doesn’t cut
himself.
This explanation is a good one: we’re not misleading Freddy by giving
him this explanation of Rod’s behaviour. Part of what we utter here is:
(a) There is something it is like phor Rod forV Rod to be cut
by the scalpel.
This looks to be true—and that (a) is true is (in part) why the explanation
is not a misleading one.
The second step is brief: we combine the truth of (a) with [RtL]:
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[RtL] If there is something it is like for the subject of a state
to be in that state, then that state is phenomenally conscious.
This gives us that the state being cut by a scalpel is a phenomenally conscious mental state.
The third step in producing the counterexample is to describe a situation in which there is a subject in the conscious state—here, being cut by a
scalpel—for whom there is nothing it is like to be in the state.
S CALPEL Rod is just about to undergo surgery and so is under
general anaesthetic. Freddy understands that the surgeon will
use a scalpel to cut Rod, and is worried that Rod will suffer
during the surgery because of this. We explain to Freddy that
he is mistaken by saying:
Rod is under a general anaesthetic. While under the
anaesthetic, he can’t feel any pain. Rod will be cut
by a scalpel during the surgery, but there is nothing
it is like for Rod to be cut by the scalpel. So Rod
won’t suffer during the surgery.
Rod undergoes the surgery, is cut by the scalpel, but does not
suffer because he is under anaesthetic.
As before, we are not misleading Freddy here—our explanation of
why he should not worry about Rod being cut by the surgeon’s scalpel is
a good one. Part of what we utter is:
There is nothing it is like phor Rod forV Rod to be cut by the
scalpel.
And this looks to be true. That it is true is (in part) why our second
explanation doesn’t mislead Freddy.
But now we have the following situation. Being cut by a scalpel is a
conscious state: we showed this in the first two steps. And we’ve just
seen that S CALPEL is a situation in which there is a subject—Rod—who
is in the state—who is cut by a scalpel—and yet it is not the case that
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there is something it is like for him to be in the state: there’s nothing it is
like for Rod to be cut by the scalpel. Thus the antecedent of [LtR] is true,
but the consequent false: we have a counterexample to [LtR].
Three uses of (a)
I will now explain why S CALPEL does not, in fact, give us a counterexample to [LtR]. What we have seen are three different uses of the same
L-sentence (for ease of presentation, I will understand the ‘nothing it is
like’ claim as being an utterance of the form ‘it is not the case that (a)’):
(a) There is something it is like phor Rod forV Rod to be cut
by the scalpel.
We see the first use in our first explanation, the second in the second explanation, and the third in [D] (and so in [LtR] and [RtL]). What is communicated by uttering (a) in the three cases is distinct, so the description
of the alleged counterexample involves something like equivocation.
In the first explanation, we explain to Freddy why Rod is careful with
scalpels. Here we see what I will call a ‘general’ use of (a). What is communicated is that:
(aG ) There is a property, Z, such that: in normal circumstances
Rod’s being cut by a scalpel is Z phor Rod.
Exactly how to capture the proposition communicated here is a difficult
matter. Perhaps the relevant circumstances are not normal conditions, but
those that usually, or standardly, or typically, or mostly occur; or perhaps
they are better described in some other way. What is communicated by
general uses is similar to what is communicated by generic claims, such
as ‘Dogs have four legs’. Whether L-sentences are generics, and how we
should understand generics doesn’t matter for current purposes.95 What
matters is, first, that what is communicated by a general use of (a) does
95. There is disagreement about how to do this, see, for example, Leslie (1998) and
Carlson and Pelletier (1995).
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not entail that all instances of Rod’s being cut by a scalpel are instances
of events being Z phor Rod (for some Z); and second, that this is because
what general uses of (a) say is that something is normally (or usually, etc.)
the case. (aG )—what is communicated by a general use of (a)—is true: in
normal circumstances, there is something it is like for Rob to be cut by a
scalpel. What holds for general uses of (a) holds more widely, for general
uses of all L-sentences.
In the second explanation we tell Freddy why Rod won’t be hurt
when he undergoes the operation. Here we see the second, particular,
use of an L-sentence. Here what is communicated is the negation of:
(aP ) There is a property, Z, such that: in the salient circumstances Rod’s being cut by a scalpel is Z phor Rod.
The salient circumstances in this case are those in which we make the
utterance, i.e., those in which Rod is under anaesthetic. But the salient
circumstances need not be the current ones: if we are talking about what
happened last time Rod underwent invasive surgery, the salient circumstances will be those under which that surgery occurred. The negation
of (aP ) is true: in the salient circumstances—those under which Rod is
anaesthetised—there is nothing it is like for Rob to be cut by a scalpel.
We see the general/particular distinction with other utterances. For
example, if we make a general use of the utterance:
Isla would rather have an aisle seat than a window seat.
then we communicate something like that: in normal circumstances Isla
would rather have an aisle seat than a window seat. Imagine this is true—
Isla doesn’t like having to ask people to move whenever she wants to
leave her seat in an aeroplane, doesn’t mind moving for other people, and
finds aisle seats have more legroom than window seats. That this is so is
compatible with our truthfully making a particular use of the utterance:
Isla would rather have a window seat than an aisle seat.
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Here we communicate something like: in the salient circumstances, Isla
would rather have a window seat than an aisle seat. This might happen
if we are reporting Isla’s preference with regards to a flight which affords
a view over the Grand Canyon. Her desire to see the Grand Canyon from
above outweighs the considerations that usually lead her to prefer aisle
seats. The linguistic meanings of the two sentences uttered are incompatible, but we don’t contradict ourselves in producing them because there
is more to what is communicated than what is uttered.96
The third use of L-sentences is the unqualified use. This is the use we
see in [D], [LtR] and [RtL]. Here, what is communicated by producing (a)
is:
(aU ) There is a property, Z, such that: in all circumstances,
Rod’s being cut by a scalpel is Z phor Rod.
(aU ) says that Rod’s being cut by a scalpel is Z phor Rod tout court—
without qualification. (aU ) is false. In other words, what is communicated by an unqualified use of (a) is false: it’s not true that, in all circumstances, there is something it is like for Rod to be cut by a scalpel. In some
circumstances, such as those in which Rod is under anaesthetic, there is
nothing it is like for Rod to be cut by a scalpel.
But some unqualified uses of L-sentences communicate truths. For
example, let’s stipulate (if we need to) that ‘feeling nauseous’ picks out
certain states in virtue of the (unpleasant, “nauseating”) phenomenology
a subject undergoes when in those states. In other words, by definition,
there is something it is like to feel nauseous. Then the unqualified use of
the utterance:

96. At least, this is so if the extra information communicated is provided by the influence of context playing a semantic or pragmatic role. What matters for explaining
why SCALPEL isn’t a counterexample to [LtR] is not how there is a difference in what is
communicated by different uses of L-sentences—i.e., whether the difference is due to a
difference at the level of what is uttered, said, or communicated—but that there is such
a difference. I won’t worry about the ‘how’ question here (it is a general question, not
one only relevant to explaining L-talk).
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There is something it is like phor a human forV that human to
feel nauseous.
communicates that there is some property, Z, such that: in all circumstances, a human’s feeling nausea is Z phor them. And, given the stipulated meaning of ‘feeling nauseous’, this is true: you can’t feel nauseous without undergoing some (particular) phenomenology, i.e., without there being some property such that your feeling nauseous is that
way phor you.
No counterexample
With the three uses of L-sentences clear, we can now see why S CALPEL
doesn’t generate a counterexample to [LtR]. The first step in constructing
S CALPEL was to show that there is something it is like for Rod to be cut
by a scalpel. This was done by showing that what is communicated by
a general use of (a) is true. I.e., there is some property, Z, such that: in
normal circumstances Rod’s being cut by a scalpel is Z phor Rod. The
second step was to show that being cut by a scalpel is a conscious state.
This was done by taking the output of the first step and plugging it into
[RtL]. This is alleged to give us that being cut by a scalpel is a conscious
state. We can see now that this step fails. The output of step one is the
truth of (aP ): there is some property, Z, such that: in normal circumstances
Rod’s being cut by a scalpel is Z phor Rod. The input to step two (if it
is to give the desired result) must be the truth of what is communicated
by an unqualified use of (a), i.e., must be the truth of (aU ): there is some
property, Z, such that: in all circumstances Rod’s being cut by a scalpel is
Z phor Rod. But from the fact that Rod’s being cut by a scalpel is normally
some way it doesn’t follow that his being cut by a scalpel is always that
way. Indeed, as noted above, (aU ) is false.
What this means is that being cut by a scalpel is not a conscious state.
So S CALPEL isn’t a situation in which the antecedent of [LtR] is true, but
the consequent false. It’s a situation in which both are false. Thus it is
not a counterexample to [LtR]. We’ve seen that the two kinds of alleged

234

DEFINING CONSCIOUS STATES

§7.4

counterexamples to [LtR] do not, in fact, show that this conditional is
false. I will take it, then, that the definition read from left-to-right is true.

7.4

Right-to-left

The second sort of counterexample is one which shows [D] to be false
going from right-to-left. We have this sort of counterexample to [D] if we
can describe a situation in which the antecedent of [RtL] is true, but the
consequent is false.
[RtL] If there is something it is like for the subject of a state
to be in that state, then that state is phenomenally conscious.

What we need, then, is a case where there something it is like for the
subject of a state to be in that state, but the state is intuitively not a phenomenally conscious state.
I will consider three types of alleged counterexample to [RtL]. The
first is most straightforward and most compelling. It aims to give a situation in which it is uncontroversial that there is something it is like to
be in some state but it is equally uncontroversial that the state is not a
conscious state. The situation I will consider is riding a rollercoaster. The
second and third types are similar. The second type concerns disjunctive states—states such as: feeling nausea or euphoria. Plausibly there’s
something it is like to be in such states, but we might not think that these
disjunctive states count as conscious states. The third type concerns conjunctive states—states such as: feeling nausea and being near a sauna.
There is something it is like to feel nausea near a sauna, but we might
doubt that feeling nausea near a sauna is a conscious state. I will describe
these three types of counterexample in more detail before considering
how supporters of L-talk definitions of consciousness should respond to
them.
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The situations
If we consider the following situation we can see an instance of the first
type of counterexample:
L OLA Lola is an ordinary human being—she has the same
sorts of conscious states in the same sorts of conditions as
other human beings. Thus there is something it is like for
Lola to ride a rollercoaster. More clearly, the following is true:
there is something it is like phor Lola forV Lola to ride a rollercoaster.
L OLA looks to be a counterexample to [RtL] because the state riding
a rollercoaster is not a phenomenally conscious state. If it is a counterexample, there will be very many similar counterexamples: drinking cola
isn’t a phenomenally conscious state, but there is something it is like for
Lola to drink cola; living in Mongolia isn’t a phenomenally conscious
state, but there is something it is like for Lola to live in in Mongolia;
and so on. I argued above (in §7.1.1) that we can’t avoid this sort of
counterexample by restricting [D] to only making claims about mental
states—counterexamples of exactly the same type can be produced for
mental states. The problem is clearer if we consider the familiar state of
riding a rollercoaster, so I will stick with the particular version of this
objection described in L OLA.
The second type of counterexample can be seen by considering the
following situation:
E UPHORIA Portia is an ordinary human being, so there is
something it is like for Portia to feel nausea and there is something it is like for Portia to feel euphoria. We might also think
that it is true that there is something it is like for Portia to: feel
nausea or euphoria.
E UPHORIA looks like a counterexample to [RtL] because, although there
is something it is like for Portia to feel nausea or euphoria, we might
doubt that feeling nausea or euphoria is a conscious state. As with L OLA,
E UPHORIA suggests a recipe for creating more examples of this second,
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disjunctive, type. If m1 and m2 are conscious states, then there is something it is like for any subject to be in m1 or m2 . And yet it’s not obvious
that disjunctive states should count as conscious states.
The third type of counterexample can be illustrated by looking at the
following situation:
S AUNA Again, consider Portia, an ordinary human being.
There is something it is like for Portia to feel nausea. Further, there is something it is like for Portia to feel nausea near
a sauna.
We might doubt that feeling nausea near a sauna is a conscious state. If so,
we have a counterexample to [RtL]. Again, we can say something more
general about this kind of counterexample. If m is a conscious state, and
n is a non-conscious state, then there will be something it is like for a
subject to be in m and n. But we might think that conjunctive states such
as being in m and n are not conscious states. (We might think this even if
m and n are both conscious states.)
I will spend most time on the first type of alleged counterexample—
those that we get by looking at L OLA-type situations. Once we’ve seen
how we can alter [RtL] and [D] to deal with these counterexamples, we
can see that the revised conditionals we come up with are not subject to
counterexamples of the second and third kinds.
We might try to defuse the challenge offered by L OLA by appealing to
the distinction between unqualified and general (or particular) uses of Lsentences (see §7.3.2). [D] only holds when the right-hand side involves
an unqualified use of the L-sentence it contains. Thus L OLA only gives us
a counterexample to [RtL] if the following is true. There is a property, Z,
such that: in all circumstances, Lola’s riding a rollercoaster is Z phor Lola.
But this claim is not true: if Lola is in a coma, or under anaesthetic, then
there is nothing it is like for her to ride a rollercoaster. So the state riding
a rollercoaster is no more a conscious state than is the state being cut by a
scalpel. Thus L OLA doesn’t give us a situation in which the antecedent of
[RtL] is true while the consequent is false: both are false.
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But this does not suffice to save [RtL] from this first type of counterexample. The challenge reappears if we consider a slightly different state.
The following claim is true: there is something it is like for Lola to ride
a rollercoaster under normal conditions. The objection to [RtL], then, is
that, if we consider the state riding a rollercoaster under normal conditions,
the antecedent of [RtL] is true, but the consequent is false. The antecedent
is true because there is some property, Z, such that: in all circumstances,
Lola’s riding a rollercoaster under normal conditions is Z phor Lola. This
is so because all the circumstances under which Lola rides a rollercoaster
under normal conditions are circumstances in which the conditions are
normal. (Just as all the circumstances under which Lola rides a rollercoaster are riding-a-rollercoaster conditions.) And we all agree that there
is something it is like for Lola to ride a rollercoaster under normal conditions. The consequent of [RtL] is false because riding a rollercoaster under normal conditions is not a conscious state. So L OLA does look to give
us a counterexample to [RtL], although the relevant state is not riding a
rollercoaster but riding a rollercoaster under normal conditions. Ultimately,
appealing to the distinction between general and unqualified uses of Lsentences does not save [RtL].
Amending [D]
A second way in which we could try to defend an L-talk definition of consciousness from L OLA-type counterexamples is by altering [RtL] (and so
[D]) by adding an ‘in virtue of’ clause. The idea is that it is not enough
that there be something it is like to be in a state for that state to be conscious. Instead, it must be that there is something it is like to be in the
state in virtue of being in that state.97 In other words, we should change the
definition of consciousness to:

97. The ‘in virtue of’, or ‘grounding’, relation is a familiar and intuitive one, although it
is hard to pin down exactly what is involved (for a survey of recent work on this topic,
see (Clark and Liggins 2012)). For our purposes, the intuitive notion will suffice, so long
as we understand this relation to be non-causal.
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[D*] A state is phenomenally conscious if and only if there is
something it is like for the subject of the state to be in that
state in virtue of being in that state.
And we alter [RtL] accordingly:
[RtL*] If there is something it is like for the subject of a state
to be in that state in virtue of being in the state, then the
state is phenomenally conscious.
These improved conditionals are not vulnerable to the alleged counterexample suggested by L OLA. If Lola is in the state riding a rollercoaster under normal conditions this is because she is in very many nonphenomenal states (hurtling towards the ground from a height, travelling on a track, wearing a safety harness, etc.) and very many phenomenal states (feeling the pull of gravity; seeing the horizon rise, fall, and
twist; hearing the screams of fellow passengers; etc.). That there is something it is like for Lola to ride a rollercoaster under normal conditions is
in virtue of her being in at least one of these latter states, not in virtue of
her being in the state riding a rollercoaster under normal conditions. So it is
not true that there is something it is like for Lola to ride a rollercoaster
under normal conditions in virtue of her riding a rollercoaster under normal conditions. Thus, if we adopt [RtL*] instead of [RtL], L OLA doesn’t
give us a counterexample because it doesn’t give us a state for which the
antecedent is true but the consequent is false: both are false.
With the improved version of the definition in hand, we can now see
that neither E UPHORIA nor S AUNA are problematic. First consider the
disjunctive state featured in E UPHORIA. The alleged counterexample is
that, while there is something it is like for Portia to feel nausea or euphoria, it is not true that feeling nausea or euphoria is a conscious state. Even
if we are happy with the notion of disjunctive states, we can see that E U PHORIA doesn’t give us a counterexample to [RtL*]. This is because it is
not true that there is something it is like for Portia to feel nausea or euphoria in virtue of her being in the state feeling nausea or euphoria. Instead,
what explains that there is something it is like for Portia is that either she
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is in the state feeling nausea, or she is in the state feeling euphoria. To give
an analogy, someone is not a citizen of the European Union in virtue of
being British or French or German or .... They are a European citizen in
virtue of being British, or in virtue of being French, or being German, or ....
Similarly it is not in virtue of being in one (disjunctive) state that there
is something it is like for Portia. Instead, it is either in virtue of being in
one state or of being in another, that there is something it is like for her.
To put it another way (as with the ‘European’ example), the ‘or’ does not
fall within the scope of ‘in virtue of’: things go the other way around.
A similar explanation can be given of why S AUNA doesn’t describe a
counterexample for [RtL*]. The conjunctive state involved in S AUNA is:
feeling nausea and being near a sauna. The idea is that there is something
it is like for Portia to be in this state, but this state is not a conscious state.
But it is not true that there is something it is like for Portia to feel nausea
and be near a sauna in virtue of her being in the state: feeling nausea and
being near a sauna. What grounds there being something it is like for
Portia when she is in the conjunctive state is just her feeling nausea. To
use a similar analogy as before, someone with dual citizenship would not
be a European citizen in virtue of being British and Malian, but in virtue
of being British. Similarly it is not in virtue of being in one (conjunctive)
state that there is something it is like for Portia; it is in virtue of being in
one of the conjunct states. In other words (and as with the ‘and’ in the
‘European’ analogy and the ‘or’ in E UPHORIA), the ‘and’ in S AUNA does
not fall within the scope of ‘in virtue of’, the ‘in virtue of’ falls within the
scope of the ‘and’.
L OLA-type cases seem to show that [RtL] (and so [D]) let in too many
states as conscious states. By amending the definition of conscious states
to demand that there is something it is like for their subjects to be in them
in virtue of their being in them, we can rightfully deny that states such as
riding a rollercoaster in normal conditions are conscious states.

∗
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In the previous section we saw that there were no counterexamples to
[LtR]. By altering [D] to [D*], we also alter [LtR] to [LtR*]:
[LtR*] If a state is phenomenally conscious, then there is
something it is like for the subject of the state to be in
that state in virtue of being in the state.
This conditional doesn’t seem be vulnerable to any (alleged) counterexamples that [LtR] was not vulnerable to. Nor am I aware of any other
counterexamples to [RtL*]. Thus we should adopt [D*] as our improved
definition of conscious states:
[D*] A state is phenomenally conscious if and only if there is
something it is like for the subject of the state to be in that
state in virtue of being in the state.
This definition is only informative to the extent that we understand
its right-hand side—i.e., if we understand L-talk. The conditional lexical
account of L-talk described in Chapter 6 tells us how to do this. Thus in
[D*] we have an informative and useful definition of conscious states that
is not vulnerable to counterexamples.

C HAPTER EIGHT

A linguistic argument for
revelationism
In this chapter I will use what we’ve learned about L-talk and about
defining conscious states to evaluate a linguistic argument in favour of
what I will call ‘revelationism’. This is the view that to be in a conscious
state is thereby to be aware of that state or, in other words, that conscious
states reveal their existence to their subjects. The argument is linguistic
because it relies on a claim about the meaning of L-talk.98 Since the conditional lexical account is an account of the meaning of L-talk, it is clearly
relevant to whether or not we should accept this argument.
To be a revelationist is to accept:
[R] If a state is phenomenally conscious, then any subject of
the state is aware of that state when in the state.
As I will use the term, to be a revelationist just requires that one hold
[R]. It doesn’t require (although it allows) that one also hold that we are
aware of the essential properties of the conscious states we’re in, or that
one hold that the awareness we have of conscious states is veridical (see,
e.g, Johnston (1992) and Stoljar (2009) for discussions of more demanding
notions that have been called ‘revelation’).
98. In this chapter I will use ‘meaning’ to refer not only to the linguistic meaning of
sentences, but also to what is communicated when sentences are used.
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The word ‘aware’ in [R] can be interpreted in a number of ways: different versions of revelationism might cash it out in terms of representing, being conscious of, having a belief about, perceiving, or introspecting, the state, for example. Thus those who adopt higher-order theories
of consciousness will typically be revelationists. According to these theories, a state is phenomenally conscious only when some higher-order
state takes the first state—the conscious one—as its object. Different
higher-order theorists differ as to what sort of state the second-order state
is: most commonly it is taken to be a thought (see, e.g, (Rosenthal 1986),
(Weisberg 2011b)) or (quasi-)perceptual state (see, e.g, (Armstrong 1968),
(Lycan 1996)). Thus higher-order theorists claim that conscious states
are states we are aware of: they are committed to [R]. Other revelationists include those who hold self-representationalist accounts according to
which conscious states in some sense represent, or involve consciousness
of, themselves (see, e.g, (Janzen 2008), (Kriegel 2009)).
I begin in §8.1 by laying out the argument, and showing that it is made
by revelationists. I also show that whether or not the argument succeeds
depends on the plausibility of its second premise which says: if there is
something it is like to be in a state, then the subject of the state is aware
of the state. In §8.2 I consider the only explicit linguistic arguments for
this second premise I am aware of, all of which are given in Janzen (2011)
(one of these is also found in (Janzen 2008)). I show that these arguments
do not succeed. In §8.3 I look at other linguistic arguments for this second premise. Since these arguments also fail, I conclude that linguistic
arguments—arguments which stem from claims about the language we
use to talk about consciousness—give us no reason to accept the second
premise of the linguistic argument for revelationism. I conclude that we
should reject this argument for revelationism.

8.1

The argument

Greg Janzen says that there is “in general, a dearth of direct arguments”
(2008: 74) for revelationism (he gives a brief survey in (2008: Ch.4)). The
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linguistic argument that I will consider in this chapter is one such direct
argument:
[1] If a state is phenomenally conscious, then there is something it is like for the subject of the state to be in that
state.
[2] If there is something it is like for any subject of a state
to be in the state, then the subject is aware of that state
when in the state.
Therefore,
[R] If a state is phenomenally conscious, then any subject of
the state is aware of that state when in the state.
[1] is the conditional [LtR*] that we get from reading the definition of
state consciousness:
[D*] A state is phenomenally conscious if and only if there is
something it is like for the subject of the state to be in that
state in virtue of being in the state.
from left-to-right.99 [2] connects the notion of there being something it
is like for a subject to be in a state and the subject’s being aware of that
state when in it. The argument is linguistic because the truth of [2] is
intended to follow from the meaning of the language used to express it.
The conclusion is [R]: the statement of revelationism. The argument is
clearly valid. The question is whether we should accept [1] and [2]. In
the previous chapter I argued that we should accept [D*], so we should
also accept [1]. Most of this chapter will be concerned with whether we
should accept [2]. Before examining this premise, however, I will show
that revelationists do offer something like this argument.

99. I have left the ‘in virtue of being in that state’ implicit in [1] and [2] throughout this
chapter because it isn’t made explicit when revelationists present this argument, and
because it plays no role in my assessment of the argument.
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Statements of the argument

Rosenthal gives the argument in his (2000):
When one lacks conscious access to a state, there is literally
nothing it’s like for one to be in that state. Without access to
a state one has no first-person perspective on it, and so there
is nothing it’s like to be in it. As Thomas Nagel has insisted,
what matters for consciousness is that there be something it’s
like “*for* the organism” (Nagel, 1979, p.166). And there will
be something it’s like for the organism only if the organism
has conscious access to the relevant state. (2000: 275)
Kriegel also endorses the argument. First he labels the ‘for me’ component of an experience its ‘subjective character’:
When I have a conscious experience of the blue sky, there is
something it is like for me to have the experience. In particular, there is a bluish way it is like for me to have it. ... The
bluish way it is like for me has two distinguishable components: (i) the bluish component and (ii) the for-me component.
I call the former qualitative character and the latter subjective
character. (2009: 1)
Then he asserts a link between the subjective character of an experience
and awareness of it:
... to say that my experience has subjective character is to
point to a certain awareness I have of my experience. ... A
mental state of which one is completely unaware is not a conscious experience. In this sense, my conscious experience is
not only in me, it is also for me. (2009: 8)
Elsewhere, Kriegel gives a stronger version of the argument (with
conditionals replaced by biconditionals):
a mental state of mine is phenomenally conscious iff it has
for-me-ness (subjective character); a mental state has for-meness (subjective character) iff I am aware of it in the right way;
therefore, a mental state of mine is phenomenally conscious
iff I am aware of it in the right way. (2012: 44)
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Janzen also clearly presents the argument (I will assess his defence of
the argument in §8.2). In the following passage he first states the standard
definition of conscious states (which he labels ‘WLF3 ’) and then presents
the linguistic argument for [R]:
WLF3 : “Necessarily, a subject S is in a conscious mental state
M at t if and only if there is something it is like for S to be in M
at t.” Since, as I have argued, to say that there is something it
is like to be in a conscious mental state is to say that being in a
conscious mental state involves undergoing a type of psychological internality, WLF3 is equivalent to the following:
WLF4 Necessarily, a subject S is in a conscious mental state at t if and only if S undergoes a type of psychological internality at t.
... What does it mean to say, as WLF4 does, that in having a
conscious experience, a subject undergoes a type of psychological internality? It means, I want to suggest, that when a
subject is in a conscious mental state, the subject is, in some
way and to some degree, aware of being in it. (2011: 281)
Does the argument for [R] succeed? As noted, it is valid, and (as I
argued in Chapter 7) we should accept [1]. The question is, should we
accept [2]? Answering this question will take up the bulk of this chapter.

8.1.2

[2]

The second premise of the argument for [R] is:
[2] If there is something it is like for any subject of a state to be
in the state, then the subject is aware of that state when
in the state.
Revelationists generally don’t seem to think that [2] requires defence.100 Kriegel, for example, endorses [2] in his (2009):
100. One exception is (Lormand 2004). Lormand’s view is complex and, to my eyes
(and those of Fish (2009: n10, 9)), has been comprehensively refuted by Hellie (2007). I
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Recall that a mental state has subjective character just in case
it is for the subject, in the sense that the subject has a certain
awareness of it, typically a peripheral and unimposing kind
of awareness. (2009: 38)

It is natural to hold that, in virtue of a conscious experience’s
subjective character, the subject is aware of her experience. It
would be quite odd indeed to maintain that an experience is
for the subject even though the subject is completely unaware
of it. (2009: 104)
But in neither of these places does Kriegel offer a defence of [2]. Indeed, earlier in his book, he says:
it is somehow essential to a conscious state that its subject be
aware of it. Conscious states are not states that just happen to
take place in us, whether or not we are aware of their taking
place; they are also for us, precisely in the sense that there is
something it is like for us to have those states. [The following
is contained in a footnote:] There are a number of issues and
potential objections that arise quite immediately for this line
of thought. But I am offering it here not as an official argument
but as a gesture toward the kind of thought that motivates the
idea that conscious states are necessarily represented. The “official” argumentation will be offered in Chapter 4. (2009: 16)
But none of the arguments in his Chapter 4 are defences of [2].
Rosenthal also seems to think that [2] is obvious. For example, he
says:
Block has argued elsewhere [Rosenthal cites Block (1997)] that
there being something it’s like in the relevant way need not
involve there being something it’s like for a subject. The added
phrase, he urges, implies having access to oneself, which is
unnecessary for phenomenality. (2002: 656)
won’t discuss Lormand’s view further.
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But in the place cited Block doesn’t say anything about the phrase ‘for a
subject’—he doesn’t say anything about any phrases at all. What Block
says is that there being something it is like in the relevant way need not
involve having a thought (or other mental state) that is about the conscious state. Rosenthal’s remark only makes sense if he (Rosenthal) takes
‘something it is like for the subject’ to somehow mean ‘something it is
like that the subject is aware of’. 101
An obvious explanation of why revelationists think that [2] does not
require defending is that they take it to be analytic, in the sense that it
is because of the meaning of the antecedent—there is something it is like
for any subject of a state to be in the state—that the consequent—the subject is aware of that state—follows. It is most plausible, then, that we
are intended to accept [2] for linguistic reasons—because of the meaning
of its antecedent. Weisberg gets very close to saying this directly: “the
‘for’ stressed by Nagel is crucial: the notion indicates a subjective awareness of an organism’s mental states by the organism itself.”(2011a: 439)
And Janzen has explicitly argued that we should accept [2] because of
the meaning of L-sentences. In §8.2 I will undertake the negative project
of explaining why I think his arguments fail. In §8.3 I will offer positive
reasons for denying that [2] is true because of the meaning of L-talk.

8.2

Janzen

Janzen effectively offers a defence of [2]. I will consider three arguments
that Janzen gives for [2]. The first is that L-phrases aptly capture the “psychological internality” of conscious states, where this internality should
be understood in terms of our being aware of our conscious mental states.
101. In discussing Rosenthal’s paper, Byrne (2004: 215–16) argues that we can’t show
that higher-order theories of consciousness are true (more accurately, that non-higherorder theories are false) “from the semantics of ‘what it’s like for so-and-so to φ’, considered as a phrase of ordinary English.” He effectively does this by arguing that Lsentences contain ‘forV ’. This (as I argued in Chapter 4) is true. But it doesn’t follow
that this is the only ‘for’ that L-sentences contain (I argued that it is not). Thus Byrne’s
argument fails to establish its conclusion.
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The second is an explicitly linguistic argument: “the very language of the
what-it-is-like formula, the words in it, suggests that it ought to be read
as expressing a proposition about a subject’s awareness of her own mental states.” (2011: 283) The third is that Nagel intended his use of L-talk
to be understood in a way that entails [2].102

8.2.1

Janzen’s first argument

Janzen doesn’t present his first argument as an argument—after giving it
he says, “Thus far, I have more or less simply asserted that WLF [i.e., [D]]
should be understood as being equivalent to TP [i.e., [R]],” (2011: 283).
But what he says here is intended to help to persuade us to accept [2],
so I will treat it as an argument for this premise. The argument proceeds
in two steps. First, Janzen aims to establish a link between the meaning
of L-talk and the notion of psychological internality in two ways: Nagel
explains the meaning of L-talk in terms of psychological internality; and
Janzen finds L-phrases particularly apt for expressing the fact that consciousness involves internality. Second, Janzen says that we should make
sense of psychological internality in terms of our being aware of our conscious states.

102. Janzen offers a fourth argument (2011: 285) which he describes as follows:
perhaps [the] most important, general line of defense of the thesis that
WLF [i.e., [D]] should be understood as being equivalent to TP [i.e., [R]] is
that under this (intended) interpretation of it, WLF is true. That is to say:
(1) TP is true.
(2) WLF = TP.
(C) Therefore, WLF is true.
It’s not clear whether this argument has much to tell us about our [2]. Further, I don’t
see how this can be an argument for the claim that WLF should be understood as being
equivalent to TP, any more than the following is an argument for the claim that WLF
should be understood as being equivalent to 2 + 2 = 4: (i) ‘2 + 2 = 4’ is true, (ii) WLF =
‘2 + 2 = 4’, therefore (iii) WLF is true. For these reasons I won’t discuss this argument
further.
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The first step
Janzen claims that Nagel explains the meaning of L-talk in terms of psychological internality:
Admittedly, the expression ‘There is something it is like for
the subject of the experience to have it’ may seem obscure at
first, ... Nagel (1974) tried to explain the meaning of the expression in terms of the difference between the subjective and
the objective. But in an earlier essay he (inadvertently) explained its meaning more crudely, yet perhaps more illuminatingly, as a “type of [psychological] internality” (1965, 353).
(2011: 280–81)
This isn’t quite right. It isn’t true that “Nagel (1974) tried to explain
the meaning of the expression in terms of the difference between the subjective and the objective.” Nagel doesn’t attempt to explain the meaning
of L-talk in this paper —‘What is it like to be a bat?’—at all. On the contrary, he uses L-talk to explain something else: that conscious states have
a subjective character. Nowhere in this paper (or anywhere else, as far as I
know), does Nagel take L-talk or L-phrases as his subject matter. Instead,
he uses such talk to discuss about what is his subject matter: phenomenal
consciousness.
Nor does Nagel explicitly explain the meaning of L-talk in terms of
psychological internality in his (1965): in this paper, Nagel does not use,
mention, or even allude to any L-phrases or L-talk. So it’s not likely that
he aims to say something about the meaning of L-talk by talking about
internality. Instead, Nagel talks about internality to inform us about what
he is interested in: the subjective/objective distinction.
But Nagel does think that by using phenomenal L-talk he is highlighting problems for physicalism about the mind (this is what he does
in (1974)); and he does think that by talking about psychological internality, he is highlighting problems for physicalism about the mind (this
is what he does in (1965)). Furthermore, it is plausible that he takes these
two problems to be closely connected. So perhaps Janzen is right to take
Nagel’s earlier remarks to shed light on the meaning of L-talk.
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The second way Janzen thinks there is a connection between L-talk
and psychological internality is that he:
can think of no better idiom in the English language that expresses this fact about consciousness [that it involves psychological internality] more aptly than the idiom of ‘what-it-islike’. When a creature perceives x, imagines x, thinks about x,
etc., the creature undergoes a type of psychological internality: there is something it is like for the creature to perceive x,
imagine x, think about x, etc. (2011: 281)
But it’s unclear why Janzen thinks that L-phrases are especially apt
here given that, as noted in §2.2.1, he holds a technical account of Ltalk.103 It’s unclear how a technical term can be apt to have some (linguistic) meaning unless the term’s technical meaning is in some way related
to its non-technical meaning. But, according to Janzen, the non-technical
meaning of L-phrases is what we get if we understand the ‘like’ they
involve to be ‘likesimilar ’ (2011: 279). The meaning of such phrases has
nothing to do with psychology, with internality, or with psychological
internality.
Janzen’s aptness claim is unmotivated. But, as we saw, Janzen may be
right to think that the meaning of L-phrases is connected to psychological
internality, so we can allow him the first step in his argument.
The second step
In the second step of the argument Janzen understands the psychological
internality of conscious states in terms of our awareness of the conscious
states we’re in:

103. In that chapter I showed that Janzen holds a technical account with the following quotation: “In the relevant contexts, then—that is, in philosophical discussions of
consciousness—talk of what it is like for S to V is to be understood in a relatively technical or specialized sense.” (2011: 279). Other evidence can be found in (2008): “it is
sometimes necessary to posit technical concepts or replace ordinary concepts with technical ones for specialized purposes, which is clearly Nagel’s intention in employing the
‘what-it-is-like’ locution in a non-comparative sense.” (2008: 31).
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What does it mean to say ... that in having a conscious experience, a subject undergoes a type of psychological internality?
It means, I want to suggest, that when a subject is in a conscious mental state, the subject is, in some way and to some
degree, aware of being in it. (2011: 281)
Janzen doesn’t explain why we should understand the psychological internality in this way, perhaps because, as noted above, he doesn’t see
himself as presenting an argument for [2] here. But the lack of support is
odd, given that the notion of psychological internality is rather unclear.
The obvious place to look for illumination is the article—
‘Physicalism’—in which Nagel discusses psychological internality.
There, Nagel talks about a feeling “that there is a fundamental distinction between the subjective and the objective which cannot be bridged”
(1965: 353) and which physicalism cannot respect:
[This] feeling is that I (and hence any ‘I’) cannot be a mere
physical object, because I possess my mental states: I am their
subject, in a way in which no physical object can possibly be
the subject of its attributes. I have a type of internality which
physical things lack; so in addition to the connection which
all my mental states do admittedly have with my body, they
are also mine—that is, they have a particular self as subject,
rather than merely being attributes of an object. (1965: 353)
Note that Nagel only talks about ‘internality’, not ‘psychological internality’ (the passage just quoted is the only place Nagel uses the word
‘internality’ in this paper). This is significant because there is a sense in
which all mental states have an internality to them. (This may seem like
a truism, and so hardly worth Nagel pointing out, but it is natural to interpret some philosophers (e.g., behaviourists) as denying that mentality
involves some sort of internality.) Had Nagel used the term ‘psychological internality’, this might have meant that he was talking about a special kind of internality which conscious states have, over and above that
which all mental states have. But, then again, it might not have meant
this. It doesn’t really matter: Nagel does not use this term. Note also
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that the way that Nagel glosses the notion of internality he is concerned
with is in terms of belonging to a self rather than “merely” belonging to an
object. While this doesn’t rule out understanding internality in terms of
awareness, neither does it demand that we understand it in this way.
Janzen’s first argument, then, is unconvincing. Perhaps by using Ltalk we talk about the same sort of things as we talk about by using ‘internality’. But even if this is so, the notion of internality is an unclear
one, and there’s no reason to think it should be understood in terms of
an awareness of the conscious states one is undergoing.

8.2.2

Janzen’s second argument

Janzen’s second argument is an explicitly linguistic one: “the very language of the what-it-is-like formula, the words in it, suggests that it ought
to be read as expressing a proposition about a subject’s awareness of her
own mental states.” (2011: 283)104 . I have divided up Janzen’s presentation of the argument into three labelled paragraphs to make clear how I
have reconstructed it:
(I) To see this [the claim just quoted], recall that the expression ‘There is something it is like to V’ (and its cognates),
where V is some psychological verb or verb phrase, is
always shorthand for ‘There is something it is like for S
to V’, where S is some creature. Conscious experiences,
in other words, are always like something to (or for) the
subject of the experience.
(II) Observe that ordinary extra-mental objects, events, states
of affairs, etc., can be like something to us as well, in the
sense that they can look, feel, etc., like something. A rose,
for example, might look red, feel velvety, etc. Unquestionably, however, an ordinary object (event, etc.) cannot
be like something to a subject—that is, cannot look, feel,
etc., like something to a subject—unless the subject is (or
has been) aware, in one way or another, of that object. In
104. He also gives something very much like this argument in his (2008: 75–79) where
he calls it ‘the symmetry argument’.
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order for a rose to look red or feel velvety, for example,
one has to perceive the rose or otherwise be aware of it.
Thus, an ordinary object’s being like something to a subject presupposes that the subject is (or has been) aware of
that object.
(III) But this principle generalizes to experiences: just as
an ordinary object’s being like something to a subject
presupposes that the subject is aware of that object, so
a mental state’s being like something to a subject presupposes that the subject is aware of that mental state.
(2011: 283)
Here is a first pass at representing Janzen’s argument:
[J1] If an object is like something for a subject, then the object
looks (or feels, or ...) like something to that subject.
[J2] If an object looks (or feels, or ...) like something to a
subject, then the subject is aware of the object.
Therefore,
[J3] If an object is like something for a subject, then the subject
is aware of the object. (From [J1] and [J2].)
[J4] Mental states are analogous (in the relevant ways) to
ordinary objects.
Therefore,
[J5] If a mental state is like something for a subject, then the
subject is aware of the mental state. (From [J3] and [J4].)
[J6] If there is something it is like for a subject to be in a
mental state, then the mental state is like something for
the subject.
Therefore,
[J7] If there is something it is like for a subject to be in a mental state, then the subject is aware of the mental state.
(From [J5] and [J6].)
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Premise [J6] is given in (I), the argument from [J1] and [J2] to [J3] is given
in (II), and the rest is in (III).
The argument is not strictly one for [2]. Janzen only talks about mental
states, so his conclusion is not identical to [2]:
[2] If there is something it is like for any subject of a state to be
in the state, then the subject is aware of that state when
in the state.
But [J7] is what we get if we restrict [2] to mental states. If the argument
for [J7] fails, then adding further steps cannot give us a good argument
for [2]. For ease of presentation, I will speak as if this argument is one for
[2], but I will show that it fails to establish even the restricted version of
[2], i.e., [J7]. Since my objections can be stated in terms of mental states,
rather than in terms of states simpliciter, this should not be problematic.
It’s worth making three clarificatory remarks here. First, the ellipses
in [J1] and [J2] stand for all the ways (other than looking like something
and feeling like something) that objects can be like something for a subject. Presumably, we can fill out this list by using other appear words,
such as ‘tasting’, ‘sounding’, and ‘appearing’. We don’t need to worry
about explicitly stating all the ways in which this can be so, but, if the
first premise is to be true, it must be that, taken together, looking like
something, feeling like something, ..., exhaust all the ways in which it
can be true that an object is like something for us. Thus we might have to
coin new appear words such as ‘echolocates’ or ‘magnetoceives’ to make
sure this is so. I will take it that this is not problematic. In the first sentence of (II) Janzen might be also be claiming the converse of [J1]: that,
whenever an object looks (etc.) like something to a subject the object is
like something for the subject, but this claim is not required for his argument to work.
Second, it’s clear that we should understand ‘looks’ (or ‘feels’, or ...)
in the experiential sense, not the epistemic (see §6.1.1). It doesn’t matter whether we take these appear words to be used comparatively or
non-comparatively: both uses entail that ‘the object [non-comparatively]
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looks (or feels, or ...) like something to the subject’, and this is what does
the work in [J1] and [J2].
Third, although Janzen says that this argument relies on the fact that
“the very language of the what-it-is-like formula, the words in it, suggests that it ought to be read as expressing a proposition about a subject’s
awareness of her own mental states.” (2011: 283), the argument he gives
doesn’t involve any explicit claims about meaning. I take it, then, that it
is because of the meaning of L-talk that we are to accept the unsupported
premise in Janzen’s argument that involve such talk, namely, [J6].
I will now show that [J6] is false, and that, although there is a nearby
claim that is true, adopting it cannot save the argument. Thus Janzen’s
argument fails. I will then give a second, independent, reason for rejecting Janzen’s argument. This reason can be seen when we note that there
are two ways in which we can read some of the claims involved in the
argument.
[J6]
Janzen’s argument fails because [J6] is false. This premise states that:
[J6] If there is something it is like for a subject to be in a mental state, then the mental state is like something for the
subject.
But this doesn’t look to be true. I will first show why this is so by making
use of an analogy. I will then give a more technical explanation, which
makes use of the conditional account of L-talk.
Consider the following “racehorse” claim which is analogous to [J6]:
[H6] If there is something it is like for me to own a racehorse,
then the racehorse is like something for me.
This conditional is false: the truth of its antecedent is compatible with
the falsity of its consequent. Imagine that, for some no doubt bizarre
reason, the world is such that if I own a racehorse, I experience a mild
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tingling sensation in my ears. It’s not that I experience this tingling because I interact with the racehorse, or because I believe that I own the
racehorse and believing this somehow causes the tingling. Instead it is
that—for some strange reason—the state of affairs Jonathan’s owning a
racehorse causes the state of affairs Jonathan’s experiencing a mild tingling
in his ears. Also imagine that I don’t know that this connection holds,
and that I am very wealthy and delegate all my financial affairs to my
accountant. As it happens, my accountant invests in a racehorse on my
behalf. I never find out about this: I trust my accountant and find talking
about investments terribly dull. Also, I live in a part of the world where
horse racing is unpopular, I live such a sheltered and pampered life that
I don’t even realise that racehorses exist, I never see or smell or touch a
racehorse, I never think about racehorses, and so on. The situation described is a strange one, but not an impossible one: that it is a possible
situation is all we need for what follows. The antecedent of [H6] is true:
there is something it is like for me to own a racehorse—what it’s like is
what it’s like to have a mild tingling sensation in my ear. But the consequent is false: it’s not true that the racehorse is like something for me.105
This is so because (obviously) my owning a racehorse is distinct from the
racehorse, and it is the former that leads to my ear tingling, not the latter.
In the same way, [J6] is false because the subject’s being in a mental state is
not identical to the mental state.
We might think that [J6] is true because a similar sentence is true:
[J6’] If there is something it is like for a subject to be in a mental state, then the subject’s being in the mental state is like
something for the subject.
Does [J6’] entail [J6]? If it does, it will be because the following conditional is true:
[J6*] If a subject’s being in a mental state is like something for
105. Or, if the racehorse is like something for me, then it seems that pretty much anything is like something for me. But if that is true, then [J1] is no longer plausible.
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the subject, then the mental state is like something for the
subject.
But this is not true, so [J6’] doesn’t entail [J6]. We can see that [J6*] is not
true by looking at its horse analogue:
[H6*] If my owning a racehorse is like something for me, then
the racehorse is like something for me.
Consider the situation described above in which I have a mild tingling
sensation in my ears when I own a racehorse, but never interact with, perceive, or think about, any racehorse. In such a situation, the antecedent of
[H6*] is true—my owning a race course is like something—but the racehorse is not like anything to me. In the same way, [J6*] is false and so
[J6’] doesn’t entail [J6]. Appealing to [J6’], then, cannot help us to rescue
Janzen’s argument.

∗
The second way to show that [J6] is false is by applying the conditional account of L-talk to it. Here is [J6] again:
[J6] If there is something it is like for a subject to be in a mental state, then the mental state is like something for the
subject.
On the conditional account, [J6] means (where ‘x’ stands for the subject,
and ‘m’ for the mental state):
If there is some property, Z, such that: x’s being in m is Z phor
x; then there is some property, Y, such that: m is Y phor x.
But there is no obvious reason why we should think this true. Why
should x’s being in m is Z phor x mean that m is Y phor x? In contrast,
the conditional account applied to [J6’] gives:
If there is some property, Z, such that: x’s being in m is Z phor
x; then there is some property, Y, such that: x’s being in m is Y
phor x.
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This is clearly true since the consequent is merely a terminological variant
of the antecedent.
We might hope that we can rescue Janzen’s argument by replacing
[J6] with [J6’]. But this won’t work. If we are to get [J7] from [J6’] and
[J5], the latter will need altering, which means that the sub-argument for
[J7] becomes (I have italicised the phrases added to keep the argument
valid):
[J5’] If the subject’s being in a mental state is like something for
a subject, then the subject is aware of the mental state.
[J6’] If there is something it is like for a subject to be in a
mental state, then the subject’s being in the mental state is
like something for the subject.
Therefore,
[J7] If there is something it is like for a subject to be in a mental state, then the subject is aware of the mental state.
(From [J5’] and [J6’].)
But [J5’] is inferred from the third and fourth premises of the argument, so the sub-argument for [J5’] must also be altered (again, I’ve italicised the phrases added):
[J3’] If a subject’s being in an object is like something for a subject, then the subject is aware of the object.
[J4] Mental states are analogous (in the relevant ways) to
ordinary objects.
Therefore,
[J5’] If the subject’s being in a mental state is like something for
a subject, then the subject is aware of the mental state.
(From [J3’] and [J4].)
It is clear that this will not do. [J3’] doesn’t make sense: we can’t be
in objects in the way that we can be in a mental state. Could we alter [J3]
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in some other way? This is to ask: when we are drawing an analogy between mental states and ordinary objects, what is analogous with a subject’s being in a mental state? The most plausible answer to the question
is that there is nothing analogous. Subjects can’t be in objects in the same
way that they can be in mental states, and, although subjects can have ordinary objects—they can own them, or have them in their possession—
this is not so in the way that subjects can have experiences. Thus there
is no way to adapt [J3] that gives support for [J5’], so Janzen’s argument
fails.
A final attempt to rescue the argument might be made as follows:
[J5’] doesn’t need support because it is clearly true, or at least plausible.
This doesn’t save the argument because [J5’] is very close to (it is just a
grammatical rearrangement of) the conclusion of Janzen’s argument, [J7].
Establishing the truth of [J7] from the assumption that [J5’] is true is no
achievement at all. And anyone who is suspicious of [J7] will be just as
suspicious of [J5’]. At worst, the argument from [J5’] and [J6’] to [J7] begs
the question; at best it will gain no converts to revelationism.
To summarise this criticism of Janzen’s second argument: [J6] is false.
We can see this if we note that a subject’s being in a mental state and the
mental state are distinct. We can also see it by applying the conditional
account of L-talk to [J6]. There is a nearby truth, [J6’], but if we add this
statement to the argument, we have to make changes to premises [J5’]
and so to [J3’]. The result is that we cannot make the analogy between
objects and mental states that we need to to get to [J5’]: there does not
seem to be a relation that subjects have to objects that is analogous to the
relation being in that subjects have to mental states. Thus Janzen’s second
argument fails to establish its conclusion: it does not give us a defence of
[2], the second premise in the argument for revelationism.

An ambiguity
In this section I will show that, even if [J6] were true, Janzen’s argument
would still fail. This is because some of the statements in the argument

260

A LINGUISTIC ARGUMENT FOR REVELATIONISM

§8.2

can be read in two ways. If these statements are all to be plausible, we
have to adopt one of the readings throughout the argument. When we
make this explicit, we can see that the argument does not give us the conclusion we need: one that supports the second premise of the argument
for revelationism, [2]. I will first outline the two readings that are relevant here, before showing that we must consistently adopt one of them if
the argument is to be valid. I will then restate the argument, making the
correct reading explicit. Doing so will show that the argument offers no
support to [2].
As we saw in §6.2.2, there are two natural ways that we can understand the following claims: ‘an object is like something for a subject’ and
‘an object looks (or feels, or ...) like something to a subject.’ On the actual
reading the claims are only true when the subject perceives the object.
On this reading, it is not true that the Eiffel Tower looks like something
to me because I am not now looking at the Eiffel Tower. Since I am also
not touching, smelling, etc., the Tower it is also false, on the actual reading, that the Eiffel Tower is like something for me. If I go to Paris and
get close enough to the Eiffel Tower, though, then the two claims will be
true of me and the Tower. On the second understanding—the counterfactual reading—the two claims are true even when the subject is not in
the presence of the object. On this view, even though I am not now in
Paris, it is true that the Eiffel Tower is like something for me, and that it
looks like something to me. These claims are true (on the counterfactual
reading) because were I in the presence of the Tower, then the claims (as
understood on the actual reading) would be true.
The second premise of Janzen’s argument is:
[J2] If an object looks (or feels, or ...) like something to a subject, then the subject is aware of the object.
[J2] is only plausible if we adopt the actual reading of ‘an object looks (or
feels, or ...) like something to a subject’. This is because, on the counterfactual reading, the antecedent can be true but the consequent false (as
they are with regards to me and the Eiffel Tower) . The antecedent is true
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because (on the counterfactual reading), the Eiffel Tower looks like something to me. The consequent is false because I am not in Paris and so I
am not aware of the Eiffel Tower in the sense of awareness relevant to the
argument: the sense in which a subject is aware of an object in virtue of
the object’s looking (or feeling, ...) like something to them. If we adopt
the actual reading of [J2], then the argument will only be valid if we also
adopt the actual reading of the consequent of [J1]. And if [J1] is to be
plausible, then we must also adopt the actual reading of its antecedent.
We can make the required readings of [J1] and [J2] explicit by restating
the sub-argument and inserting ‘a subject perceives an object’ in the relevant places in the first three statements. Doing so forces the correct—the
actual—reading of the relevant expressions. In order to keep the whole
argument valid, we’ll also have to make changes to [J5] and [J7]. This
gives us a second, unambiguous, statement of Janzen’s argument:
[J1*] If a subject perceives an object and the object is like
something for the subject, then the subject perceives the
object and the object looks (or feels, or ...) like something
to that subject.
[J2*] If a subject perceives an object and the object looks (or
feels, or ...) like something to a subject, then the subject
is aware of the object.
Therefore,
[J3*] If a subject perceives an object and the object is like
something for the subject, then the subject is aware of
the object. (From [J1*] and [J2*].)
[J4] Mental states are analogous (in the relevant ways) to
ordinary objects.
Therefore,
[J5*] If a subject perceives a mental state and the mental state
is like something for the subject, then the subject is aware
of the mental state. (From [J3*] and [J4].)
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[J6] If there is something it is like for a subject to be in a
mental state, then the mental state is like something for
the subject.
Therefore,
[J7*] If a subject perceives a mental state and there is something it is like for the subject be in the mental state, then
the subject is aware of the mental state. (From [J5*] and
[J6].)
The problem with this argument is obvious: it doesn’t deliver the conclusion that we want. The conclusion we want has as its antecedent ‘a
subject is in a mental state and there is something it is like for the subject
to be in the mental state’. The conclusion we have has ‘a subject perceives
a mental state and there is something it is like for a subject be in the mental state.’ We can get from [J7*] to our desired conclusion if we accept [J8],
which allows us to make the following argument:
[J7*] If a subject perceives a mental state and there is something it is like for the subject be in the mental state, then
the subject is aware of the mental state. (From [J5*] and
[J6].)
[J8] If a subject is in a mental state and there is something
it is like for the subject be in the mental state, then the
subject perceives the mental state and there is something
it is like for a subject be in the mental state.
Therefore,
[J9] If a subject is in a mental state and there is something it
is like for the subject to be in the mental state, then the
subject is aware of the mental state. (From [J7*] and [J8].)
But we should not accept this argument. If by ‘perceive’ we mean
something like ‘see’ or ‘touch’, then [J8] is clearly false. We can be in conscious mental states without thereby seeing or hearing them. But what if
we broaden our notion of perception to allow in introspection, or other
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forms of “mental perception”? Now it is not so obvious that [J8] is false,
but it is very similar to the conclusion we are arguing for, [J9] (and so to
[2] as well). In other words, [J8] is in need of as much support as is [2],
and thus the argument for [2] begs the question. Even if we assume the
truth of [J6], when we spell out Janzen’s argument in a way in which it is
valid, we can see that it works only if we already accept something very
much like its conclusion. Thus we have a second reason for concluding
that his second argument for [2] fails.

8.2.3

Janzen’s third argument

The third argument Janzen gives for [2] is that Nagel intended his use
of L-talk to be understood in a way that entails [2]: “this is the intended
interpretation of WLF [i.e., [D]]. That is to say, Nagel meant for his whatit-is-like formula to be understood (roughly) as the claim that conscious
states are always states of which the subject is, in some way and to some
degree, aware.” (Janzen 2011: 284). That this is so, Janzen says, “may not
be directly evident, but it is strongly indirectly evident.” The indirect evidence is that Sartre held [R], and Nagel “alludes to having sympathy for
Sartre’s thesis when he uses the Sartrean terms ‘pour-soi’ (the ‘for-itself’)
and ‘en-soi’ (the ‘in-itself’) as rough synonyms for his terms ‘subjective’
and ‘objective’.” (2011: 284)
The first thing to note here is that, as we saw in §2.2.1, there’s no reason to think that Nagel is using L-phrases in a non-standard way, so he
only intends these utterances to have the meaning that they standardly
do. In other words, we can’t shed light on the meaning of L-talk by speculating about Nagel’s intentions in using it. So this argument doesn’t
give any support to [2].
But even if Nagel’s intentions were relevant, Janzen’s argument is
problematic for four reasons. First, that Nagel uses Sartrean terms in
this way suggests that there are some similarities between what Nagel
means by ‘subjective’ and what Sartre means by ‘pour-soi’. But since
Nagel doesn’t explain how he understands Sartre’s terms, we can’t con-
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clude that the respect in which they are similar is that both notions support [2].
Second, the pour-soi/en-soi distinction is usually applied to objects in
the world—humans, stones, etc.—not to states of those objects (see, e.g.,
Flynn (2013)). There is some reason, then, to think that an analogy might
be drawn between Sartre’s distinction and the distinction between things
that are and are not creature conscious. Indeed, when Nagel uses the
Sartrean terms (1974: 437), he does seem to be talking about creature consciousness. But [2] concerns state, not creature, consciousness, so it’s not
clear what light Nagel’s use of Sartre’s terms sheds on whether Nagel
would accept [2].106
Third, if Nagel intended to assert [2], why doesn’t he just say it (or
something like it)? If Janzen is right, Nagel asserts [2] in the following convoluted way. He introduces (or at least uses) technical terms in
English—L-phrases—whose meaning he does not explain. And he uses
technical terms in French (without explaining how he understands them)
whose connection to state consciousness is unclear. What Nagel doesn’t
do, on Janzen’s account, is to use uncomplicated ordinary English words
like ‘aware’ to express what he means, i.e., he doesn’t say something
like, ‘Whenever we are in a conscious state we are aware of that state’.
Janzen’s interpretation of Nagel, then, doesn’t seem like a very charitable
one. It is far more plausible that Nagel was not intending to express [2]
than that he expressed it in such a complex and obscure way.
Fourth, Nagel’s thesis in his (1974) is that physicalism is in trouble.
But if Nagel holds [2], then it’s not clear why he thinks this. One of the
physicalist theories Nagel is criticising (1974: n1, 435) is that set out in
Armstrong’s ‘A Materialist Theory of the Mind’ (1968). In this book Armstrong defends the view that conscious states are those we are aware of.
It is unlikely, then, that Nagel thinks that there being something it is like
to have a state—that feature of conscious states that he thinks physical106. Janzen cites a footnote of Dwyer’s (1989: n3., 50) in defence of his claims about the
connection between Nagel’s views and Sartre’s. But Dwyer says nothing more—and so
nothing more convincing—than what Janzen says.
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ism cannot account for—is to be understood in terms of our being aware
of our conscious states—a notion that physicalists look able to explain.
Janzen does have more to say here. Immediately after noting Nagel’s
use of Sartre’s terms, he says:
This is significant, since the notion of prereflective selfawareness is unmistakably related to the idea that there is
something it is like to have an experience. The point may
be stated as follows. When one gazes at the sunset, one is
visually conscious of the sunset but is also aware, in a nonpositional or prereflective way, of one’s visual consciousness
of the sunset: gazing at the sunset is like something. In other
words, the what-it-is-likeness of one’s perception of the sunset
is constituted by a prereflective awareness of one’s perception
of the sunset. (2011: 284)
But these claims are only plausible if we already accept [R]. Janzen can’t
rely on these sorts of claims to support [2], and then use [2] as support
for [R]: to do so would be to beg the question.
Thus, Janzen’s third argument for [2] fails. Nagel’s intentions are not
relevant to the meaning of L-talk. And even if they were, they give us no
reason to think that Nagel intended the meaning of L-talk to entail [2].

8.3

Why linguistic arguments fail

We’ve seen that Janzen’s linguistic arguments for [2] fail, and that other
revelationists do not explicitly defend [2], plausibly because they take
its truth to follow straightforwardly from the meaning of L-talk. In this
section I will consider the question: can we support [2] by appealing to
the meaning of phenomenal L-talk? I will argue that we cannot.
If we accept a lexical account of L-talk—as I argued we should in
Chapter 6—then, if the meaning of L-talk were to guarantee the truth
of [2], it would be because of the meaning of the ‘phor’ sentences that
such talk involves. In §6.3 I described the conditional account of L-talk
according to which a phor-sentence of the form:
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x’s being in mental state m is Z phor x.107
such as
Portia’s feeling nausea is nauseous phor Portia.
means the same as something of the form:
When x is in m, x is appeared* to Z-ly.
in this case:
When Portia feels nausea, Portia is appeared* to nauseously.
We are looking for an argument that shows that [2] follows from the
meaning of L-talk. Here is [2] again:
[2] If there is something it is like for any subject of a state to be
in the state, then the subject is aware of that state when
in the state.
If we apply the conditional account to [2], we get:
[2*] If: when x is in m, x is appeared* to Z-ly; then: when x is
in m, x is aware of m.
One way to show that [2] is true by appealing to the meaning of Ltalk, is to show that [2*] is true. I’ll consider two arguments that aim to
do this. I’ll then consider an argument for the claim that [2] follows from
the meaning of L-talk that does not involve arguing for [2*].

8.3.1

’Appeared* to’ entails ’awareness of’?

The first argument for [2*] goes as follows:

107. The more general form is: y’s V-ing is Z phor x. But [2] only applies to cases in
which x and y are identical, and in which ‘V-ing’ is ‘being in m’ where m is a conscious
state, so using the more specific form is simpler and clearer.
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[P1] If: when x is in m, x is appeared* to Z-ly; then:when x is
in m, something appears* Z to x.
[P2] The something is m.
[P3] If something appears* Z to x, then x is aware of that
something.
Therefore,
[2*] If: when x is in m, x is appeared* to Z-ly; then: when x is
in m, x is aware of m.
The first problem with this argument is that [P1] is false. I argued in
§6.3.1 that one of the strengths of the conditional account is that it is noncommittal about what, if anything, appears* some way to the subject of
a conscious state. Thus it doesn’t follow from the meaning of L-talk that
there is anything that appears* to the subjects of conscious states.
Even if [P1] were true, the argument is not convincing, because [P2]
doesn’t look to be true. There seem to be three things we might mean by
saying that a mental state that a subject is in appears* Z to them. First,
we might mean that the state type appears* some way to them. But this is
implausible because a state type seems to be some kind of abstract object.
Perhaps such objects can appear* some way to us, but this looks like a
controversial claim. We are not being conservative (see §6.1) if we build
such a claim into our account of ‘appears*’ (and so of L-talk). Second, we
might mean that it is concrete tokenings of states that appear* Z to someone. But it is not plausible that, when Portia feels nausea, any old tokening
of feeling nausea—Mick’s feeling nausea, say, or Nick’s, or Rick’s—should
appear* some way to Portia. The third option is that it is only Portia’s
feeling nausea that appears* some way to her. But this would be to endorse the event lexical account of L-talk: an account which says that it
is the event of y’s V-ing—here of Portia’s feeling nausea—that appears*
Z to x (to Portia). But we saw in §6.2 that we should not accept such an
account.
Both [P1] and [P2] are false. Thus the current argument for [P2*] fails,
and so we have not shown that [2] follows from the meaning of L-talk.
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Aware of Z-ness

The second argument for [2*] is:
[P4] If: when x is in m, x is appeared* Z-ly; then: when x is in
m, x is aware of Z.
[P5] Z is a property of m.
[P6] If we aware of a property of a thing, we are aware of
that thing.
Therefore,

[2*] If: when x is in m, x is appeared* to Z-ly; then: when x is
in m, x is aware of m.
One problem with this argument is that [P4] looks very close to [2] in
that it says that it follows from the meaning of L-talk that the subject of
a conscious state is aware of something. If [2] needs support, then it looks
like [P4] needs support, and we might suspect that any good support for
[P4] would serve as good support for [2]. If so, there’s no need to use this
support as reason for accepting [P4] when we could use it directly as a
reason for accepting [2]. Further, this support needs to follow from the
meaning of L-talk, and it is not clear whether there is such support.
But even if we accept [P4], we should not accept [P5]. Recall that
‘Z’ stands for a way of appearing. If jaundiced Joan, for example, sees a
snowdrift, then the snowdrift appears* Z to Joan, where ‘Z’ stands in for
the way of appearing: yellow. But yellow—i.e., the way of appearing—is
not a property of Joan’s conscious state of seeing the snowdrift; it is the
snowdrift that has this property. That the snowdrift has this property does
not logically rule out her conscious state as having the property, but since
the snowdrift clearly does have the property, there is no reason for also
attributing the property to her conscious state. Thus [P5] looks false.
It might be thought that what I have just said must be wrong because
it is often claimed that what it is like to undergo a conscious experience is
a property of the experience. And what it is like to undergo an experience
is some property, Z, where the following is true: a subject’s undergoing
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the experience is Z phor them. In other words, it is often claimed that
Z-properties are properties of experiences. It’s a little unclear what the
relationship is between experiences and states here. ‘Experience’ might
mean state-experience: conscious states themselves. Feeling nausea is a
state-experience, as is m. Or ‘experiences’ might refer to event-experiences:
the event of a subject’s being in a conscious state. Portia’s feeling nausea
is an event-experience, and so is x’s being in m.

I have denied that it follows from the meaning of L-talk that
state-experiences have Z-properties, and that event-experiences have Zproperties. But this doesn’t show that something has gone wrong with
my arguments. First, it might be that either or both of state- and eventexperiences have Z-properties, but that this fact doesn’t follow from the
meaning of L-talk. Second, it might be that when people say things like
‘what it is like to undergo an experience is a property of that experience’
this is shorthand for a more complex claim. If ‘experience’ refers to stateexperiences, the claim may not be that the conscious state itself appears*
Z, but only that the state is such that: a subject in it is appeared* to Zly. In other words, what is uttered is strictly false, but serves as a short
way of communicating a related truth, and one that does follow from the
meaning of L-talk. And if ‘experience’ refers to event-experiences, the
claim may not be that, for example, Portia’s feeling nausea appears* Z
to Portia, but merely that, when this event occurs, Portia is appeared* to
Z-ly. Each of these possibilities seems plausible, so the fact that people
claim that what it is like to undergo an experience is a property of that
experience gives no reason to think that my arguments concerning what
it is that has Z-properties are mistaken.

Since we should accept neither [P4] nor [P5], we should not accept the
current argument for [2*]. This means that the current attempt to show
that [2] follows from the meaning of L-talk fails.
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Part of our notion

The third way to argue for [2] goes as follows. If the conditional lexical
account of L-talk is to explain the data—in particular, explain the uses of
phenomenal L-talk that we see—then it must vindicate [2]. What we talk
about when we use phenomenal L-talk—phenomenal consciousness—
does involve some sort of awareness of conscious states. So if a phrase has
experiential meaning, one aspect of this meaning must concern awareness. Since we need to posit this awareness meaning in order to explain
how phenomenal L-sentences have experiential meaning, doing so does
not contradict the instruction to be conservative. Thus it is legitimate to
take ‘phor’ to have some sort of awareness meaning, one which leads to
the truth of [2].
The line of argument that is being suggested here in favour of [2] can
be restated as follows. [R] is true—i.e., if a state is phenomenally conscious, then any subject of the state is aware of that state. Perhaps we can
see that [R] is true by reflecting on it, or by introspection, or by inferring
it from other things we know—the details don’t matter; what matters is
that [R] is true. Because [R] is true, the argument continues, we are justified in attributing to ‘phor’ a meaning that has an awareness aspect.
And in doing so we do not disobey the command to be conservative in
assigning meaning to ‘phor’. Thus, [2] is true.
This argument fine so far as it goes. But we cannot use such an argument to support [2] when [2] itself is serving as a premise in the linguistic
argument for [R]. And we are only interested in [2] because of its role in
this argument. Perhaps we can argue from [R] to [2] in the way just described. What we cannot do is to then infer, from [2] and [1], the truth of
[R]. To do so would be to beg the question. So even if there are independent reasons for accepting [R], this doesn’t help those who wish to put
forward the linguistic argument for [R] from [1] and [2]. And it is only
this argument for [R] that I am concerned with in this chapter. So the
objection does not stand, and the argument for [2] fails.
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Conclusion

The linguistic argument for revelationism I have examined in this chapter
goes as follows:
[1] If a state is phenomenally conscious, then there is something it is like for any subject of the state to be in the state.
[2] If there is something it is like for any subject of a state
to be in the state, then the subject is aware of that state
when in the state.
Therefore,
[R] If a state is phenomenally conscious, then any subject of
the state is aware of that state when in the state.
In Chapter 7 I argued that we should accept the (improved) definition
of conscious states [D*]. This definition entails [1], so we should accept
this premise. In this chapter I considered arguments for [2]. Although [2]
is often stated by revelationists, it is rarely defended. In §8.2 I looked at
the defence offered by Janzen, and showed that his arguments fail. I then
showed, in §8.3, that the conditional account of L-talk that I defend in
this thesis suggests that there are no good linguistic arguments in favour
of [2] that do not already assume the truth of [R]. For this reason, we
should not accept [2]. I conclude that the linguistic argument for [R] is
unsuccessful. Perhaps there are reasons for thinking that revelationism is
true, but those reasons do not come from the meaning of L-talk.
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